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TCP Congestion Control 

•  TCP sources change the sending rate by 
modifying the window size: 
Window = min {Advertised window, Congestion Window}  

•  In other words, send at the rate of the slowest component: 
network or receiver. 

•  “cwnd” follows additive increase/multiplicative decrease 
(AIMD) 
–  On receipt of Ack:  cwnd += 1 
–  On packet loss (timeout): cwnd *= 0.5 

Receiver Transmitter (“cwnd”) 

Congestion Avoidance 
•  TCP’s strategy 

–  control congestion once it happens 
–  repeatedly increase load in an effort to find the point at which 

congestion occurs, and then back off 
•  Alternative strategy 

–  predict when congestion is about to happen 
–  reduce rate before packets start being discarded 
–  call this congestion avoidance, instead of congestion control 

•  Two possibilities  
–  router-centric:  RED Gateways 
–  host-centric: TCP Vegas 
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RED Gateways 

•  Router can help with more information than end-
users 
–  Scheduler 

•  FIFO 
•  WFQ (Weighted Fair Queueing) 

–  Buffer management  
•  Drop-tail 

–  Global synchronization 
–  Lock out 

•  Random early drop 

4 

Random Early Drop (RED) 

•  Router should signal congestion when the queue 
first starts building up (by dropping a packet) 
–  Early: don’t wait for queue to overflow 
–  Random: don’t drop packets in burst, but space drops  

out 
•  Avoid synchronization and lock-out 

•  Give flows time to reduce their sending rates 
–  Drop packets based on the average queue size 
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RED 
– Probabilistically discard (or mark) packets  
– Probability is computed as a function of average 

queue length  

min_th max_th Average 
Queue Length 

1 

0 

Drop Probability 

Design Goal of RED 

•  High throughput 
•  Low queueing delay 
•  Accommodate small burst 
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Basic Architectural Components 
of an IP Router 
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TCP Vegas 
•  Idea: source watches for some sign that router’s queue is 

building up and congestion will happen too; e.g., 
–  RTT grows 
–  sending rate flattens  
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Avg. source send rate 

Buffer space at router 

In shaded region we expect throughput 
to increase but it cannot increase beyond 
available bandwidth 

Vegas Algorithm  
•  Vegas tries not to send at a rate that causes buffers to fill 
•  Let BaseRTT be the minimum of all measured RTTs 
•  If not overflowing the connection, then 

  ExpectRate = CongestionWindow/BaseRTT 
    Assume CWND = number of bytes in transit 

•  Source calculates sending rate (ActualRate) once per 
RTT 
–  Pick one packet per RTT, timestamp send/ACKreceive time and 

divides by number of bytes in transit 
•  Source compares ActualRate with ExpectRate 

–  Diff = ExpectedRate – ActualRate 
–  if Diff < α  

•  increase CongestionWindow linearly 
–  else if Diff > β 

•  decrease CongestionWindow linearly 
–  Else 

•  leave CongestionWindow unchanged 
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Algorithm (cont) 

•  Parameters  
-  α = 1 buffer 
-  β = 3 buffers 
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Happens before packets loss 

TCP Modeling 

•  Given the congestion behavior of TCP can we 
predict what type of performance we should get? 

•  What are the important factors 
–  MSS: Affects increase rate  
–  Loss rate: Affects how often window is reduced 
–  RTT: Affects increase rate and relates BW to window 

•  (RTO: Affects performance during loss recovery) 
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Overall TCP Behavior 

Time 

Window 

•  Let’s concentrate on steady state behavior 
with no timeouts and perfect loss recovery 

•  Packets transferred = area under curve 

Simple TCP Model 

•  Some additional assumptions 
–  Fixed RTT 
–  No delayed ACKs 

•  In steady state, TCP losses packet each time 
window reaches W packets 
–  Window drops to W/2 packets 
–  Each RTT window increases by 1 packetW/2 * RTT 

before next loss 
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Transmission Rate 

•  What is area under curve? 
–  W = pkts/RTT, T = RTTs 
–  A = avg window * time = 
¾ W * T 

•  What was bandwidth? 
–  BW = A / T = ¾ W 

•  In packets per RTT 
–  Need to convert to bytes 

per second 
–  BW = ¾ W * MSS / RTT 

•  What is W? 
–  Depends on loss rate 

Time 

W 

W/2 

Simple Loss Model 

•  What was the loss rate? 
–  Packets transferred = (¾ W/RTT) * (W/2 * RTT) = 3W2/8 
–  1 packet lost  loss rate = p = 8/3W2 

–    

•  BW = ¾ * W * MSS / RTT 

–    
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TCP Fairness 

•  BW proportional to 1/RTT? 
•  Do flows sharing a bottleneck get the same 

bandwidth? 
–  NO! 

•  TCP is RTT fair 
–  If flows share a bottleneck and have the same RTTs 

then they get same bandwidth 
–  Otherwise, in inverse proportion to the RTT 

TCP Friendliness 

•  What does it mean to be TCP friendly? 
–  TCP is not going away 
–  Any new congestion control must compete with TCP flows 

•  Should not clobber TCP flows and grab bulk of link 
•  Should also be able to hold its own, i.e. grab its fair share, or it will 

never become popular 

•  How is this quantified/shown? 
–  Has evolved into evaluating loss/throughput behavior 
–  If it shows 1/sqrt(p) behavior it is ok 


