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Mining Frequent Graphs 
•  Frequent itemsets / subsequences: classic notions of 

recurring patterns in data mining  
•  Frequent subgraphs arise in applications where 

patterns involve relationships in addition to items  
–  Biology: chemical-compound analysis [Nijssen & Kok 04, 

Deshpande et al. 05] 
–  Social networks: link / neighborhood analysis [Mooney et al. 04, 

Stoica & Prieur 09] 
–  Workflows: execution analysis [Greco et al. 05] 
–  NLP: text-structure (dependency) analysis [Matsumoto et al. 05] 

•  Inherent problem: Space of frequent subgraphs can be 
(exponentially) large 

•  Maximal frequent subgraphs constitute a more 
compact and widely used representation 
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Mining Maximal Frequent Subgraphs 
Mining (enumeration problem) 

Input:  
• Collection g1,…,gn of graphs 
• Threshold τ ∈ ℕ 

Goal: Produce all MFSs 

MFS: Maximal Frequent Subgraph 
•  Frequent: subgraph of ≥ τ graphs among g1,…,gn  
• Maximal: not a strict subgraph of any freq. subgraph 

Parameter:  
Input graphs & MFSs 
belong to some graph 
class of interest  

“Subgraph” = 
up to 

isomorphism! 
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Example: Labeled & Connected Graphs 
τ = 3 

g1 g2 g3 g4 

Freq. 

Freq. Max. 

Freq. 
Max. 
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Main Research Question 

What is the computational complexity of 
mining maximal frequent subgraphs?  

What natural assumptions/restrictions can be 
used to obtain provably efficient algorithms? 
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Complexity of Mining (Enumeration) 
•  There can be exponentially many MFSs 
•  PTime is not a suitable yardstick of efficiency for 

enumeration algorithms 

Polynomial 
Total Time 

Polynomial time in |
input|+|output| 

⇒	

Incremental 
PTime 

Delay grows poly. 
with the output 

Polynomial 
Delay 

PTime between  
consecutive outputs 

⇒	

PTime 
Extendibility 

⇒
	

⇒
	

PTime 
Nonemptiness 

[Johnson, Yannakakis, Papadimitriou, 1988] 

 But… nonemptiness is trivial in our case 

Lower bounds are often proved by showing that 
nonemptiness is an intractable decision problem  
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Mining & Extendibility 
Mining (enumeration problem) 

Input:  
• Collection g1,…,gn of graphs 
• Threshold τ ∈ ℕ 

Goal: Produce all MFSs 

MFS: Maximal Frequent Subgraph 
•  Frequent: subgraph of ≥ τ graphs among g1,…,gn  
• Maximal: not a strict subgraph of any freq. subgraph 

Parameter:  
Input graphs & MFSs 
belong to some graph 
class of interest  

Extendibility (decision problem) 

Input:  
• Collection g1,…,gn of graphs 
• Threshold τ∊ℕ 
• Set H of MFSs 

Goal: Is there any MFS outside H? 

“Subgraph” = 
up to 

isomorphism! 
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Parameters Analyzed 
Mining (enumeration problem) 

Input:  
•  Collection g1,…,gn of graphs 
•  Threshold τ∊ℕ 

Goal: Produce all MFSs 

All 
Trees 

TW ≤ 2, 3, … 
Deg ≤ 2, 3, 4, … 

Planar 

Always  
undirected,  
connected! 

• Uniquely labeled nodes (“labeled”)  
• Unlabeled  

Graph Classes 

Additional 
(numerical) 
parameter 

• Bounded threshold τ
 
• Bounded #MFSs 

§ Mining: The goal is 
to produce k MFSs 

§ Extendibility: |H| < k 
required 

Extendibility (decision problem) 

Input:  
•  Collection g1,…,gn of graphs 
•  Threshold τ∊ℕ 
•  Set H of MFSs 

Goal: Is there any MFS outside H? 

Affects subgraph 
isomorphism 
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Some Known Complexity Results 
•  Horváth & Ramon [2003]: For (labeled) graphs of 

bounded treewidth, the frequent subgraphs (not just 
maximal) can be enumerated in incremental PTime 
–  Note: Subgraph isomorphism is hard in the unlabeled case! 
–  Does maximality change the state of affairs? 

•  Yang [2004]: Counting the maximal frequent itemsets, 
and counting the maximal frequent (labeled) subtrees 
are #P-complete problems 
–  But this sheds no light on the mining problem or the 

extendibility problem 

•  Boros, Gurvich, Khachiyan & Makino [2003]: 
Extendibility is NP-complete for maximal freq. itemsets  
–  Hence, polynomial total time is excluded 
–  I will come back to this result later… 
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Enumeration Self-Reducibility (1) 

Enumeration self-reducibility: 

THM.  For a graph class satisfying certain tractability  
assumptions, the following are equivalent: 
§ Mining is in incremental PTime 
§ Extendibility is in PTime 

Mining (enumeration problem) 

Input:  
•  Collection g1,…,gn of graphs 
•  Threshold τ∊ℕ 

Goal: Produce all MFSs 

Extendibility (decision problem) 

Input:  
•  Collection g1,…,gn of graphs 
•  Threshold τ∊ℕ 
•  Set H of MFSs 

Goal: Is there any MFS outside H? 
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Enumeration Self-Reducibility (2) 
Enumeration self-reducibility: 

THM.  For a graph class satisfying certain tractability  
assumptions, the following are equivalent: 
§ Mining is in incremental PTime 
§ Extendibility is in PTime 

Tractability assumptions: 
•  PTime subgraph isomorphism 
•  PTime membership checking & 

canonization 
•  PTime construction of all immediate 

subgraphs and supergraphs 

PTime subgraph iso. is necessary! 

PROP.  Within a graph class, if (a 
few of) the MFSs can be efficiently 
enumerated, then subgraph 
isomorphism is in PTime. 

In our setup it does not 
matter which of the two 

problems we analyze! 

The tractability assumptions hold 
in our studied cases, whenever 

subgraph isomorphism is in PTime  
⇒	
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Unbounded Enumeration 
Boros et al. [2003]: 

Extendibility is NP-complete for 
maximal frequent itemsets. 

Simple to extend to labeled graphs: 

THM.  Over labeled graphs:  
•  Extendibility of MFSs is NP-complete 
• … and remains NP-hard for binary trees 

Labeled Graphs 

All 
Trees 

TW ≤ 2, 3, … 
Deg ≤ 2 

Deg ≤ 3, 4, … 

Planar 

PTime case: degree ≤ 2 (paths & cycles; easy) 
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Fixing the Threshold 

THM.  In the case of labeled graphs and 
bounded threshold:  
– There are ≤ polynomially many MFSs 
– The MFSs can be computed in PTime 

Proof:  
Max (Connected-Components (All intersections of τ input graphs) )  

Labeled Graphs 

All 
Trees 

TW ≤ 2, 3, … 
Deg ≤ 2 

Deg ≤ 3, 4, … 

Planar 
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Fixing #MFSs 

THM.  Over labeled graphs:  
• Extendibility to a 3rd MFS is NP-complete; 
• … and remains NP-hard for planar graphs 

with degree ≤ 3 and treewidth ≤ 2. 

Tractable case: labeled trees 

THM.  In the case of labeled trees, any fixed 
number of MFSs can be prduced in PTime. 

• A single MFS can be found in PTime 
• And so is a second one 

• But that’s it! 

Labeled Graphs 

All 
Trees 

TW ≤ 2, 3, … 
Deg ≤ 2 

Deg ≤ 3, 4, … 

Planar 
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Hardness Proof Gadgets 
Reduction from Maximal Independent Set 

τ-frequent end-to-end path ⇔ τ independent nodes 

Reduction gives insight on parameterized complexity: 

THM: W[1]-hardness for the parameter τ

•  planar  
• degree ≤ 3  
• treewidth ≤ 2 
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Algorithm for Labeled-Trees Extendibility 

∉ ∉ 

Insights: 1. Each known MFS misses 
at least one node/edge of 
the new MFS 

2. Each database tree has a 
unique minimal subtree 
containing the items of 1 

Known MFSs: 

Database trees: (τ = 3) 

Extendible! 
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Only Trees Left  Unlabeled Graphs 

All 
Trees 

TW ≤ 2, 3, … 
Deg ≤ 2 

Deg ≤ 3, 4, … 

Planar 

Intractable 
subgraph 

isomorphism! 

? 

PTime case: degree ≤ 2 (paths & cycles) 
(Same argument as in the labeled case) 

Recall: PTime algorithms for labeled trees if: 
• We bound the threshold;  or 
• We bound #MFSs 
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Lower Bound for Unlabeled Trees 
•  Bounding the threshold does not help 

–  The problem is hard already for threshold=2! 
–  (PTime for threshold=1) 

•  Bounding #MFSs does not help 
–  Even 2 MFSs are hard to obtain! 
–  (1 is easy) 
–  Recall: 2 MFSs can be found in PTime in the case of  

labeled graphs 
•  In fact, even the conjunction of the above +  

bounding #graphs in the input does not help! 
Recall: PTime algorithms for labeled trees if: 
• We bound the threshold;  or 
• We bound #MFSs 
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Complexity Result for Unlabeled Trees 

THM.  The following problem is NP-complete: 

Decide whether 2 unlabeled trees have 
>1 maximal common subtrees? 

>1 max common subtrees 1 max common subtree 
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Proof Gadgets Clause 
 j ∊ {1,…,m} 

Satisfying 
assignmen

t 

Sat. all but j 0/1 

Maximal 
common 
subtree 

New common 
subtree 
⇔  

∃ satisfying 
assignment 

Reduction from 
SAT 
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Same for counting 
(PTime / #P-complete) 

Summary of Complexity Results 

Graph Class Unrestricted Bounded τ
Bounded 

#MFS 
Bounded 
#MFS, τ

Labeled 

All, Planar, TW≤2,3,…, 
Deg≤3,4,… NP-c. PTime NP-c. PTime 

Deg ≤ 2 PTime PTime PTime PTime 

Trees NP-c. PTime PTime PTime 

U
nlabeled 

Trees NP-c. NP-c. NP-c. NP-c. 

Deg ≤ 2 PTime PTime PTime PTime 

Extendibility Problem 
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Concluding Remarks 
•  Studied the complexity of enumerating maximal frequent 

subgraphs 
•  Result for general graph classes: enumeration self-

reducibility (enumeration ≡ extendibility) 
•  Considered several different variants 

–  Different graph classes (+ labeled / unlabeled) 
–  Bounded threshold 
–  Bounded # MFSs 

•  Directions for future research: 
–  Continue to seek natural assumptions/restrictions that can be 

used to obtain provably efficient algorithms 
•  We found some here, also eliminated quite a few 

–  Data class ≠ pattern class (e.g., freq. trees in graphs) 
–  Other compact representations used for frequent subgraphs 

(e.g., closed patterns) 


