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Abstract

Discovering links between the genotype of an organism and its metabolite levels can increase our understanding of
metabolism, its controls, and the indirect effects of metabolism on other quantitative traits. Recent technological advances
in both DNA sequencing and metabolite profiling allow the use of broad-spectrum, untargeted metabolite profiling to
generate phenotypic data for genome-wide association studies that investigate quantitative genetic control of metabolism
within species. We conducted a genome-wide association study of natural variation in plant metabolism using the results of
untargeted metabolite analyses performed on a collection of wild Arabidopsis thaliana accessions. Testing 327 metabolites
against .200,000 single nucleotide polymorphisms identified numerous genotype–metabolite associations distributed
non-randomly within the genome. These clusters of genotype–metabolite associations (hotspots) included regions of the A.
thaliana genome previously identified as subject to recent strong positive selection (selective sweeps) and regions showing
trans-linkage to these putative sweeps, suggesting that these selective forces have impacted genome-wide control of A.
thaliana metabolism. Comparing the metabolic variation detected within this collection of wild accessions to a laboratory-
derived population of recombinant inbred lines (derived from two of the accessions used in this study) showed that the
higher level of genetic variation present within the wild accessions did not correspond to higher variance in metabolic
phenotypes, suggesting that evolutionary constraints limit metabolic variation. While a major goal of genome-wide
association studies is to develop catalogues of intraspecific variation, the results of multiple independent experiments
performed for this study showed that the genotype–metabolite associations identified are sensitive to environmental
fluctuations. Thus, studies of intraspecific variation conducted via genome-wide association will require analyses of
genotype by environment interaction. Interestingly, the network structure of metabolite linkages was also sensitive to
environmental differences, suggesting that key aspects of network architecture are malleable.
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Introduction

There is a direct link between the genotype of an organism and

its metabolite levels, which can subsequently impact other

quantitative traits [1–5]. Traditionally, studies of metabolic traits

and their genetics have focused on small numbers of metabolites.

However, recent technological advances have enabled broad-

spectrum, untargeted metabolite profiling, or metabolomics [6].

Variation in the levels of metabolites within a species or population

is largely quantitative, moderately heritable [7–10], and shows

polygenic inheritance [11–12] controlled by the interaction of

environmental and genetic factors [13–14].

To better understand the genetic control of metabolite abundance,

linkage disequilibrium analyses, or quantitative trait locus (QTL)

mapping, using structured populations are generally performed (e.g.

[7,9–10,15]). While structured populations may contain significant

fractions of the variation present within a species, their use is

disadvantaged by the limited number of recombination. Genome-wide

association (GWA) mapping provides a complementary approach to

QTL-mapping as it allows wider sampling of the genotypes present

within a species. GWA seeks to associate phenotypes with genotypes, at

a genome-wide level, using ‘unrelated’ individuals [16]. However this

increase in genotypic sampling can be negated by a lack of

corresponding increase in phenotypic diversity that can consequently

lead to an increase in detection of both false-positive and false-negative

genotype-phenotype associations [17–19]. A limitation to both QTL-

mapping and GWA is the generation of false positives within regions of

high linkage disequilibrium (also known as ghost QTL), which can

conversely be turned into false negatives when one errs too much on

the side of caution and ignores the possibility of multiple distinct but co-

localized causative polymorphisms [17–20].

In addition to the genetic-metabolite relationships, the study of

metabolite-metabolite correlation can also enhance understanding of

cellular processes as inter-metabolite correlations are expected to

reflect underlying biochemical networks [21–23] . If biochemical

networks are coordinately controlled by common genetic determi-

nants, then one may expect similar loci identified by GWA to

influence the accumulation of groups of metabolites within a
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biochemical network. Thus far, metabolic networks have generally

been reconstructed using covariance of metabolites across replicated

measures [24], whereas covariance of metabolites across different

genetic backgrounds have not been examined. Equally, little is known

about the stability of metabolic networks under different environ-

mental conditions. Metabolite levels are sensitive to numerous

environmental inputs and as such, the genetic control of metabolite

levels may also be affected by the organism’s environment [25–32].

To investigate the natural genetic diversity underlying a plant

metabolome, we obtained broad-spectrum metabolite profiles

from a densely-genotyped collection of 96 naturally occurring

(wild) A. thaliana accessions chosen to represent the geographic

distribution and genetic diversity of the species. These metabolite

levels were used as phenotypic traits in a GWA analysis and for the

reconstruction of metabolic networks. To query the genotypic

component controlling diversity within the A. thaliana metabolome,

the metabolite profiles of 96 accessions were measured twice from

tissues collected from two independent trials. Between 70–75% of

metabolites measured in our analyses were detected in both trials,

though 70% of these were found at different levels. Our network

analyses identified few significant metabolite-metabolite correla-

tions, indicating minimal direct interaction between metabolites,

and few common metabolite-metabolite correlations between the

two trials, suggesting a strong environmental component to the

architecture of metabolic networks. Finally, we confirmed that

metabolite abundance is heritable and under polygenic control,

and further showed that metabolites are under pleiotopic control

where few genomic regions were associated with changes in levels

of tens to hundreds of metabolites.

Results

The metabolome is quantitatively dynamic
To study both the natural phenotypic and genetic variation in

the A. thaliana metabolome, we identified and measured metabolite

levels, using non-targeted GC-TOF-MS, in leaf tissues of 96 A.

thaliana accessions harvested with replication in two separate

experiments. One experimental set of plants was harvested early in

the plants’ photoperiod (Experiment A) and the other late in the

photoperiod (Experiment B); all other environmental (e.g. growth

chamber condition) and technical (method of planting and growth)

variations were minimized. A total of 327 plant metabolites were

detected and present in .50% of the samples (see M&M for

preprocessing steps). Of these, 194 were detected in both

experiments and 133 were unique to one of the two experiments.

Of the 194 metabolites detected in both experiments, the majority

(133 = 69%) accumulated to significantly different levels between

experiments (t-tests Bonferroni-adjusted P,0.05; Table S1).

While the two experiments were not conducted concurrently,

the plants were grown in the same chambers using as nearly

identical conditions as possible. As such, we expect that the time of

harvest to be the major cause of variation between the two

experiments. Supporting this, the identity of several of the

differentially abundant metabolites is consistent with photoperi-

od-sensitive accumulation. For example, phytol, a constituent of

chlorophyll that mainly functions to absorb and transfer light

energy, was 6-times more abundant in the AM samples (Expt. A)

compared to the PM samples (Expt. B) [33]. Conversely, many

metabolites were present at higher levels in Experiment B relative

to Experiment A, including metabolites involved in starch (e.g.

fructose, maltose, glucose) and ascorbate (e.g. ascorbate, threonic

acid) metabolism as expected (Figure 1; [34,35]). These differences

between the experiments, however, appear to be largely

metabolite specific as no metabolic class or pathway was over or

under represented among differentially abundant metabolites (data

not shown). While the data suggests that time of day for harvest is

the major difference, it is not inherently the only difference

between the two experiments.

The metabolome is qualitatively dynamic
The observed difference in the type and amount of metabolites

present in the two experiments could result from 1) a common

metabolic network being differentially regulated under the two

conditions or 2) differences in the structure of metabolite

relationships between the two experiments. To investigate these

hypotheses, we constructed metabolite correlation networks across

genotypes which were used as surrogates for metabolic networks. If

differential metabolite accumulation resulted from differential

regulation of a common metabolic network, we would expect

similar correlation structure and network properties between

experiments, involving different metabolites. This would be akin to

being given two different low resolution images and testing if they

represent the same object. The pixels (metabolites) presented may

differ in each image but still conveys the same object (network). If

instead, the structure of the network also differs between the

experiments, then the correlation structure will fundamentally

differ between the experiments.

We used partial (first-order) correlation to analyze the

genetically identified metabolic network [36–37]. This approach

was chosen over more common, zero-order correlation methods,

such as Spearman’s correlation, because first-order correlations

account for indirect correlations, a problem that can inflate

clustering coefficients and subsequently lead to false network

cliquishness [38]. Strong indirect correlation within A. thaliana

metabolism have previously been found using both growth and

starch accumulation as the likely cause of these indirect correla-

tions, supporting our use of first-order correlations [39–40]. Few

significant correlations among metabolites were identified: at a local

FDR of 5%, only 30 correlations between 52 metabolites (Expt. A)

Author Summary

Understanding how genetic variation can control phenotypic
variation is a fundamental goal of modern biology. We
combined genome-wide association mapping with metabo-
lomics in the plant Arabidopsis thaliana to explore how
species-wide genetic variation controls metabolism. We
identified numerous naturally-variable genes that may
influence plant metabolism, often clustering in ‘‘hotspots.’’
These hotspots were proximal to selective sweeps, regions of
the genome showing decreased diversity possibly from a
strong selective advantage of specific variants within the
region. This suggests that metabolism may be connected to
the selective advantage. Interestingly, metabolite variation in
wild Arabidopsis is highly constrained despite the significant
genetic variation, thus providing the plant un-sampled
metabolic space if the environment shifts. The observed
structuring of genetic and metabolic variation suggests
individual convergence upon similar phenotypes via different
genotypes, possibly intra-specific parallel evolution. This
phenotypic convergence couples with a pattern of geno-
type—phenotype association consistent with metabolite
variation largely controlled by numerous small effect genetic
variants. This supports the supposition that large magnitude
variation is likely unstable in a complex and interconnected
metabolism. If this pattern proves generally applicable to
other species, it could present a significant hurdle to
identifying genes controlling metabolic trait variation via
genome-wide association studies.

GWAS and the Environment
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and 17 correlations between 34 metabolites (Expt. B) were

observed. This lack of significant correlation between pairs of

metabolites implies that their levels were not coordinated in the

96 genetic backgrounds used. Increasing the local FDR to 20% as

suggested by [36] resulted in 89 significant correlations of 126

metabolites (Expt. A) and 27 significant correlations of 54

metabolites (Expt. B) (Figure 2 and Figure 3). Even at this more

lenient threshold, connectivity is much lower than that observed

using Spearman’s r correlation (Figures S1, S2, S3, S4),

suggesting few true direct correlations. In all, only six pairs of

metabolite-metabolite correlations were identified in both the

Expt. A and Expt. B genetic networks, suggesting each pair of

these metabolites are genetically linked under these two

conditions. Interestingly, these six consistent metabolite-metab-

olite connections all represented negative correlations. Two

serine compounds likely linked by serine racemase [41] (L-serine

(213294) & D-serine(227962) [42–43]) showed strong negative

correlations in both experiments. The other correlated metab-

olite-pairs were glucose/talose, glucose-1-phosphate/227973,

208686/216838, 200622/215682, 226280/228078; the numbers

correspond to BinBase identifiers of unannotated compounds

[42]. No metabolite-pairs showed opposing correlation directions

between the two networks.

We next analyzed network similarity. The average degree (k), or

number of connections per metabolite, was higher in Expt. A

(k = 3) than Expt. B (k = 1) suggesting more genetically variable

links within the metabolite network within Expt. A than in Expt.

B. All measures of connectivity were significantly higher in Expt. A

Figure 1. Metabolites in the Starch and Ascorbate pathways are more abundant in Expt. B (collected at PM) compared to Expt. A
(collected at AM). Shown are the average metabolite levels across 96 accessions in Expt. A (orange) and Expt. B (blue). Error bars denote one
standard deviation and asterisks denote significant and greater than two-fold difference between experiments. Purple arrows denote starch and
sucrose metabolic pathway members and blue arrows correspond to the ascorbate metabolic pathway.
doi:10.1371/journal.pgen.1001198.g001

GWAS and the Environment
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Figure 2. Metabolic network for Expt. A generated from significant (local FDR,20%) partial correlations between metabolites.
Metabolites are represented by nodes (circles) and significant metabolite-metabolite connections are represented by edges (lines). Solid lines define
positive connection and dotted lines indicated negative correlations. Colors of circles indicate: amino acids (bright green), fatty acids (yellow),
carbohydrates (pink), hydroxy acids (dark green), alcohols and polyols (blue).
doi:10.1371/journal.pgen.1001198.g002

Figure 3. Metabolic network for Expt. B generated from significant (local FDR,20%) partial correlations between metabolites.
Metabolites are represented by nodes (circles) and significant metabolite-metabolite connections are represented by edges (lines). Solid lines define
positive connection and dotted lines indicated negative correlations. Colors of circles indicate: amino acids (bright green), fatty acids (yellow),
carbohydrates (pink), hydroxy acids (dark green), alcohols and polyols (blue).
doi:10.1371/journal.pgen.1001198.g003

GWAS and the Environment
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than in Expt. B. This included straight connectivity (P,0.001),

closure of triads (P,0.001) and degree distributions (P,0.001;

Figure S1). This suggests that there is a fundamental shift in the

shape of the genetic networks controlling metabolism that partly

explains the differences between the two experiments.

To test if metabolites differing in abundance between the two

experiments also participate in different genetic interactions, we

investigated correlations involving metabolites that differentially

accumulated in the two experiments and were significantly

correlated with at least one other metabolite in both experiments.

Of the 39 metabolites fulfilling these requirements only eight had

identical connections within both experiments (Figure 4). For the

remaining 31 metabolites, we did not detect shared connections

between the two different genetic networks; either because they

were connected to different compounds between Expt. A and

Expt. B (4 metabolites) or they were not significantly correlated

with any other detected metabolites in the alternate dataset (27

metabolites). For example, the abundance of succinic and threonic

acids was 3- and 6- times higher in Expt. B than Expt. A, and

while these two metabolites were significantly connected to each

other in Expt. A neither demonstrated significant correlation with

any other metabolites in the Expt. B data set. These results imply

that metabolites that were differentially abundant between these

experiments were the consequence of the metabolites being

involved in different environmentally-influenced genetic networks,

rather than differential regulation of the same networks.

Metabolite abundance is heritable and complex
Two lines of evidence indicate a genetic contribution to control

of metabolite abundance within these two experiments and this

collection of accessions. First, the estimated broad-sense heritabil-

ity, H2, for both experiments was 0.4560.14, with no significant

difference between known and unknown compounds, suggesting

our estimates are not biased by the ease of the annotation status of

a metabolite (Figure 5). These estimates can be compared to

heritability for traits such as yield, typically less than 10%, and

flowering time, frequently greater than 90% [44–45]. This level of

heritability provides sufficient power to detect significant geno-

type-phenotype associations [16,46–48]. As an additional test of

how genetic variation may influence metabolite variation in this

collection of accessions, we estimated the genetic coefficient of

variation (CV) per metabolite. Genetic CV is a dimensionless

measure that allows the direct comparison of phenotypic diversity

controlled by genetic variation across experiments and populations

[44]. Genetic CV describes how genomic variation controls

phenotypic diversity and does not reveal the contribution of

individual genes to phenotype. The average genetic CV was

56%627% for both experiments (Figure 6, Table S1).

Figure 4. Differentially-abundant and differentially-connected metabolites. Of a total of 194 metabolites detected in both experiments,
138 were either present at more than two-fold difference (Bonferroni-adjusted P,5%) between Expt. A and Expt. B or are significantly connected
(local FDR,20% using partial correlation) to at least one other metabolite in Expt. A or Expt. B. Colored stars correspond to the list of metabolites
belonging to one of the four overlapping groups. Unannotated metabolites are shown by their BinBase database identifiers. Lines between
metabolites indicate significant correlations present in both Expt. A and Expt. B (red), only in Expt. A (blue) or only in Expt. B (green). Italicized
metabolites are only detected in one experiment.
doi:10.1371/journal.pgen.1001198.g004

GWAS and the Environment
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Figure 5. Distributions of broad-sense heritability, H2. Distributions are shown for Expt. A (left three violin plots) and Expt. B (right three violin
plots) and for (1) all metabolites detected at the corresponding time-points, (2) known (annotated) metabolites and (3) unknown (unannotated)
metabolites. The variable widths of the violin plots indicate the probability density of the data at each H2.
doi:10.1371/journal.pgen.1001198.g005

Figure 6. Coefficients of variation (CV) of metabolites. Shown are CV based on 96 Arabidopsis accessions in Expt. A (dark blue) and Expt. B
(light blue) and across 211 Bay-0 x Shahdara RILs (red; [10]). For Expt. A & B, CV were calculated as the ratio of the standard deviation and mean across
the 96 accessions.
doi:10.1371/journal.pgen.1001198.g006

GWAS and the Environment
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One presumed benefit of GWAS is that the increased level of

genetic variation will inherently lead to increased phenotypic

variance [49–51]. To test this assumption we compared the

genetic CV for all metabolites in the wild accessions to a structured

RIL population. We obtained the genetic CV for all metabolites

measured in a previously published experiment using a population

of Recombinant Inbred Lines (RIL) generated from the accessions

Bay-0 and Shahdara, both among the 96 accessions used in this

study [10,18]. Both RIL and GWA studies used the same GC-

TOF-MS platform for data collection representing the same

metabolite classes. Comparing the distributions showed that nearly

one half of the metabolites had a higher genetic CV in the

structured population than the collection of wild accessions;a full

one third of metabolites had a genetic CV higher than the largest

genetic CV present in the GWA accession collection ([10];

Figure 6). Thus, for these metabolites, a cross of two individual

wild accessions provides greater phenotypic diversity than is

observed in 96 wild accessions. This suggests that constraints on

metabolism in wild A. thaliana accessions are relaxed in

experimental crosses [8]. Given that there are only two accessions

used for this cross, it is not surprising that some metabolites show

lower genetic CV in this population than in the 96 accessions

(Figure 6). For these metabolites, it is likely that a cross involving

two different accessions known to differ in accumulation of these

metabolites would provide a dramatic boost in genetic CV, a

concept not too different to heterosis (Figure 6). This is supported

by the observation that the CV per metabolic network differed

between the two experiments, suggesting also that changing the

environment can reveal novel genotype-phenotype associations or

entire genetic networks, independent of the type of population

employed for analysis (Figure S5). Thus, a collection of structured

populations using different wild parents may provide a greater

range of phenotypic diversity than natural populations.

To further explore the genetic bases of metabolite abundance in

A. thaliana, we searched for associations between 31,505 genes

(encompassing 206,096 genotyped SNP) and the accumulation of

327 metabolites in the 96 A. thaliana accessions in a genome-wide

association (GWA) analysis. A gene was considered to be

associated with a metabolite if at least two SNP within 1 kb

flanking that gene were significant at FDR,0.05. This post hoc

filtering of significant SNPs on a per gene basis is based on

previous observations that multiple SNPs associate with causal

genes [52]. This post-hoc procedure was shown to optimize the

false positive to false negative rates while correctly identifying true

positive genes in a previous study of metabolic variation using

these 96 accessions [17]. Less than 31% of the metabolites (67 in

Expt. A, 78 in Expt. B, 18 in both) showed significant association

with any gene. This was unexpected, given the relatively high

(45%) heritability observed. This is also puzzling given the ability

of linkage disequilibrium and population structure within A.

thaliana to generate false-positive linkages [17–18]. Detection of

few significant associations for traits with high heritability is

consistent with the ‘infinitesimal model’ [53], suggesting that each

metabolite is controlled by numerous genes with small effects. The

applicability of this model is further supported by the fact that

metabolites with significant associations were associated with

multiple genes (A: 546171, B: 786297; Figure 7). While the

majority of such cases are caused by local linkage disequilibrium

(multiple associated genes are co-localized), there is a minority of

cases where gene-gene interaction (co-associated genes are either

not in LD or are in trans-LD) cannot be ruled out (see next

section). Differences in metabolite abundances between the two

experiments suggest few associations will be common if differential

abundance is due to different genetic controls. Of the 194

compounds detected in both experiments, only one metabolite

associated with the same genes in the two experiments: the

unknown metabolite 244578 was associated with two tandem

genes on chr5 (AT5G09310 is unannotated and AT5G09320 is a

potential Rho guanyl-nucleotide exchange factor). Given the false-

positive and false-negative issues with GWA, the biological effect

of one or both of these two genes on metabolite 244578 requires

experimental validation [17]. This single shared genetic associa-

tion between the two experiments is dramatically lower than the

number of shared associations expected by chance alone as

estimated by permutation analyses. These GWA results and the

similar heritability estimates between the two experiments argue

that the major genetic variants controlling the detected metabolite

variation among accession are likely subject to genotype x

environment interactions. Genotype x environment interactions

have demonstrated importance in determining plant metabolite

levels [8,27–29,54–57].

Metabolites are mapped to genes in local-LD and
trans-LD

The numbers of significantly associated genes far exceeded the

numbers of significantly associated metabolites in both experi-

ments. In expression QTL-mapping studies (currently the most

studied quantitative genomics system) the number of QTL per

expression-trait generally averages less than four [58]. Indeed, a

permutation analysis with our current data predicted that, on

average, each metabolite would falsely associate with 3 genes in

Expt. A and 5 genes in Expt. B. Instead, each metabolite in the

real data demonstrated significant association with an average of

14 (Expt. A) and 24 (Expt. B) genes. Exceeding expectation, 45

metabolites were associated with more than three genes in Expt. A

and 42 metabolites were associated with more than five genes in

Expt. B (Figure 7). Further, six metabolites in Expt. A (asparagine,

beta-alanine, and four unknown compounds) and 12 in Expt. B

(ascorbic acid, threitol, trehalose, serine, coniferin, and seven

unknown compounds) were associated with .100 genes. These

findings strongly suggest gene-gene dependence such as local or

trans-linkage disequilibrium with causal polymorphisms as previ-

ously identified for a number of A. thaliana phenotypes using

GWAS [17–18]. Alternatively, epistatic interactions may create

multiple associations per metabolite [10]. The absence of

metabolite associations with single or few highly significant SNPs

suggests that, in contrast to phenotypes such as gene-for-gene

mediated disease resistance, genetic control of metabolite levels is

likely complex and polygenic [18].

Of the metabolites associated with more than the expected

number of genes, the majority were associated with multiple genes

in close physical proximity. Of these, an average of 60% (Expt. A)

and 58% (Expt. B) of the genes significantly associated with the

same compound were within 10 kb of each other. These results

support previous observations of association clusters within A.

thaliana [18,59]. Thus, it is likely that the majority of these linked

associations are due to either natural selection or demographic

influences, and that finer dissection of these blocks using

traditional genetic approaches will be necessary to identify the

true causal polymorphisms in these regions [18,59].

Interestingly, a small percentage (1–2%) of genes associated with

five (Expt. A) and seven (Expt. B) of these compounds were

significantly associated with genes that were in LD with each other

(r2.0.4) but located on different chromosomes (i.e. non-syntenic).

As r2.0.4 is a conservative threshold (see Materials and Methods), it

is likely that non-syntenic LD is more prevalent than estimated here.

These non-syntenic correlated gene-pairs are non-randomly

distributed within the genome (Figure S6). Most of these gene-pairs

GWAS and the Environment
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are genetically linked with the 59 teleomeric end of chr5. This region

on chr5 lacks of diversity (Figure S7), possibly due to a recent

positive selective sweep [60]. It remains to be seen if the genetic, but

not physical, linkage of multiple polymorphisms associated with

metabolic variation with this chr5 sweep is a statistical artifact

created by the relative lack of polymorphism in this region, or if the

postulated sweep altered metabolic phenotypes. Such an effect

could result either from a re-modulation of genetic variation within

the rest of the genome to optimize the phenotypic consequence of

this selective sweep, or from more direct selection on changes in

metabolism occurring during the sweep.

Association hotspots are in trans-LD
While we observed significant association between one metab-

olite and many genes, we also identified instances where multiple

metabolites associated with the same genes. Permutation analyses

predicted that no more than three metabolites should associate

with the same gene. Yet, 25 (Expt. A) and 30 (Expt. B) genes were

significantly associated with four to six measured compounds. The

numbers of metabolites associated with each gene in the real

datasets significantly differed from the permutation-derived null

distributions, confirming the presence of association ‘hotspots’.

Other ‘hotspots’ have also been observed in quantitative genomics

studies of metabolite levels using structured mapping populations

(e.g. RILs) [8,10,61].

To better identify association hotspots within our GWA

experiments, we estimated the average number of associated

compounds per gene within sliding windows of 100 genes. Given

the observed extent of LD decay within A. thaliana, we expected to

detect associations between metabolite levels and gene clusters near

the actual causal polymorphism [59]. A sliding average will

accentuate regions likely to contain at least one causal polymor-

phism (Figure 8). Using this approach we identified 20 and 11

significant hotspots containing 129 and 60 metabolite-associated

genes in the two experiments (Table S2). In Expt. A, 13 hotspots

were detected on chr1, two on chr3, and five on chr5 all ranging

from 1.5 to 5 kb. In Expt. B, six hotspots were detected on chr1, two

on chr4, and three on chr5. Interestingly, only two hotspots, one

located on chr1 containing 13 genes, were detected in both

experiments, again confirming that the experiments identify

different genetic contributions to metabolite variation. The second

hotspot was a region previously identified as a selective sweep on chr

5 which might be expected to generate false-positive associations

due to decreased diversity (Figure 8; [60]). However, as the hotspot

significance threshold was obtained by conducting a permutation

analysis utilizing the same SNP data but shuffling the phenotypes,

this would account for this potential bias and supports the selective

sweep being a hotspot for genetic variation associated with

metabolic phenotypes [62]. Additionally, this region is not a hotspot

for all measured phenotypes, again supporting its identification with

Figure 7. Summary of genome-wide association results. The two left panels correspond to Expt. A and the two right panels to Expt. B. Top
panels show the numbers of metabolites significantly associated with the corresponding numbers of genes. The bottom panels show the numbers of
genes significantly associated with the corresponding numbers of metabolites.
doi:10.1371/journal.pgen.1001198.g007

GWAS and the Environment
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metabolite variation in this dataset [17–18]. However, it remains to

be tested if natural variation for any of these genes within this region

control plant metabolism.

We examined the extent of LD of all gene-pairs within all

hotspot regions to look for co-segregation of hotspots. The results

showed that a previously proposed recent selective sweep on chr5

[60] is in strong LD with many of the metabolite hotspots

(Figure 9). This is particularly true for a 2.7–2.9 Mb region which

is not only in LD with many other genomic regions but also

contains extended local LD. Similarly, chr1 (6.1–6.8Mbp) also

appears to have elevated LD with various regions on chr2, chr3

and ch5 but has no strong local LD. The chr4 hotspots were not in

LD with non-syntenic regions, but did contain strong local LD,

particularly at 4.1–4.2 Mbp. Interestingly, while the chr5 hotspots

in Expt. A coincided with the region of the proposed recent

positive selective sweep [60], the immediately adjacent hotspot in

Expt. B is not within this sweep region. Thus, it is possible that this

predicted selective event has affected a gene which contributes to

the differential regulation of metabolites between the two

experimental conditions.

Similar/different genetics of taxonomically similar
metabolites and metabolites of the same pathway

To better understand the naturally variable genetic control of the

metabolome we focused our analyses on annotated metabolites,

including those that have been assigned into a metabolite

(taxonomy) class (based on the Human Metabolome Database) or

assigned into a known KEGG (Kyoto Encyclopedia of Genes and

Genomes) pathway of A. thaliana. Specifically, we searched for

metabolite classes and metabolic pathways that may be over- or

under- represented. Considering metabolite classes, we found

significantly more amino acids (11/20 with P(x2),0.03; 6 expected)

and hydroxyl acids (4/5 with P(x2),0.04; ,2 expected) associated

with at least one gene in Expt. B but not Expt. A. No other classes of

metabolites have significantly more or less than the expected

numbers of compounds associated with any genes. We also found

that fewer genes were shared between amino acids in Expt. A

(P(x2),0.001; Figure S8) and between carbohydrates in Expt. B

(P(x2),0.02; Figure S9). Compounds significantly associated with

the same gene (gene-sharing) did not belong to any particular

metabolite classes. We infer from these results that 1) different

genetic effectors control metabolite abundance under the two

experimental conditions, 2) amino acids and carbohydrates may

have more coordinated genetic control in one experimental

condition than another, and/or 3) individual amino acids and

carbohydrates, under these two conditions respectively, are likely to

be governed by different genetic determinants; i.e. individual

compounds within these classes may share few genetic regulators.

Considering biochemical pathways, six pathways identified two

or more compounds associated with the same polymorphic genes.

Figure 8. Genome-wide association hotspots. Plotted are the average numbers of associated metabolites per gene, estimated at sliding
windows of 100 genes, for Expt. A (top) and Expt. B (bottom). Indicated on the axes are previously reported linkage hotspots (red lines; [10]), and two
previously reported recent positive selective sweeps (pink S; [60]).
doi:10.1371/journal.pgen.1001198.g008
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These included galactose metabolism, ascorbate metabolism and

aspartate metabolism, each having 2–3 of their members

significantly associated with an average of three genes. The

function of many of these genes is not currently known, but with

continuing improvements in genome annotation, the use of GWA

to analyze biochemical networks will increase precision and/or

power to detecting causal polymorphisms.

Discussion

Although the genetic architecture of individual and small

targeted classes of metabolites has been well-studied

[4,12,56,59,63–65], the genetic architecture underlying natural

variation in the metabolome as a whole remains poorly

understood. Recent studies have explored the genetic architecture

of the metabolome [8,10,61], but this has not extended to genome-

wide association studies. In this paper we described natural

variation of the metabolite profiles of 96 accessions of A. thaliana in

terms of abundance, genetic correlation, and genetic association.

Genetic variation is a major component controlling the A. thaliana

metabolome. We generated two metabolomics datasets, which

differed essentially only at the time of tissue harvest, to explore the

extent of environmental effects and its interactions with genetics

on metabolite abundance.

Clear differences between these two datasets were observed,

suggesting large differences in the metabolic dynamic related to

environmental conditions. While attempts were made to keep all

non-experimental variables constant, we recognize the possibility

of other environmental differences between these two experiments.

As such, we refrain from drawing the conclusion that the

differences in metabolic profiles were due solely to the time of

harvest. Without loss of generality, we conclude instead that the

genetic network controlling A. thaliana metabolism is likely to be

conditional upon the environment as well as parameters such as

tissue and plant age [28,30]. Thus, future experiments should

include factorial analysis of environmental perturbations to better

understand links between genotype and phenotype.

Association mapping versus structured populations
Compared to previous QTL-mapping studies using approxi-

mately 200 RILs, where 40%–75% of all examined metabolites

were mapped to at least one QTL [10,61], the current GWA

study, using 96 accessions, found significant association of only

23%–30% of all detected metabolites with at least one region of

the genome. A number of factors might explain this discrepancy.

First, GWA and traditional QTL studies usually differ in statistical

power. It is generally proposed that fewer individuals are necessary

when using natural compared to structured populations due to the

increased potential for recombination to isolate causal polymor-

phism in the former, as lineages are separated by many

generations [66]. However, it is unclear to what extent the

increase in recombination opportunity among our 96 accessions

Figure 9. Heatmap of gene–gene LD for all hotspot genes. The average maximum SNP-SNP r2 (see Materials and Methods) between each of the
176 hotspot genes (y-axis) and the genome (x-axis) is plotted. Not all 31,505 genes are shown on the x-axis: only those with average maximum SNP-SNP
r2.0.3 are included. Note that, because only selected genes are plotted, the genomic distances in the two axes are not to scale. The horizontal dashes on
the right-hand side of the heatmap indicate whether the gene is located within a hotspot identified in Expt. A (red) or Expt. B (blue).
doi:10.1371/journal.pgen.1001198.g009
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compensates for the increased statistical power provided by a

structured population containing twice as many genotypes.

Secondly, while a greater number of recombination events should

facilitate fine mapping of a trait, the reduction in linkage

disequilibrium between the causative polymorphism and its closest

marker will weaken the phenotype-genotype (trait-marker) associ-

ation, especially if the effect is small. As such, elevated genetic

diversity in the GWA population may actually decrease our

statistical power to associate that diversity with trait variation [67–

68] if the observed range of metabolite phenotypic diversity within

the GWA population is lower than in the RIL, as we observed here

(Figure 5). Thirdly, A. thaliana RILs have shown a high level of

epistasis controlling metabolic traits, which may decrease our

ability to identify significant associations in GWA [10]. While

different metabolite detection technologies (e.g. LC-MS vs. GC-

TOF-MS) can bias the identified classes of metabolites (e.g.

primary vs. secondary) and differing selective forces are suggested

to shape variation in primary versus secondary metabolite levels,

both the RILs and GWA were analyzed using GC-TOF-MS

[4,10,61,69]. A combination of GWA and QTL-mapping studies

are likely necessary to fully query the genetic architecture of the

metabolome.

LD and causal gene identification
We identified numerous metabolites that significantly associated

with hundreds of genes. These multiple associations may be real, as

could result from epistatic genetic controls, or spurious, as would

result from local linkage disequilibrium. For the majority of these

associated genes, we show that a significant fraction of gene

associations with metabolite traits likely results from local linkage

disequilibrium with a causal polymorphism. Previous work with

secondary metabolites showed that GWA hotspots, regions

associated with multiple metabolic traits, are likely not spurious,

but instead contain at least one causal gene [59]. As such, while local

LD prevents direct identification of causal gene(s), it provides strong

support for the presence of at least one causal polymorphism within

these regions. Future work will be required to identify ways to

distinguish causal from non-causal polymorphisms.

In addition to local LD we also showed that a portion of genes

associated with the same metabolite are actually located on different

chromosomes; i.e. in trans-LD. Interestingly, previous work with

secondary metabolites has shown that trans-LD between genes may

predict epistatic relationships between gene pairs [59]. Given the

prevalence of epistasis in A. thaliana metabolism [4,10,59], it is possible

that genes showing trans-LD and significant associations with the

same metabolite interact to determine the level of the metabolite.

Detection of multiple genes that are in local LD and concurrently

associated with the same trait is a well documented phenomenon in

QTL-mapping, however future experimental efforts to validate

candidate gene-trait associations will be required to explore the

intriguing question of why some metabolites are associated with genes

in trans-LD. Response of physically distant regions to a selective sweep

(in effect, hitch-hiking of distant loci), as postulated for groups of

genotype–metabolite associations in non-syntenic LD with a previ-

ously-identified selection sweep on chr5, is a phenomenon requiring

validation and thorough exploration in additional systems, as it would

potentially complicate interpretation of both evolutionary and

quantitative genetic analyses.

Genetic network structure
Interestingly, while most previously described metabolic net-

works have shown exclusively scale-free properties [24,70], our

metabolic-networks, reconstructed using Spearman’s correlation,

suggested a network topology somewhere between random and

scale-free (Figure S1). The discrepancy between our findings here

and previous studies may be explained by the difference in objects

of correlation analyses: previous studies correlated metabolite

abundance across replicate measures, whereas this study estimated

genetic correlations across A. thaliana accessions. Additionally,

previous analyses of metabolic-networks have queried laboratory-

generated mutations in environments with reduced selection

whereas our networks were obtained using natural polymorphisms

likely to be shaped by natural selection. As such, it is possible that

the metabolome is in fact a single unique network but that natural

selection only allows natural polymorphism to persist within a

portion of this network; it is only this variation that is detectable.

Again, this creates a major difference in the interpretation of the

estimated networks. Even the weak scale-free network properties

disappeared when a partial correlation approach was adopted,

suggesting a much smaller proportion of the metabolites measured

actually share direct regulators that are genetically diverse, and

have regulatory effects strong enough to be detectable with the

experimental power in this study.

Future directions
Metabolomics and quantitative genetics show great potential to

help better link genetic variation with phenotypic variation. The

observations described here suggest that the use of GWA to

identify these links is highly susceptible to genotype x environment

effects, as well as epistatic interactions and their potential effects on

population structure. As such, populations may need to be

phenotyped in a broad set of environments to fully query genetic

control of the observed natural variation in phenotypes. This

dataset encourages further investigation of the environmental

sensitivity of the basic genetic network architecture. The

observation of GWA hotspots, while confounding our ability to

directly find causal genes, suggests an approach to find regions that

will contain a causal gene. Further work is required to test the

hundreds of candidate genes identified with this approach to see if

there are ways to rank candidate genes within these hotspots.

Materials and Methods

Growth conditions and plant material
A collection of 96 previously described A. thaliana accessions was

examined. Seeds were imbibed and cold stratified at 4uC for three

days to break dormancy. Four plants of each accession were grown

in individual pots in a randomized block design. The full

experiment was replicated over two years utilizing the same

growth chamber providing four metabolomics assays per accession

per replicate. For all experiments, plants were grown in flats with

36 cells per flat, and maintained under short day conditions in

controlled environment growth chambers. At 35 days post

germination, a fully-expanded mature leaf was harvested, digitally

photographed and metabolite extraction and profiling were

performed as described below [10]. In the first replicate (Expt.

A), all harvesting started at subjective mid-day, finishing within

two hours, and in the second replicate (Expt. B), all harvesting

started two hours prior to subjective night-fall, finishing within two

hours. In all, there is at least a six hour difference in the harvest

time between the two experiments. Given the time between

experiments, the batch of soil necessarily changed and the

experiments, while performed in the same environmental

chamber, were at different times of year. Each plant was

independently harvested, in random order to minimize any

variation due to harvest order, and extracted as per published

protocols providing a total of 768 samples, four per 96 accessions

per two experiments [2,24,42,71]. Tissue samples were stored dry
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at 280uC until automated derivatization and GC-TOF-MS

analysis at the UC Davis Genome Center Metabolomics Facility

(http://metabolomics-core.ucdavis.edu; [42]).

Metabolite profiling
For each metabolomics sample, one leaf disk from each of two

leaves per plant was harvested, providing two leaf disks of

approximately 20 mg total weight. Metabolite identity was

determined by comparing retention time and mass to the 2007

UC Davis Genome Center Metabolomics Facility metabolites

database (http://fiehnlab.ucdavis.edu/Metabolite-Library-2007;

[42]). At the time of analysis, this library contained reference

spectra for 713 known metabolites, generated by the analysis of

purified reference compounds. The ion count values were used as

a surrogate for metabolite abundance.

Metabolomics data pre-processing
Following the initial quality control which detected 416

compounds in at least 50% of the samples in at least one accession

across both experiments, the data was further processed,

independently for the two experiments, to include 1) only

compounds present in .50% of the samples per accession, and

2) only samples where at least 50% of the predominant

compounds (compounds detected in at least 70% of the samples)

were detected. This resulted in 266 compounds in 326 samples

(Expt. A) and 255 compounds in 282 samples (Expt. B).

Due to quasi-gamma distributions of some metabolites, all ion

count values were log2-transformed. To minimize potential daily

variation in MS sensitivity, median-normalization (and standard-

ized to 9 log2 units) was performed across the date of the GC-

TOF-MS runs: eight runs for Expt. A and 15 runs for Expt. B.

Estimation of heritability, genetic means, and genetic
coefficient of variation

Broad-sense heritability (H2) was estimated as the variation

attributable to accession (A) variations whilst accounting for

variations due to population structure (S) and experimental noise

(F for plotting flat & R for replication). Specifically, H2 was

estimated as the Aa(Ss) type II sum of squares per the linear model:

ysafr ,m+Ss+Ff+Aa(Ss) +Rr(Ff) +e, where ysafr is the log2-value of the

metabolite corresponding to the sample belonging to accession Aa

(a = 1,..,96) and population structure Ss (s = 1,..,8), that was planted

in flat Ff (f = 1,2) as replicate Rr (r = 1,..,4). Residual error was

assumed normally distributed: e , N(0, se
2). The model was run

independently for each dataset.

Accession means (average value per accession per trait) were

estimated using a similar linear model with the exclusion of Ss:

yafr , m+Ff+Aa+Rr(Ff) +e. The coefficients of the Aa terms were

taken as the genetic means. We do not account for population

structure effect here because it will be inherently accounted for in

the association mapping analysis (below). These accession means

were used for all subsequent analyses (Datasets S1 and S2).

The accession means as well as previously published means for a

single RIL population were also used to estimate genetic

coefficient of variations (CV) as a way of comparing the level of

genetically determined phenotypic diversity between the different

populations. The genetic CV was independently calculated for

each metabolite by taking the standard deviation across the

genotypes and dividing it by the mean; s/m [69,72–73].

Metabolite correlation analysis
Zero-order correlation between all metabolite-pairs was esti-

mated using Spearman’s Correlation Coefficient. Significance was

determined using Student’s t-distribution: t =r/!( (1-r)/(n-2) ) and

local (density-based) false discovery rate was estimated using the

R/fdrtool package [74–75].

First-order correlation was estimated using a Static Shrinkage

approach of Partial Correlation [76] via the R/GeneNet package

[36]. Local false discovery rates were estimated using the

network.test.edges function of the same package.

Metabolite networks from correlation matrices were generated

using the R/igraph package [77]. The same package was also used

to calculate the various network properties, including degree (k)

and clustering coefficient (C(k)).

Genome-wide association mapping
Genotypes of ,250,000 SNP of each of the 96 accessions were

obtained from the Arabidopsis 2010 Project (http://walnut.usc.

edu/2010/data; [50,78]). Single-locus GWA mapping was

performed using a mixed-model approach, EMMA [79], where

the effect of each SNP on a metabolite was modeled as a fixed-

effect. The effect of population structure was also included in this

model as a random-effect and is represented as a genetic similarity

matrix (estimated using the SNP genotypes). Variance-compo-

nents to this model were estimated directly using maximum

likelihood as implemented in the R/EMMA package [79]. For this

analysis, accession means were used and performed independently

for the two experiments. P-values for all SNP-by-metabolite tests

were extracted from EMMA. P-value distributions were roughly

uniform (data not shown). Q-values were estimated using R/

qvalue [80–81]. Significant SNP-metabolite association was

defined at q,0.20.

Based on the genomic location of each SNP we identified a

subset 206,096 SNP, with greater than 5% minor allele frequency

in this collection of 96 accessions, residing within 1 kb of at least

one of 31,505 genes. The statistical significance of each SNP was

independently calculated, followed by post-hoc filtering to identify

the top candidate genes linked with specific metabolites. A gene-

metabolite link was called a candidate if $2 SNP within 1 kb of

the gene were significantly associated with the metabolite. This

protocol was previously described using a list of known causal

genes controlling differential abundance of metabolites within

these 96 accessions [17] and relies upon previous observations that

multiple SNPs per causal gene show statistical association with a

phenotype [52]. The use of $2 SNP within 1 kb of the gene was

found to optimize the ratio of false negative and false positive

results while maintaining the maximal number of true positive

candidates [17].

Association hotspots were determined as follows: 1) the number

of significantly associated metabolites was counted for each gene,

2) sliding averages of these counts at 100 gene-intervals were

calculated, 3) the genes with sliding averages exceeding the

estimated maximum average number of false compounds per gene

were considered as hotspot genes (448 for Expt. A and 239 for

Expt. B), 4) genes whose immediate neighbor not passing the same

threshold were excluded, leaving 381 genes in 101 intervals (Expt.

A) and 215 genes in 56 intervals (Expt. B), 5) only hotspot intervals

with a) an average of more than two compounds per gene or b) at

least eight genes within the interval with an average of more than

one compound per gene were maintained. This resulted in a final

set of 20 hotspots (129 genes) in Expt. A and 11 hotspots (60 genes)

in Expt. B (Table S2).

Permutation datasets for each experiment were generated for

assessing false associations. Permutation was performed for the

purpose of breaking true gene-metabolite associations, and so

accessions were re-sampled without replacement within each

compound. This is similar to permutation for QTL mapping
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wherein the phenotypes are shuffled randomly across the defined

genotypes [62]. For each permutation, GWA mapping as

described above and similar subsequent analyses as performed

for the real data were performed independently. Permutations

were conducted independently for Experiment A and B. The

‘‘maximum average number of false compounds per gene’’ was

estimated from this permutation analysis: the numbers of

significantly associated metabolites per gene were counted, and

the sliding averages at 100-gene-intervals were also calculated and

the maximum of these sliding averages was the ‘‘maximum

average number of false compounds per gene’’.

Estimation of linkage disequilibrium
Linkage disequilibrium was estimated for all pairs of 6,783

significantly associated genes. Due to heavy computation demand,

each gene was collapsed into a biallelic locus prior to LD

calculation: for each gene, all empirically observed haplotypes

were first deduced from its SNP genotypes then the haplotype with

the highest frequency was assigned as the ‘‘major’’ allele and all

other haplotypes as the ‘‘minor’’ allele. Because of the homozygous

nature of the accessions, this resulted in each accession having a

homozygous biallelic genotype at each gene. This new genotype

matrix was then used to calculate the r2 LD measure. r2.0.4 was

used as a very conservative arbitrary threshold: as a comparison

the 99th percentile of all non-syntenic (pairs of genes not on the

same chromosome) LD was 0.12 and the largest non-syntenic LD

was 0.62; only 74 non-syntenic gene-pairs exceed this threshold.

LD between each of the 176 hotspot genes and 31,505 genes in

the genome were calculated as the average maximum SNP-SNP

r2. All SNP within 1 kb of each gene were first identified: 1,624

unique SNP within at least one hotspot gene and 206,096 unique

SNP within at least one of all genes. For each of

176631505 = 5544880 gene-pairs, 1) r2 were calculated between

all corresponding SNP-pairs, 2) maximum r2 at each SNP of a

gene was determined separately for each of the two genes, and 3)

the two maximum values were averaged to give the gene-gene r2

value. A gene-pair is defined as in significant LD if their

corresponding r2 exceeded the average non-syntenic r2 = 0.323,

calculated from all gene-pairs located on different chromosomes.

The gene-gene r2 calculations will be somewhat elevated by using

the maximum value per SNP but then restored to a slightly

conservative estimate by averaging across SNPs. This should be

less influenced by individual pairwise LD values, as a maximal r2 is

only 1.0 and the genomic average between any two SNPs is about

0.20–0.33. Additionally, examining blocks of genes effectively

hides extreme individual gene values, diminishing the effect of

individual outliers. While this is meant to represent the potential

trans-LD between these regions, intensively computational matrix

approaches are required to test if these are truly biological outliers.

Metabolite classes and pathways
Metabolite classes considered in this paper were defined

according to the Human Metabolome Database (http://www.

hmdb.ca/public/downloads/current/metabocards.zip). Metabo-

lites were also assigned to zero or more A. thaliana specific

pathways according to KEGG (ftp://ftp.genome.jp/pub/kegg/

pathway/organisms/ath/ath.list and ftp://ftp.genome.jp/pub/

kegg/pathway/map_title.tab).

Other test statistics
Differential metabolite abundance was tested using Two Sample

Paired t-test for each metabolite detected in both trials. Over-

representation of metabolite in specific classes or pathways was

assessed using Pearson’s x2 test for all compounds assigned to a

metabolite class or at least one metabolic pathway.

Supporting Information

Dataset S1 Table of adjusted accession means of 266 metabolite

compounds for the 96 accessions in experiment A.

Found at: doi:10.1371/journal.pgen.1001198.s001 (0.44 MB

TXT)

Dataset S2 Table of adjusted accession means of 255 metabolite

compounds for the 96 accessions in experiment B.

Found at: doi:10.1371/journal.pgen.1001198.s002 (0.42 MB

TXT)

Figure S1 Metabolic-network properties for experiment A (left

panels) and experiment B (right panels). Networks were generated

from all significant metabolite-metabolite correlations at local

FDR ,5% using Spearman’s r correlation. Top panels show the

relationship between clustering coefficient, C(k), and degree, k.

Degree is the number of connections per metabolite (node). C(k) is

the proportion of all triplets (simultaneous connection to two other

metabolites) that are closed (all three metabolites are connected to

each other). Bottom panels show the degree distributions, P(k); the

insets show the same relationship at a log-log scale.

Found at: doi:10.1371/journal.pgen.1001198.s003 (0.26 MB TIF)

Figure S2 Connectivity between experiments. Average connec-

tivity per node (average number of connected metabolites per

metabolite) corresponding to r2 cut-offs of 0.35 - 0.95 is shown for

experiment A (black) and experiment B (red).

Found at: doi:10.1371/journal.pgen.1001198.s004 (0.17 MB TIF)

Figure S3 Genetic correlations of metabolite-pairs. For com-

parison, only the 194 metabolites detected in both experiment A

(left) and experiment B (right) are shown. Metabolites are order

identically for datasets, and only annotated metabolites are

labeled. Colors denote Spearman’s r correlation coefficients

ranging from negative correlations, -1, (red) to positive, +1, (blue).

Found at: doi:10.1371/journal.pgen.1001198.s005 (0.58 MB

TIF)

Figure S4 Distributions of correlation coefficients. The distri-

butions of all metabolite-metabolite correlations as determined by

Spearman’s r (solid lines) and partial correlation coefficient, r

(dashed lines), are shown for experiment A (back) and experiment

B (blue).

Found at: doi:10.1371/journal.pgen.1001198.s006 (0.16 MB TIF)

Figure S5 Distributions of coefficients of variations (CV) of

subsets of metabolites across 96 Arabidopsis accessions in the AM

(left) and PM (right) experiments. Compared are all detected

metabolites (black), metabolites that are differentially abundant

between experiments (red), carbohydrates (green), metabolites

involved in galactose metabolism, KEGG ID: ath00052 (blue),

metabolites involved in the urea cycle, KEGG ID: ath00220

(cyan), and metabolites involved in starch and sucrose metabolism,

KEGG ID: ath00500 (pink).

Found at: doi:10.1371/journal.pgen.1001198.s007 (0.26 MB TIF)

Figure S6 Non-syntenic LD between genes concurrently

associated with the same metabolite for the A (left) and B (right)

experiments. Shown are gene-pairs (arbitrarily assigned as gene 1

and gene 2) that are (i) associated with the same metabolite, (ii)

located on different chromosomes, and (iii) are in strong LD

(r2.0.4). Genes 1 and 2 are physically ordered along the two

parallel lines. The same colored lines connected the gene-pairs

indicate that the genes were associated with the same metabolite.
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Found at: doi:10.1371/journal.pgen.1001198.s008 (0.52 MB TIF)

Figure S7 LD between the Chr5 recent positive selective sweep

and the genome. r2 was calculated for all 219 SNP within the

sweep region of Chr5:2,790,000-2,900,000 against all of ,
250,000 available SNP across the genome. The sliding averages

of the medians (black) and the 25th and 75th percentile (grey lines)

in 50 SNP-intervals are plotted.

Found at: doi:10.1371/journal.pgen.1001198.s009 (0.05 MB TIF)

Figure S8 Significant gene association rate with amino acids.

Proportion of the genes showing significant association with the

corresponding numbers (x-axis) of metabolites for all 266

metabolites (white) and for 20 amino acids (hashed bars).

Found at: doi:10.1371/journal.pgen.1001198.s010 (0.05 MB TIF)

Figure S9 Significant gene association rate to carbohydrates.

Proportions of genes significantly associated with the correspond-

ing numbers (x-axis) of metabolites for all 255 metabolites (white

bars) and for 15 carbohydrates (shaded bars).

Found at: doi:10.1371/journal.pgen.1001198.s011 (0.05 MB TIF)

Table S1 Information and summary statistics of metabolites. A

tab-delimited file of a 14-column table containing: BinBase

identifier of each metabolite (ID), the metabolite name (Name),

Retention Index and quantitative mass (quantmass) from the GC-

TOF-MS, KEGG identifier (KEGG), the Human Metabolome

Database metabolite taxonomy classification (Taxonomy Class),

the average abundance in the A trial (A Mean), the average

abundance in the B sample (B Mean), the paired t-test statistic, the

degrees of freedom of the test-statistic (d.f.), the corresponding P-

values, the Fold Difference, the coefficients of variation (CV) in the

A and B data.

Found at: doi:10.1371/journal.pgen.1001198.s012 (0.44 MB

TXT)

Table S2 Lists of the 129 genes residing within 20 association

hotspots detected in experiment A and of the 60 genes residing

within 11 association hotspots detected in experiment B. This is a

tab-delimited text file where each row corresponds to a metabolite

and the columns correspond to: the experiment (A or B), a Hotspot

identifier within which the gene is contained, the gene’s TAIR

identifier, Gene symbol, chromosome of the gene, the gene’s

starting genomic position, the gene’s ending genomic position, the

number of significantly associated SNP (NumMetabs), the number

of SNP within 1kb of the gene (NumSNP_within1kb), and the

average minor allele frequency of the SNP within 1kb of the gene

(MeanMAF_within1kb).

Found at: doi:10.1371/journal.pgen.1001198.s013 (0.42 MB

TXT)

Author Contributions

Conceived and designed the experiments: EKFC HCR BGH DJK.

Performed the experiments: EKFC HCR BGH. Analyzed the data: EKFC

HCR DJK. Contributed reagents/materials/analysis tools: EKFC HCR.

Wrote the paper: EKFC HCR BGH DJK.

References

1. Fiehn O (2002) Metabolomics - the link between genotypes and phenotypes.

Plant Molecular Biology 48: 155–171.

2. Meyer RC, Steinfath M, Lisec J, Becher M, Witucka-Wall H, et al. (2007) The

metabolic signature related to high plant growth rate in Arabidopsis thaliana.

Proceedings of the National Academy of Sciences of the United States of

America 104: 4759–4764.

3. Lisec J, Meyer RC, Steinfath M, Redestig H, Becher M, et al. (2008)

Identification of metabolic and biomass QTL in Arabidopsis thaliana in a parallel

analysis of RIL and IL populations. Plant Journal 53: 960–972.

4. Wentzell AM, Rowe HC, Hansen BG, Ticconi C, Halkier BA, et al. (2007)

Linking metabolic QTL with network and cis-eQTL controlling biosynthetic

pathways. PLoS Genet 3: e162. doi:10.1371/journal.pgen.0030162.

5. Yagil C, Barkalifa R, Sapojnikov M, Wechsler A, Ben-Dor D, et al. (2007)

Metabolic and genomic dissection of diabetes in the Cohen rat. Physiol

Genomics.

6. Stitt M, Fernie AR (2003) From measurements of metabolites to metabolomics:

an ‘on the fly’ perspective illustrated by recent studies of carbon-nitrogen

interactions. Curr Opin Biotechnol 14: 136–144.

7. Schauer N, Semel Y, Roessner U, Gur A, Balbo I, et al. (2006) Comprehensive

metabolic profiling and phenotyping of interspecific introgression lines for

tomato improvement. Nature Biotechnology 24: 447–454.

8. Schauer N, Semel Y, Balbo I, Steinfath M, Repsilber D, et al. (2008) Mode of

inheritance of primary metabolic traits in tomato. Plant Cell 20: 509–523.

9. Rowe HC, Kliebenstein DJ (2008) Complex Genetics Control Natural Variation

in Arabidopsis thaliana Resistance to Botrytis cinerea. Genetics 180: 2237–2250.

10. Rowe HC, Hansen BG, Halkier BA, Kliebenstein DJ (2008) Biochemical

networks and epistasis shape the Arabidopsis thaliana metabolome. Plant Cell

20: 1199–1216.

11. Belo A, Zheng PZ, Luck S, Shen B, Meyer DJ, et al. (2008) Whole genome scan

detects an allelic variant of fad2 associated with increased oleic acid levels in

maize. Molecular Genetics and Genomics 279: 1–10.

12. Harjes CE, Rocheford TR, Bai L, Brutnell TP, Kandianis CB, et al. (2008)

Natural genetic variation in lycopene epsilon cyclase tapped for maize

biofortification. Science 319: 330–333.

13. Harrigan GG, Stork LG, Riordan SG, Reynolds TL, Ridley WP, et al. (2007)

Impact of genetics and environment on nutritional and metabolite components

of maize grain. J Agric Food Chem 55: 6177–6185.

14. Skogerson K, Harrigan GG, Reynolds TL, Halls SC, Ruebelt M, et al. Impact

of Genetics and Environment on the Metabolite Composition of Maize Grain.

J Agric Food Chem.

15. Fridman E, Carrari F, Liu YS, Fernie AR, Zamir D (2004) Zooming in on a

quantitative trait for tomato yield using interspecific introgressions. Science 305:

1786–1789.

16. Hirschhorn JN, Daly MJ (2005) Genome-wide association studies for common

diseases and complex traits. Nature Reviews Genetics 6: 95–108.

17. Chan EKF, Rowe HC, Kliebenstein DJ (2010) Understanding the evolution of

defense metabolites in Arabidopsis thaliana using genome-wide association

mapping. Genetics 185: 991–1007.

18. Atwell S, Huang Y, Vilhjalmsson BJ, Willems G, Horton M, et al. (2010)

Genome-wide association study of 107 phenotypes in a common set of Arabidopsis

thaliana in-bred lines. Nature In press.

19. Wang WYS, Barratt BJ, Clayton DG, Todd JA (2005) Genome-wide association

studies: Theoretical and practical concerns. Nature Reviews Genetics 6:

109–118.

20. Jansen RC (1994) Controlling the Type-I and Type-II errors in mapping

quantitative trait loci. Genetics 138: 871–881.

21. Fiehn O (2001) Combining genomics, metabolome analysis, and biochemical

modelling to understand metabolic networks. Comparative And Functional

Genomics 2: 155–168.

22. Roessner U, Luedemann A, Brust D, Fiehn O, Linke T, et al. (2001) Metabolic

profiling allows comprehensive phenotyping of genetically or environmentally

modified plant systems. Plant Cell 13: 11–29.

23. Steuer R, Kurths J, Fiehn O, Weckwerth W (2003) Interpreting correlations in

metabolomic networks. Biochemical Society Transactions 31: 1476–1478.

24. Weckwerth W, Loureiro ME, Wenzel K, Fiehn O (2004) Differential metabolic

networks unravel the effects of silent plant phenotypes. Proceedings Of The

National Academy Of Sciences Of The United States Of America 101:

7809–7814.

25. Fukushima A, Kusano M, Nakamichi N, Kobayashi M, Hayashi N, et al. (2009)

Impact of clock-associated Arabidopsis pseudo-response regulators in metabolic

coordination. Proceedings of the National Academy of Sciences of the United

States of America 106: 7251–7256.

26. Verdonk JC, de Vos CHR, Verhoeven HA, Haring MA, van Tunen AJ, et al.

(2003) Regulation of floral scent production in petunia revealed by targeted

metabolomics. Phytochemistry 62: 997–1008.

27. Roessner U, Luedemann A, Brust D, Fiehn O, Linke T, et al. (2001) Metabolic

profiling allows comprehensive phenotyping of genetically or environmentally

modified plant systems. Plant Cell 13: 11–29.

28. Wentzell AM, Kliebenstein DJ (2008) Genotype, age, tissue, and environment

regulate the structural outcome of glucosinolate activation. Plant Physiology 147:

415–428.

29. Kliebenstein DJ, Figuth A, Mitchell-Olds T (2002) Genetic architecture of

plastic methyl jasmonate responses in Arabidopsis thaliana. Genetics 161:

1685–1696.

30. Wentzell AM, Boeye I, Zhang ZY, Kliebenstein DJ (2008) Genetic Networks

Controlling Structural Outcome of Glucosinolate Activation across Develop-

ment. PLoS Genet 4: e1000234. doi:10.1371/journal.pgen.1000234.

31. Korves TM, Schmid KJ, Caicedo AL, Mays C, Stinchcombe JR, et al. (2007)

Fitness Effects Associated with the Major Flowering Time Gene FRIGIDA in

Arabidopsis thaliana in the Field American Naturalist 169: E141–E157.

GWAS and the Environment

PLoS Genetics | www.plosgenetics.org 14 November 2010 | Volume 6 | Issue 11 | e1001198



32. Wilczek AM, Roe JL, Knapp MC, Cooper MD, Lopez-Gallego C, et al. (2009)

Effects of Genetic Perturbation on Seasonal Life History Plasticity. Science 323:
930–934.

33. Steffens D, Blos I, Schoch S, Rudiger W (1976) Light dependence of phytol

accumulation - Contribution to question of chlorophyll biosynthesis. Planta 130:
151–158.

34. Bartoli CG, Yu JP, Gomez F, Fernandez L, McIntosh L, et al. (2006) Inter-
relationships between light and respiration in the control of ascorbic acid

synthesis and accumulation in Arabidopsis thaliana leaves. Journal of

Experimental Botany 57: 1621–1631.
35. Rudell DR, Mattheis JP, Curry EA (2008) Prestorage ultraviolet-white light

irradiation alters apple peel metabolome. J Agric Food Chem 56: 1138–1147.
36. Opgen-Rhein R, Strimmer K (2007) From correlation to causation networks: a

simple approximate learning algorithm and its application to high-dimensional
plant gene expression data. BMC Syst Biol 1: 37.

37. Schafer J, Strimmer K (2005) An empirical Bayes approach to inferring large-

scale gene association networks. Bioinformatics 21: 754–764.
38. de la Fuente A, Bing N, Hoeschele I, Mendes P (2004) Discovery of meaningful

associations in genomic data using partial correlation coefficients. Bioinformatics
20: 3565–3574.

39. Sulpice R, Pyl ET, Ishihara H, Trenkamp S, Steinfath M, et al. (2009) Starch as

a major integrator in the regulation of plant growth. Proceedings of the National
Academy of Sciences of the United States of America 106: 10348–10353.

40. Keurentjes JJB, Sulpice R, Gibon Y, Steinhauser M-C, Fu J, et al. (2008)
Integrative analysis of genetic variation in enzyme activities of primary

carbohydrate metabolism reveal distinct modes of regulation in Arabidopsis

thaliana. Genome Biology In Press.

41. Fujitani Y, Nakajima N, Ishihara K, Oikawa T, Ito K, et al. (2006) Molecular

and biochemical characterization of a serine racemase from Arabidopsis
thaliana. Phytochemistry 67: 668–674.

42. Fiehn O, Wohlgemuth G, Scholz M (2005) Setup and annotation of
metabolomic experiments by integrating biological and mass spectrometric

metadata. Data Integration In The Life Sciences, Proceedings. pp 224–239.

43. Lukovits I, Linert W (2001) A topological account of chirality. Journal of
Chemical Information and Computer Sciences 41: 1517–1520.

44. Lynch M, Walsh B (1998) Genetics and analysis of quantitative traits.
Sunderland, Massachusetts: Sinauer Associates, Inc.

45. Rieseberg LH, Widmer A, Arntz AM, Burke JM (2003) The genetic architecture
necessary for transgressive segregation is common in both natural and

domesticated populations. Philosophical Transactions of the Royal Society of

London Series B-Biological Sciences 358: 1141–1147.
46. de Bakker PIW, Yelensky R, Pe’er I, Gabriel SB, Daly MJ, et al. (2005)

Efficiency and power in genetic association studies. Nature Genetics 37:
1217–1223.

47. Beavis WD (1998) QTL analyses: power, precision, and accuracy. In:

Paterson AH, ed. Molecular Dissection of Complex Traits. New York, N.Y.:
CRC Press. pp 145–162.

48. Beavis WD. The power and deceit of QTL experiments: lessons from compari-
tive QTL studies; 1994; Washington, DC. American Seed Trade Association.

250–266.
49. Nordborg M, Borevitz JO, Bergelson J, Berry CC, Chory J, et al. (2002) The

extent of linkage disequilibrium in Arabidopsis thaliana. Nature Genetics 30:

190–193.
50. Nordborg M, Hu TT, Ishino Y, Jhaveri J, Toomajian C, et al. (2005) The

Pattern of Polymorphism in Arabidopsis thaliana. PLoS Biol 3: e196. doi:10.1371/
journal.pbio.0030196.

51. Nordborg M, Weigel D (2008) Next-generation genetics in plants. Nature 456:

720–723.
52. Zhao KY, Aranzana MJ, Kim S, Lister C, Shindo C, et al. (2007) An

Arabidopsis example of association mapping in structured samples. PLoS Genet
3: e4. doi:10.1371/journal.pgen.0030004.

53. Fisher RA (1918) The correlation between relatives on the supposition of

Mendelian inheritance. Trans R Soc Edinb 52: 399–433.
54. Fernie AR, Schauer N (2009) Metabolomics-assisted breeding: a viable option

for crop improvement? Trends in Genetics 25: 39–48.
55. Buckler ES, Holland JB, Bradbury PJ, Acharya CB, Brown PJ, et al. (2009) The

Genetic Architecture of Maize Flowering Time. Science 325: 714–718.
56. Szalma SJ, Buckler ES, Snook ME, McMullen MD (2005) Association analysis

of candidate genes for maysin and chlorogenic acid accumulation in maize silks.

Theoretical And Applied Genetics 110: 1324–1333.

57. Byrne PF, McMullen MD, Snook ME, Musket TA, Theuri JM, et al. (1996)

Quantitative trait loci and metabolic pathways: Genetic control of the

concentration of maysin, a corn earworm resistance factor, in maize silks.

Proceedings of the National Academy of Sciences of the United States of

America 93: 8820–8825.

58. Williams RBH, Chan EKF, Cowley MJ, Little PFR (2007) The influence of

genetic variation on gene expression. Genome Research 17: 1707–1716.

59. Chan EKF, Rowe HC, Kliebenstein DJ (2009) Understanding the Evolution of

Defense Metabolites in Arabidopsis thaliana Using Genome-Wide Association

Mapping. Genetics. genetics.109.108522.

60. Clark RM, Schweikert G, Toomajian C, Ossowski S, Zeller G, et al. (2007)

Common sequence polymorphisms shaping genetic diversity in Arabidopsis

thaliana. Science 317: 338–342.

61. Keurentjes JJB, Fu JY, de Vos CHR, Lommen A, Hall RD, et al. (2006) The

genetics of plant metabolism. Nature Genetics 38: 842–849.

62. Doerge RW, Churchill GA (1996) Permutation tests for multiple loci affecting a

quantitative character. Genetics 142: 285–294.

63. Kliebenstein DJ, Gershenzon J, Mitchell-Olds T (2001) Comparative quantita-

tive trait loci mapping of aliphatic, indolic and benzylic glucosinolate production

in Arabidopsis thaliana leaves and seeds. Genetics 159: 359–370.

64. McMullen MD, Byrne PF, Snook ME, Wiseman BR, Lee EA, et al. (1998)

Quantitative trait loci and metabolic pathways. Proceedings Of The National

Academy Of Sciences Of The United States Of America 95: 1996–2000.

65. Byrne PF, McMullen MD, Wiseman BR, Snook ME, Musket TA, et al. (1998)

Maize silk maysin concentration and corn earworm antibiosis: QTLs and

genetic mechanisms. Crop Science 38: 461–471.

66. Mackay TFC (2001) The genetic architecture of quantitative traits. Annual

Review Of Genetics 35: 303–339.

67. Ghazalpour ADS, Kang H, Farber C, Wen P-Z, Brozell A, et al. (2008) High-

Resolution Mapping of Gene Expression Using Association in an Outbred

Mouse Stock. PLoS Genet 4: e1000149. doi:10.1371/journal.pgen.1000149.

68. Spencer CCA, Su Z, Donnelly P, Marchini J (2009) Designing Genome-Wide

Association Studies: Sample Size, Power, Imputation, and the Choice of

Genotyping Chip. PLoS Genet 5: e1000477. doi:10.1371/journal.

pgen.1000477.

69. Kliebenstein DJ (2008) A role for gene duplication and natural variation of gene

expression in the evolution of metabolism. PLoS ONE 3: e1838. doi:10.1371/

journal.pone.0001838.

70. Martins AM, Camacho D, Shuman J, Sha W, Mendes P, et al. (2004) A systems

biology study of two distinct growth phases of Saccharomyces cerevisiae cultures.

Current Genomics 5: 649–663.

71. Weckwerth W, Wenzel K, Fiehn O (2004) Process for the integrated extraction

identification, and quantification of metabolites, proteins and RNA to reveal

their co-regulation in biochemical networks. Proteomics 4: 78–83.

72. Elowitz MB, Levine AJ, Siggia ED, Swain PS (2002) Stochastic gene expression

in a single cell. Science 297: 1183–1186.

73. Raser JM, O’Shea EK (2004) Control of stochasticity in eukaryotic gene

expression. Science 304: 1811–1814.

74. Strimmer K (2008) A unified approach to false discovery rate estimation. Bmc

Bioinformatics 9: 303.

75. Strimmer K (2008) fdrtool: a versatile R package for estimating local and tail

area-based false discovery rates. Bioinformatics 24: 1461–1462.

76. Schafer J, Strimmer K (2005) A shrinkage approach to large-scale covariance

matrix estimation and implications for functional genomics. Stat Appl Genet

Mol Biol 4: Article32.

77. Csardi G, Nepusz T (2006) The igraph software package for complex network

research. InterJournal Complex Systems. 1695 p.

78. Borevitz JO, Hazen SP, Michael TP, Morris GP, Baxter IR, et al. (2007)

Genome-wide patterns of single-feature polymorphism in Arabidopsis thaliana.

Proceedings of the National Academy of Sciences of the United States of

America 104: 12057–12062.

79. Kang HM, Zaitlen NA, Wade CM, Kirby A, Heckerman D, et al. (2008)

Efficient control of population structure in model organism association mapping.

Genetics 178: 1709–1723.

80. Storey JD (2002) A direct approach to false discovery rates. Journal of the Royal

Statistical Society Series B-Statistical Methodology 64: 479–498.

81. Dabney A, Storey JD (2009) qvalue: Q-value estimation for false discovery rate

control. R package version 1.18.0. ed.

GWAS and the Environment

PLoS Genetics | www.plosgenetics.org 15 November 2010 | Volume 6 | Issue 11 | e1001198


