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edition, 2010.

• Textbook 2 : Christopher M. Bishop. Pattern Recognition and

Machine Learning. Springer-Verlag, 2006.
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What is intelligence ?

• Oxford dictionary : The ability to acquire and apply knowledge
and skills.

• Collins dictionary : The capacity for understanding ; ability to
perceive and comprehend meaning.

• Encyclopedia Britannica : Mental quality that consists of the
abilities to learn from experience, adapt to new situations,
understand and handle abstract concepts, and use knowledge
to manipulate one’s environment.
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Are these intelligent ?

Figure: Sunflowers tracking the sun. Copyright Wikimedia Commons

Figure: The Ebola virus entering a cell. Copyright Nature, 2011

Sternberg and Salter : Intelligence is a goal-directed adaptive
behavior.
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Artificial Intelligence

• Can we emulate intelligent behavior in machines ?

• How far can we take it ?

Intelligence need not be embodied

This is not what AI looks like (yet)
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Artificial Intelligence

• Can we emulate intelligent behavior in machines ?
• How far can we take it ?

Intelligence need not be embodied
AI often looks like this
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What is Artificial Intelligence ?
2 Chapter 1. Introduction

Thinking Humanly Thinking Rationally

“The exciting new effort to make comput-
ers think . . . machines with minds, in the
full and literal sense.” (Haugeland, 1985)

“The study of mental faculties through the
use of computational models.”
(Charniak and McDermott, 1985)

“[The automation of] activities that we
associate with human thinking, activities
such as decision-making, problem solv-
ing, learning . . .” (Bellman, 1978)

“The study of the computations that make
it possible to perceive, reason, and act.”
(Winston, 1992)

Acting Humanly Acting Rationally

“The art of creating machines that per-
form functions that require intelligence
when performed by people.” (Kurzweil,
1990)

“Computational Intelligence is the study
of the design of intelligent agents.” (Poole
et al., 1998)

“The study of how to make computers do
things at which, at the moment, people are
better.” (Rich and Knight, 1991)

“AI . . . is concerned with intelligent be-
havior in artifacts.” (Nilsson, 1998)

Figure 1.1 Some definitions of artificial intelligence, organized into four categories.

volving observations and hypotheses about human behavior. A rationalist1 approach involves
a combination of mathematics and engineering. The various group have both disparaged and
helped each other. Let us look at the four approaches in more detail.

1.1.1 Acting humanly: The Turing Test approach

The Turing Test, proposed by Alan Turing (1950), was designed to provide a satisfactoryTURING TEST

operational definition of intelligence. A computer passes the test if a human interrogator, after
posing some written questions, cannot tell whether the written responses come from a person
or from a computer. Chapter 26 discusses the details of the test and whether a computer would
really be intelligent if it passed. For now, we note that programming a computer to pass a
rigorously applied test provides plenty to work on. The computer would need to possess the
following capabilities:

• natural language processing to enable it to communicate successfully in English;NATURAL LANGUAGE
PROCESSING

• knowledge representation to store what it knows or hears;KNOWLEDGE
REPRESENTATION

• automated reasoning to use the stored information to answer questions and to drawAUTOMATED
REASONING

new conclusions;

• machine learning to adapt to new circumstances and to detect and extrapolate patterns.MACHINE LEARNING

1 By distinguishing between human and rational behavior, we are not suggesting that humans are necessarily
“irrational” in the sense of “emotionally unstable” or “insane.” One merely need note that we are not perfect:
not all chess players are grandmasters; and, unfortunately, not everyone gets an A on the exam. Some systematic
errors in human reasoning are cataloged by Kahneman et al. (1982).

Stuart J. Russell and Peter Norvig. Artificial Intelligence : A Modern Approach
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What is Artificial Intelligence ?

• Acting Humanly :
• Turing test : natural language processing, knowledge

representation, automated reasoning, and machine learning.
• Complete Turing test : additionally uses computer vision and

robotics.

• Thinking Humanly :
• Example : The General Problem Solver (Newell and Simon,

1961) was designed to mimic human reasoning.
• Understanding how humans think through : introspection,

psychological experiments, or brain imaging.
• Cognitive science : constructing theories of the human mind

using AI techniques and psychological experiments.
• Cognitive science became a separate discipline with goals

different from AI’s goals.
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Rationality

• Humans are not necessarily the best reference : aircrafts do
not imitate birds (and outperform them in many aspects).

• Rationality : being reasonable, based on facts or reason ; doing
the right thing.

• Rationality requires a precise mathematical (or logical)
measure of the ideal behavior.

• The measure can be a continuous or binary metric, it defines
a precise benchmark to evaluate the performance of the
system we want to build.

• There is no universal agreement about the ideal behavior.

• Modern AI paradigm : Fix a measure of performance and see
how different algorithms do.
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What is Artificial Intelligence ?

• Thinking Rationally :
• Aristotle (384 - 322 BC) was one of the first to attempt to

codify “right thinking”
• Syllogisms : (Socrates is a man ∧ all men are mortal) ⇒

Socrates is mortal

• Acting Rationally :
• This notion came from different fields, such as economic

theories (utility theory, game theory, etc..) on how to best act
and how self-interested agents interact.

• Since acting rationally includes thinking rationally, we will
focus on acting rationally.

• AI is the discipline of studying and designing rational agents.
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Foundations of Artificial Intelligence : Philosophy

• Aristotle : First step toward automating the reasoning process.
Syllogisms are formal rules that can be used to draw valid
conclusions.

• Automation of computation : da Vinci, Schickard, Pascal,
Leibniz.

• The mind-body problem : how are mental states related to
physical states ?

• Dualism : The mind is distinct from matter.
• Materialism : The brain’s operation according to the laws of

physics constitutes the mind (similar to the software/hardware
in a computer).

• Source of knowledge : where does knowledge come from ?
• Empiricism : knowledge comes from experience. “Nothing is in

the understanding, which was not first in the senses.” - John
Locke.

• Logical positivism : Bertrand Russell. Knowledge comes from
logical theories connected to observation from sensory inputs.
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Foundations of Artificial Intelligence : Mathematics

• Logic : What are the formal rules to draw valid conclusions ?
• George Boole (1815-1864) introduced propositional (Boolean)

logic.
• Computation : What can be computed ?

• Euclid (323-283 BC) came up with the first known algorithm,
al-Khowarazmi (780-850) introduced the concept of an
algorithm.

• Kurt Gödel (1906-1978) showed in his incompleteness theorem
that there exist undecidable statements.

• Alan Turing (1912-1954) characterized exactly which functions
are computable.

• Tractability (polynomial vs exponential complexity) introduced
in the mid-1960s.

• Probability : How do we reason with uncertain information ?
• Thomas Bayes (1702-1761) showed how to update

probabilities based on new evidence.
• Judea Pearl introduced Bayesian networks in late 1980’s, a

probabilistic graphical model for representing dependencies
between random variables.
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Foundations of Artificial Intelligence : Economics

• How should we make decisions so as to maximize payoff ?
• Adam Smith (1776) was the first to think of economics as a

set of individual agents maximizing their well-being (utility).
• Decision theory : rational agents choose actions that maximize

their expected utility (reward).

• How to behave optimally in a group of (competitive or
collaborative) rational agents ?

• Game theory : Von Neumann proved the minimax theorem in
1928.

• How should we do this when the payoff may be far in the
future ?

• Early work on planning where to install radars in WW2 lead to
the creation of Operations Research.

• Richard Bellman (1957) formalized sequential decision-making
problems as Markov Decision Processes.
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Foundations of Artificial Intelligence : Neuroscience

How do brains process information ?

• Paul Broca (1824-1880) discovered the existence of regions in
the brain that are specialized in different functions.

• Functional magnetic resonance imaging (fMRI) revolutionized
our understanding of the brain.

• However, we still do not understand how areas of the brain
can take over the functions of other areas.

• There is still no solid theory of how memories are maintained
in the brain.
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Foundations of Artificial Intelligence : Neuroscience

Computer vs Brain

IBM Blue Gene12 Chapter 1. Introduction

Supercomputer Personal Computer Human Brain

Computational units 104 CPUs, 1012 transistors 4 CPUs, 109 transistors 1011 neurons
Storage units 1014 bits RAM 1011 bits RAM 1011 neurons

1015 bits disk 1013 bits disk 1014 synapses
Cycle time 10−9 sec 10−9 sec 10−3 sec
Operations/sec 1015 1010 1017

Memory updates/sec 1014 1010 1014

Figure 1.3 A crude comparison of the raw computational resources available to the IBM
BLUE GENE supercomputer, a typical personal computer of 2008, and the human brain. The
brain’s numbers are essentially fixed, whereas the supercomputer’s numbers have been in-
creasing by a factor of 10 every 5 years or so, allowing it to achieve rough parity with the
brain. The personal computer lags behind on all metrics except cycle time.

The only real alternative theory is mysticism: that minds operate in some mystical realm that
is beyond physical science.

Brains and digital computers have somewhat different properties. Figure 1.3 shows that
computers have a cycle time that is a million times faster than a brain. The brain makes up
for that with far more storage and interconnection than even a high-end personal computer,
although the largest supercomputers have a capacity that is similar to the brain’s. (It should
be noted, however, that the brain does not seem to use all of its neurons simultaneously.)
Futurists make much of these numbers, pointing to an approaching singularity at whichSINGULARITY

computers reach a superhuman level of performance (Vinge, 1993; Kurzweil, 2005), but the
raw comparisons are not especially informative. Even with a computer of virtually unlimited
capacity, we still would not know how to achieve the brain’s level of intelligence.

1.2.5 Psychology

• How do humans and animals think and act?

The origins of scientific psychology are usually traced to the work of the German physi-
cist Hermann von Helmholtz (1821–1894) and his student Wilhelm Wundt (1832–1920).
Helmholtz applied the scientific method to the study of human vision, and his Handbook
of Physiological Optics is even now described as “the single most important treatise on the
physics and physiology of human vision” (Nalwa, 1993, p.15). In 1879, Wundt opened the
first laboratory of experimental psychology, at the University of Leipzig. Wundt insisted
on carefully controlled experiments in which his workers would perform a perceptual or as-
sociative task while introspecting on their thought processes. The careful controls went a
long way toward making psychology a science, but the subjective nature of the data made
it unlikely that an experimenter would ever disconfirm his or her own theories. Biologists
studying animal behavior, on the other hand, lacked introspective data and developed an ob-
jective methodology, as described by H. S. Jennings (1906) in his influential work Behavior of
the Lower Organisms. Applying this viewpoint to humans, the behaviorism movement, ledBEHAVIORISM

by John Watson (1878–1958), rejected any theory involving mental processes on the grounds

Very different architectures : brains are slow and massively parallel,
computers are fast and serial.
Stuart J. Russell and Peter Norvig. Artificial Intelligence : A Modern Approach
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History of Artificial Intelligence

• The gestation of AI (1943-1955)

• The birth of AI (1956)

• Early success (1952-1969)

• Failing to solve real-world problems (1966-1973)

• Knowledge-based systems (1969-1979)

• AI becomes an industry (1980-present)

• Neural networks rediscovered (1986-present)

• AI becomes a rigorous scientific discipline (1987-present)

• Intelligent agents (1995-present)

• “Big Data” (2001-present)
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Intelligent Agents
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Intelligent Agents

No, not these agents !
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Intelligent Agent
observation

action

Agent Environment

• An agent could be a robot, a human, a software, etc.

• An agents chooses its actions based on only its previous
actions and observations.

• Mathematically, an agent is a function that maps a history of
actions and observations into an action.
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Example of an Intelligent Agent : a simple vacuum cleaner

A B

Observations : dirty square , clean square.
Actions : suck, move left, move right.

36 Chapter 2. Intelligent Agents

A B

Figure 2.2 A vacuum-cleaner world with just two locations.

Percept sequence Action

[A,Clean ] Right
[A,Dirty ] Suck
[B,Clean ] Left
[B,Dirty ] Suck
[A,Clean ], [A,Clean ] Right
[A,Clean ], [A,Dirty ] Suck
...

...
[A,Clean ], [A,Clean ], [A,Clean ] Right
[A,Clean ], [A,Clean ], [A,Dirty ] Suck
...

...

Figure 2.3 Partial tabulation of a simple agent function for the vacuum-cleaner world
shown in Figure 2.2.

Before closing this section, we should emphasize that the notion of an agent is meant to
be a tool for analyzing systems, not an absolute characterization that divides the world into
agents and non-agents. One could view a hand-held calculator as an agent that chooses the
action of displaying “4” when given the percept sequence “2 + 2 =,” but such an analysis
would hardly aid our understanding of the calculator. In a sense, all areas of engineering can
be seen as designing artifacts that interact with the world; AI operates at (what the authors
consider to be) the most interesting end of the spectrum, where the artifacts have significant
computational resources and the task environment requires nontrivial decision making.

2.2 GOOD BEHAVIOR: THE CONCEPT OF RATIONALITY

A rational agent is one that does the right thing—conceptually speaking, every entry in theRATIONAL AGENT

table for the agent function is filled out correctly. Obviously, doing the right thing is better
than doing the wrong thing, but what does it mean to do the right thing?
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table for the agent function is filled out correctly. Obviously, doing the right thing is better
than doing the wrong thing, but what does it mean to do the right thing?

• Is that agent rational (doing the right thing) ?
• This question cannot be answered unless we define a precise

measure of performance.
• The agent is rational if and only if its performance is maximal.
• There is no universal measure of performance. Performance

depends on what we want to achieve :
1 Reward (points) proportional to the quantity of absorbed dust.
2 Reward (points) proportional to the quantity of absorbed dust

and disproportional to used energy.

• Is this agent always rational ?
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Properties of task environments

• Fully observable vs. partially observable

• Single agent vs. multiagent

• Deterministic vs. stochastic

• Episodic vs. sequential

• Discrete vs. continuous

• Known vs. unknown
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• In this course, we focus on AI fundamentals.

• We will often use toy examples, but AI techniques are used in
a huge number of applications : Robotics, Biology,
Scheduling, Diagnosis, Games, Data Mining, Recommendation
Systems, etc.

We will study the following three main topics :

1 Problem-solving

2 Probabilistic reasoning

3 Machine learning
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Problem-solving
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Problem-solving : Search

• For a single agent
• Find an optimal sequence of states between current state and goal

state.
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Problem-solving : Search

route planning robot navigation
(Copyright Wikimedia Commons)
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Problem-solving : Constraint Satisfaction

scheduling
http ://www.planningpme.com/

sudoku

protein design
http ://zhanglab.ccmb.med.umich.edu/
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Problem-solving : Adversarial Search

a     b    c    d    e     f     g    h
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Probabilistic reasoning
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Probabilistic reasoning

Reasoning with uncertain models, observations, actions and
knowledge

Bayesian reasoning
www.lanl.gov

Bayes Rule
http ://www.labtimes.org/
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Probabilistic reasoning : graphical models

https ://www.mpi-inf.mpg.de/departments/computer-vision-and-multimodal-

computing/teaching/courses/probabilistic-graphical-models-and-their-applications/
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Probabilistic reasoning : Bayesian networks
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Probabilistic reasoning : Hidden Markov Models

Wikipedia
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Probabilistic reasoning : Kalman Filter

Wikipedia
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Probabilistic reasoning : Markov Decision Processes

s4

s2s3 s1

s6

s5 s7
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Probabilistic reasoning : Game Theory
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Machine learning
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Machine learning : Empirical Inference
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Machine learning : Linear Classification
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Machine learning : Linear Regression
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Machine learning : Neural Networks

Hidden
layer

Input
layer

Output
layer
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Machine learning : Kernel Methods
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Machine learning : Sampling Methods
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Machine learning : Reinforcement Learning

http ://www.ausy.tu-darmstadt.de/Research/Research
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Machine learning : Perception

http ://www.image-net.org/challenges/LSVRC/2014/
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Tentative schedule (subject to change)
Date Topic Chapter

Sept. 2 Lecture 1 : Introduction and Overview
Sept. 8 Lecture 2 : Uninformed Search
Sept. 9 Lecture 3 : Heuristic Search
Sept. 14 Lecture 4 : Adversarial Search
Sept. 16 Lecture 5 : Local Search
Sept. 21 Lecture 6 : Constraint Satisfaction Problems
Sept. 23 Lecture 7 : Probabilistic Reasoning
Sept. 28 Lecture 8 : Graphical models
Oct. 30 Lecture 9 : Bayesian Networks
Oct. 5 Lecture 10 : Temporal Models
Oct. 7 Lecture 11 : Hidden Markov Models
Oct. 12 Lecture 12 : Kalman and Particle Filters
Oct. 14 Lecture 13 : Utility Theory
Oct. 19 Midterm
Oct. 21 Lecture 14 : Markov Decision Processes
Oct. 26 Lecture 15 : Game Theory
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Tentative schedule (subject to change)

Date Topic Chapter

Oct. 28 Lecture 16 : Introduction to Machine Learning
Nov. 2 Lecture 17 : Linear Models for Regression
Nov. 4 Lecture 18 : Linear Models for Classification
Nov. 9 Lecture 19 : Neural Networks
Nov. 11 Lecture 20 : Kernel Methods
Nov. 16 Lecture 21 : Gaussian Processes
Nov. 18 Lecture 22 : Sparse Kernel Machines
Nov. 23 Lecture 23 : Sampling Methods
Nov. 25 Lecture 24 : Learning Probabilistic Models
Nov. 30 Lecture 25 : Reinforcement Learning
Dec. 2 Lecture 25 : Imitation Learning
Dec. 7 Lecture 26 : Perception
Dec. 9 Lecture 27 : Future Prospects of AI and Application Domains
Dec. 16 Final Exam
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