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Saliency models have been frequently used to predict
eye movements made during image viewing without a
specified task (free viewing). Use of a single image set to
systematically compare free viewing to other tasks has
never been performed. We investigated the effect of
task differences on the ability of three models of saliency
to predict the performance of humans viewing a novel
database of 800 natural images. We introduced a novel
task where 100 observers made explicit perceptual
judgments about the most salient image region. Other
groups of observers performed a free viewing task,
saliency search task, or cued object search task. Behavior
on the popular free viewing task was not best predicted
by standard saliency models. Instead, the models most
accurately predicted the explicit saliency selections and
eye movements made while performing saliency
judgments. Observers’ fixations varied similarly across
images for the saliency and free viewing tasks,
suggesting that these two tasks are related. The
variability of observers’ eye movements was modulated
by the task (lowest for the object search task and
greatest for the free viewing and saliency search tasks)
as well as the clutter content of the images. Eye
movement variability in saliency search and free viewing
might be also limited by inherent variation of what
observers consider salient. Our results contribute to
understanding the tasks and behavioral measures for
which saliency models are best suited as predictors of
human behavior, the relationship across various
perceptual tasks, and the factors contributing to
observer variability in fixational eye movements.

Introduction

When humans view natural scenes without a
particular task in mind, it has been proposed that their
eyes are drawn to areas or objects that stand out
amongst the background. These conspicuous regions
are often referred to as salient, and the extent to which
they guide human fixations has been a widely studied
topic (Borji & Itti, 2013; Tatler, Hayhoe, Land, &
Ballard, 2011). Researchers have recognized the utility
of quantifying visual saliency and using that informa-
tion to make behavioral predictions. Computational
models of saliency take images as input and output a
topographical map of how salient each area of that
image is to a human observer. The output of these
models have in fact been shown to be capable of
predicting certain aspects of human eye movement
selection when that behavior is driven by basic,
bottom-up influences (e.g., Foulsham & Underwood,
2008) or an interaction of low-level image features
(Peters, Iyer, Itti, & Koch, 2005).

How saliency is defined computationally varies
widely across the literature. Among the various model
approaches there has been agreement on the general
notion of bottom-up saliency; however, the algorithms
that implement this approach differ greatly by taking
into account different degrees of local, global, or a
combination of these image features (Borji & Itti,
2013). Most models of saliency computationally encode
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how different an area is from what surrounds it (e.g.,
Itti, Koch, & Niebur, 1998) based on a model of a
biologically plausible set of features that mimic early
visual processing. This definition formed the original
conceptualization of a saliency map by Koch and
Ullman (1985). Koch and Ullman’s original saliency
map was constructed from feature maps of basic visual
elements (e.g., color, orientation, disparity, etc.). These
were combined into a saliency map, upon which
attention could be focused via a biologically plausible
winner-take-all (WTA) process. Information from the
attended area was then extracted to form a nontopo-
graphical central representation. The current WTA
selection was then inhibited in order to move the eyes
on to the next winner chosen from the saliency map.

The original model of visual saliency was developed
to predict the allocation of covert attention (Koch &
Ullman, 1985), although most studies have assessed the
ability of the model to predict eye movement patterns
while observers freely view images without a particular
task (e.g., Bruce & Tsotsos, 2006; Itti & Baldi, 2005;
Parkhurst, Law, & Niebur, 2002). Figure 1 shows the
frequency with which four different types of tasks have
been used in a representative sample of papers that
have assessed the predictions of saliency models. A full
list of the papers that are included in this figure can be
found in the Appendix. The most common comparison
used to gauge the predictive power of saliency models is
fixations from free viewing tasks. The free viewing
paradigm consists of participants viewing images (for
2–11 s) or short videos without a particular task in
mind. The second most common comparison for

saliency predictions is to human eye movements with
more focused tasks (e.g., subsequent memory test,
Tatler, Baddeley, & Gilchrist, 2005; description of
social interaction between two people in the image,
Birmingham, Bischof, & Kingstone, 2009; search and
localization of an object, Itti & Koch, 2000; etc.).
Another more recent benchmark is to compare saliency
maps to images where objects have been selected or
segmented by human observers or object recognition
models. Newer models are often compared to databases
of images (e.g., Liu, Sun, Zheng, Tang, & Shum, 2007),
where foreground objects are enclosed in a rectangle by
human observers, or where binary ground truth maps
indicate whether or not each pixel in an image
corresponds to an object (Achanta, Hemami, Estrada,
& Susstrunk, 2009).

The utility of saliency models, as they relate to
predicting human eye movement behavior, has been a
topic of debate since their introduction. Competing
models that incorporate information about a visual
search target and its context, referred to as top-down
information, have also had success in predicting visual
search behavior (Beutter, Eckstein, & Stone, 2003;
Najemnik & Geisler, 2005; Rao, Hayhoe, Zelinsky, &
Ballard, 1996; S. Zhang & Eckstein, 2010). Even
though entirely bottom-up driven models have been
mostly rejected as fully accounting for human eye
movements (Einhäuser, Rutishauser, & Koch, 2008;
Smith & Mital, 2011; Tatler et al., 2011; Torralba,
Oliva, Castelhano, & Henderson, 2006), the debate
about the extent of the importance and contribution of
bottom-up information still remains. Studies have
demonstrated that adding bottom-up information into
top-down models is detrimental to predicting eye
movements of observers (e.g., Zelinsky, Zhang, Yu,
Chen, & Samaras, 2005) and that fixations are more
directed to objects than salient (nonobject) regions
(Einhäuser, Spain, & Perona, 2008; Nuthmann &
Henderson, 2010; Pajak & Nuthmann, 2013). On the
other hand, there are a number of studies that suggest
that bottom-up information has an independent
contribution to eye movement behavior (Kollmorgen,
Nortmann, Schröder, & König, 2010) and that the task
constraints determine the contributions of top-down
and bottom-up processes (Bonev, Chuang, & Escolano,
2013).

Furthermore, due to varied methods of testing
saliency map predictions, it is still not entirely clear
what components of human behavior saliency predic-
tions account for. Most notably, saliency models have
not been assessed in their ability to predict a task in
which the observer searches for the most salient region
in the image. Our main goal is to further the
understanding of behaviors predicted by saliency
models by systematically evaluating the ability of
various saliency models to predict human behavior

Figure 1. Types of tasks used to assess the predictions of

saliency models in 74 papers. The list of papers included in this

figure is not intended to be exhaustive, but generally

representative of the popularity of various benchmark dataset

types.
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while engaged in four different tasks utilizing the same
set of images. In particular, we expand on a new
explicit judgment task (Koehler, Guo, Zhang, &
Eckstein, 2011) and provide a dataset of location
judgments of saliency (mouse click selections). Recent
work by Borji, Sihite, and Itti (2013) provides a
complementary assessment of explicit saliency in the
form of boundaries around subjectively salient objects.
We also include the typical free viewing task, an explicit
saliency search task, and an object search task. In order
to evaluate the generality of the task differences, three
state-of-the-art saliency models (Bruce & Tsotsos,
2006; Itti & Koch, 2000; Zhang, Tong, Marks, Shan, &
Cottrell, 2008) were used to predict human behavior,
and performance was analyzed using three standard
metrics. Our primary goal is to gain a better
understanding of the tasks for which the models best
predict human behavior and also to further understand
the relationship among eye movements made during
various perceptual tasks. The images and behavioral
dataset will be provided for public use.

In addition, a secondary interest of the current work
is to investigate the variability of human eye fixations
across the different tasks. Tatler et al. (2011) have
noted that free viewing tasks may prompt observers to
view images in a highly variable, individual, and
experimentally unknown way. Yet, there have been few
comparisons of interobserver variability in eye move-
ments across different visual tasks with real scenes.
Thus, a secondary goal of the current work is to
compare behavioral variability in observers’ fixations
and choices in the visual tasks investigated.

Tasks evaluated

The four tasks were chosen to emulate trends in
existing data sets and to provide novel data sets that
have not yet been compared to saliency models. In the
first task, observers selected the object or region in a set
of images that they considered to be most salient. This
type of explicit saliency judgment task has never been
compared to saliency model predictions.1 The other
three tasks were all conducted while participants’ eye
position was recorded. Different participants either
completed a free viewing task, a task where they viewed
an image and determined which half of an image (left
or right) was most salient, or a task where they
searched for a cued object and reported whether the
object was present or absent.

Saliency models evaluated

There is a large selection of competing saliency
models in the literature to test (Borji & Itti, 2013).

Here, we concentrated on three different leading
saliency models. They are all widely used as state-of-
the-art benchmarks in novel model comparisons and
represent three diverging attempts at operationalizing
saliency. The Itti and Koch model (2000), which we will
refer to as the IK model, was chosen due to its
overwhelming popularity in the literature. The IK
model is an updated version of the approach proposed
in Koch and Ullman (1985). It has been highly
influential and has served as a benchmark against
which to compare subsequently developed models.

We also evaluated the Attention based on Informa-
tion Maximization (AIM) model by Bruce and Tsotsos
(2009). This model was developed in an effort to
provide a computational architecture that was
grounded in explaining biological organization. Rather
than focusing solely on local surrounding areas to
define saliency, a more global context was incorporated
for each point in the map. They trained their model on
a set of image patches analyzed using independent
component analysis (ICA). They utilized ICA in order
to ensure sparse encoding during later computing
stages. Each point on an input image was then analyzed
by the model to compute how much self-information it
provided to the observer.

Finally, the Saliency Using Natural Statistics (SUN)
model by Zhang et al. (2008) was analyzed. Like the
AIM model, the computational definition of saliency at
the root of this model emphasizes the probability of
what is present at a particular location being at that
location in an image. In other words, the model aims at
computing the amount of surprise in each region of the
image. The SUN model computes this probability from
a Bayesian framework by estimating the point-wise
mutual information of each point in an image. Output
from all three models was used to calculate the top five
most salient regions in a database of 800 images.

Metrics to compare saliency models to human
behavior

The ability of these three models to predict human
behavior was compared using three different metrics
during analysis. A Region of Interest (ROI) metric was
used to show the proportion of mouse selections (i.e.,
clicks) or fixations within a circular region surrounding
locations of high saliency according to the models. A
distance metric was used to show the average distance
of each click or fixation to the top five salient locations
as predicted by the models. Finally, the area under the
receiver operating characteristic (ROC) curve was used
following a procedure earlier established by Tatler et al.
(2005). The Methods section provides further details
about the metrics.
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Methods

Human data

The data and stimuli from this project are publicly
available at https://labs.psych.ucsb.edu/eckstein/
miguel/research_pages/saliencydata.html.

Participants

All participants were undergraduate students (ages
18–23) at the University of California, Santa Barbara,
who received course credit for participation. All
participants had normal or corrected-to-normal vision.
Informed written consent was collected from all
participants. One hundred observers performed an
explicit saliency judgment task, 22 observers performed
a free viewing task, 20 observers performed a saliency
search task, and 38 observers performed a cued object
search task. Unequal sample size across the eye
movement tasks resulted from inadequate eye tracking
data or observer attrition during the experiment. Each
observer in the cued object search task viewed only half

of the images (the first or last 400). Time constraints
prevented us from having each subject finish all 800
images in that condition.

Stimuli

Stimuli consisted of a database of 800 real scenes,
photographed by researchers in the lab or collected
from online search engines or databases (Russell,
Torralba, Murphy, & Freeman, 2008), comprising both
indoor and outdoor locations with a variety of
sceneries and objects (see Figure 2 sample images). The
images could be viewed in isolation, but were designed
to contain lateral (left or right) contextual information
for a tangible object. That is, each image was staged or
chosen such that a contextually relevant object would
be expected to exclusively appear either on the left or
right portion of the image. In the object search task,
prior to presentation of the real scene we presented a
word (e.g., car) indicating the target to be searched for.
Targets were present in half of the images. For
example, an image depicting a kitchen with a stove
located to the right might be paired with the object,
‘‘frying pan,’’ present in the image. Alternatively, an

Figure 2. Example of images in database. Natural scenes are indoors and outdoors with a differing number of salient objects in each.
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image showing a park with a tree on the left-hand side
may be paired with the object, ‘‘bird,’’ not present.

In the explicit saliency judgment task, the only task
where eye-tracking data was not collected, viewing
distance was not strictly enforced but remained
approximately 40 cm. Images were displayed at a size
so that they subtended 158 · 158 visual angle. Images
were centrally displayed on a gray background. The
names of cued objects (e.g., frying pan), if applicable,
were centrally displayed in black text on a gray
background.

Apparatus

Click data for the explicit saliency judgments were
collected using an LCD monitor. Eye tracking data
were recorded using a tower-mounted Eyelink 1000
system (SR Research Ltd., Mississauga, Ontario,
Canada) monitoring gaze position at 250 Hz. Viewing
distance was selected so that a pixel subtended 0.0378
on a CRT monitor. Stimuli were displayed on an 800 ·
600 pixel resolution monitor. Fixations were calibrated
and validated using a nine-point grid system with a
mean error of no more than 0.58 every 80 trials.
Recalibration was also performed in the case of large
head movements between regularly scheduled recali-
bration times. Saccades were classified as events where
eye velocity was greater than 228/s and eye acceleration
exceeded 40008/s2. The first saccade per trial was
considered to be the first fixation outside of a 28 radius
around the initial fixation point or the first fixation
within a 28 radius with latency greater than 120 ms. A
latency of 120 ms corresponded to the lower 10.6%
rank of all fixations made during the experiment. Initial
fixation was monitored so that if participants moved
their eyes more than 18 from the center of the fixation
cross prior to presentation of the image, the trial would
be restarted.

Procedure for explicit judgments of most salient
region

Observers were instructed to view a picture on a
computer monitor and click on the object or area in the
image that was most salient to them. ‘‘Salient’’ was
described to observers as something that stood out or
caught their eye. The example of a red flower among a
field of white daisies was provided to observers who
asked for more clarification. Each observer completed
10 practice trials with images not included in the study.
The experimental sessions consisted of 800 trials, each
displaying one of the 800 different images. During each
trial, a central fixation stimulus was displayed until the
participant clicked the computer mouse. It remained
for 500 ms, and then an image appeared. The image

was displayed until the participant selected the most
salient region via a mouse click. After the selection, a
black crosshair marker indicated the location of the
click and the participant was asked to confirm his or
her selection. If accepted, another trial was initiated. If
rejected, the marker was blanked and the observer was
allowed to make another selection.

Procedure for eye-tracked tasks

For each of the tasks where eye movements were
recorded (free viewing, saliency search, and cued object
search), every trial began with an initial fixation cross
randomly placed either centered, 138 left of center or
138 right of center. After fixating the cross, a trial was
initiated by pressing the space bar. An eye tracker
monitored whether or not observers maintained fixa-
tion during a randomly jittered interval (500–1500 ms)
prior to the presentation of the image. If fixation was
broken during that time, the trial restarted. The image
remained visible for 2000 ms while eye position data
was recorded. Each observer completed a total of 800
trials.

Observers completing the free viewing task were
instructed to freely view the images. No further
instructions were given, even upon request for task
clarification. Observers in the saliency search condition
were instructed to determine whether or not the most
salient object or location in an image was on the left or
right half of the image. ‘‘Salient’’ was defined in the
same way as during the explicit judgment task. For this
condition, after the image disappeared, observers
pressed a button on-screen indicating whether the most
salient region was on the right or left half of the image.
Upon selection, the image reappeared until observers
clicked where they believed to be the most salient
region in the image, thus completing a trial. Finally,
observers who performed the cued object search task
were instructed to determine whether or not a target
object was present in a displayed image. After
successful sustained initial fixation, and prior to image
appearance, an object name was shown for 1000 ms.
The object was semantically consistent with the image
and the object was present in 50% of the images. After
the object word cue and image display (again, lasting
2000 ms), observers pressed a button on-screen
indicating whether they believed the object was present
or absent. After a selection was made, a subsequent
trial began.

Model predictions

All 800 images were processed by each of three
saliency model toolboxes for MatLab. A saliency map
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was obtained for each image, and the pixel coordinate
location of the top five maximum saliency values was
recorded. The top five coordinates were calculated such
that they were surrounded by a circular region that was
two degrees of visual angle (54 pixels; 28). Saliency
maps for the IK model were calculated using the
Matlab toolbox provided by Walther (2006; model
explained in Walther & Koch, 2006). The AIM saliency
maps were obtained from code available on a website
by Bruce (2006). Finally, the SUN maps were obtained
from code available on Zhang’s (2008) website. It
should be noted that the saliency toolbox we used has
been shown to sometimes produce different results than
the original implementation provided by Itti’s lab in the
iNVT toolbox (Borji, Sihite, & Itti, 2012). Images were
input to the models at half of their original resolution.
All other default settings were used with each model to
produce saliency maps. For all models, a custom
algorithm was used to select the top five salient regions
by simply rank-ordering the saliency values and
selecting the greatest values surrounded by nonover-
lapping regions. The biologically inspired WTA meth-
od of selecting top regions was not used for the IK
model because it resulted in poorer performance than
when using the custom algorithm that ensures no
overlap.

Metrics used to compute performance

ROI

This metric is an intuitive way of capturing how well
the model predictions are encompassing human be-
havior. We determined the proportion of clicks or
fixations that fell within the top five salient regions of
each model. Each region was circular with a 28 radius,
corresponding to the approximate size of the human
fovea, centered on the model generated top five
locations. We calculated the average proportion of
clicks or fixations within each region (top five saliency
regions) and also collapsed across all five regions.

Distance computations

We determined the average distance of a click or
fixation to the center of the nearest region centroid
among the top five saliency regions. After all clicks or
fixations were analyzed, the average of those clicks or
fixations closest to each region was computed. Unlike
the ROI metric, the distance metric is a continuous
measurement—clicks and fixations are not discretized
as either belonging or not belonging to a region.
Therefore the value of the distance metric reflects how
tightly clustered a group of fixations are around a top
salient location.

ROC curve calculations

The click or fixation data for each image, across all
observers, was recorded into a nonsmoothed binary
map and compared to a binary map indicating values
above an incrementally increasing threshold on each
saliency map. Ground truth maps were constructed by
recording binary values indicating the presence of a
click or fixation at each pixel coordinate in each image.
In standard signal detection theory terms, the ground
truth map represents the presence or absence of a
signal. The saliency maps were then binarized into a
‘‘yes-model map’’ based on whether each coordinate
location was above or below a certain threshold. A one
on the yes-model map would indicate that the saliency
value there was above threshold, and that the model
expected a click or fixation to be at that location. A yes-
model map was calculated for thresholds varying by
0.001 between 0 and 1 (the minimum and maximum
values in all saliency maps). For each image, a 1 in the
yes-model map with a 1 in the corresponding location
in the ground truth map was considered a hit.
Alternatively, a 1 in the yes-model map with a 0 in the
corresponding location in the ground truth map was
considered a false alarm. In this way, a point on an
ROC curve was plotted for each threshold value, and
one ROC curve was generated for each image. The area
under the ROC curve of each image was calculated
using nonparametric trapezoidal area estimation from
point to point (DeLong, DeLong, & Clarke-Pearson,
1988). Tatler et al. (2005) demonstrated that this metric
is useful because it is not overly influenced by the
statistically inflated effect of small image variances, the
non-normal distribution of natural image characteris-
tics, or the monotonic transformation of saliency values
based on arbitrary selections of model parameters.

Control conditions

We implemented two control conditions against
which to compare human behavior in the experimental
data set. First, we randomly sampled fixations with
uniform probability across all image pixels. The random
fixations were used to calculate a random control ROI
and distance metric. However, previous studies have
found that fixations are not uniformly distributed across
images of real scenes (see Tatler, 2007, for a thorough
discussion of this phenomenon, the central fixation bias).
For this reason, we ran a separate control condition
where all of the click or fixation results for each image
were randomly permuted so that they would be paired
for analysis with the saliency map prediction from
another randomly sampled image. For example, the
saliency map for Image 1 may be paired with the fixation
data from Image 23. The permutation method allows us
to identify gains in the ability of a model to predict
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selections/fixations arising from observer biases to click
or fixate toward the center of the image. We ran the
random control once for each model. In the case of ROI
analysis, we compared the results to the average total
area subtended by all regions across images for each
model. The area comparison was made because some
regions are cut off by the edge of the image, potentially
causing the random results to be different across models,
depending on how frequently the regions are cut off by
an edge. The permuted condition was run for each task
and model, making a matched comparison for each cell
in the factorial design structure of this experiment.
Within each task, the same permutations and random
coordinates were compared with each model, replicating
the repeated measure structure within tasks.

Individual differences

Variance

We calculated the average variance across observers
of the x- and y-coordinate locations for each fixation
(first through sixth fixations). The final metric is the
average of the x- and y-coordinate observer variances.

Kullback-Leibler divergence

To compare the distributions of observers’ explicit
judgments or fixations with each other within tasks, we
also computed the Kullback-Leibler divergence (KL
divergence). KL divergence assesses the similarity
between two distributions, in this case the selections or
fixations of one observer to those of all others. In order
to compute this value, we first had to compile the
explicit judgment or fixation distributions across
observers for each image. The distributions, P(X, Y)
and Q(X, Y), were estimated by dividing each image
into equal sized bins (18 · 18) and summing the number
of fixations or explicit selections in each, F(X, Y), then
normalizing by the total number of fixations or
selections in the image. The KL divergence between the
two distributions is defined as:

KL ¼
X
X;Y

log
PðX;YÞ
QðX;YÞ

� �
PðX;YÞ ð1Þ

In order to avoid undefined distribution ratios, we
added a small constant (c ¼ 10�5) to each bin, as in
Tatler et al. (2005). Therefore, the calculation of the
fixation or selection distribution was calculated as:

PðX;YÞ ¼ FðX;YÞ þ cX
X
0
;Y
0 ðFðX

0 ;Y0 Þ þ cÞ
ð2Þ

P(X, Y) was taken to be the distribution of a single
observer’s selections or fixations for an image. Q(X, Y)

was calculated by using all other observers’ selections
or fixations for the same image. We calculated KL
divergence for each observer against all other observ-
ers, and then averaged the results across observers and
images. We analyzed both the divergence between the
first six fixations made by each observer and each
fixation one by one. When analyzing the explicit
judgment or just a single fixation, there was only one
bin in the P(X, Y) distribution containing a value close
to one (but not exactly one because of the addition of
the constant, c). In these cases, we still summed across
all bins because the Q(X, Y) distribution contained
multiple nonzero bins. A KL divergence of zero
indicates that P(X, Y) and Q(X, Y) are identical
distributions. The less similar the distributions are, the
greater the value of KL divergence.

Statistics

ROI and distance, collapsed across region

We analyzed an unbalanced two-factor mixed
ANOVA with model (IK, AIM, or SUN) as the within-
subjects factor and task type (saliency click, saliency
search, free viewing, object search) as the between-
subjects factor. To ensure that ANOVA was appro-
priate in each case, the normality of data in each cell
was checked by visually inspecting QQ-plots of the
observed quantiles (drawn from the data) versus
theoretical quantiles (randomly drawn from a normal
distribution). After verifying that each sample was
normal, homogeneity of variance was verified using a
Harley F-max test with bootstrapped samples of equal
size. Ten thousand repetitions were performed for each
metric, and the proportion of those repetitions above
the critical value was computed to be nonsignificant.
Multiple Bonferonni corrected t tests were performed
to compare each ANOVA sample mean to its
corresponding permuted control condition and each
random control to a corresponding permuted control
condition. Post-hoc and repeated contrast tests in the
general linear model analysis package of SPSS were
used to determine differences in between-subjects and
within-subjects factors, respectively.

ROI and distance, by region

We analyzed a balanced within-subject ANOVA with
region number (with levels 1–5 for the ordered top-five
saliency regions) as the relevant factor to compare the
mean metric values for each region. Each model and
task was analyzed with a separate ANOVA, totaling 12
ANOVAs per metric. A repeated contrast was com-
puted to test the differences between means of adjacent
regions, i.e., region 1 to 2, 2 to 3, 3 to 4, and 4 to 5.
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ROC

We analyzed a balanced two-factor mixed ANOVA
with the same factors as the ROI and Distance metrics
across regions, above. The same post-hoc and contrast
tests as above were also computed. The ROC ANOVA
was balanced, unlike the ROI and Distance metric
designs because areas were computed across observers,
per image, totaling 800 areas per cell.

Individual differences

To test the differences in fixation variance across
tasks, we computed an F test for the equality of two
variances for each image and each task combination
(three combinations per image: free viewing and saliency
viewing; free viewing and object search; saliency viewing
and object search) for the first through sixth fixations.
Therefore, there were a total of 18 fixation/task
combination analyses, each comprised of 800 F-statistic
calculations. For each of the 18 fixation/task combina-
tion analyses, we calculated the proportion of the 800 F
statistics that were above a critical value.

Results

Figure 3 (top row) shows an example of the top five
regions for the three models. Figure 3 also shows
sample data for a single image for all four tasks. Figure
3 (bottom left panel) shows an example of click

responses for the explicit judgment task. The median
response time for 31 observers in the explicit judgment
task was 1.16 6 0.15 ms. Figure 3 also shows an
example of every fixation made by each observer for an
image in each of the eye-tracked tasks (bottom row,
rightmost three panels; saliency search, free viewing,
and cued object search tasks from left to right). There
was a median of 6 6 0.28 eye movements for the free
viewing task, 6 6 0.22 eye movements for the saliency
viewing task, and 8 6 0.22 eye movements in the object
search task.

Comparison of the influence of tasks on models’
ability to predict fixation/selections

ROI

We evaluated whether the behavioral predictions of
all models varied across tasks. A clear trend can be seen
in Figure 4, such that all three models predict behavior
with variable success as the task changes, F(3, 157) ¼
46.56, p , 0.001. Bonferroni-corrected post-hoc tests
revealed that the behavioral predictions generated by
the models aligned most closely with human perfor-
mance on tasks that probe explicit saliency judgments
(p , 0.001). Furthermore, predictions for the saliency
search task were marginally better than on the object
search task (p¼ 0.153 after Bonferroni correction). The
difference between predictions on the saliency and free
viewing search tasks and free viewing and object search
tasks were not significant. The proportion of human

Figure 3. Top row: Example of top five salient regions output by AIM, IK, and SUN models respectively. Bottom row: Example of

explicit judgment data, saliency search fixations, free viewing fixations, and object search fixations.

Journal of Vision (2014) 14(3):14, 1–27 Koehler, Guo, Zhang, & Eckstein 8

Downloaded from jov.arvojournals.org on 10/02/2019



selections or eye movements within the regions
predicted by each model was greater than that in
permuted regions or randomly generated regions (p ,

0.001 for each comparison). For each model, the
random control was also compared to the permuted
control for the click task. The models were significantly
worse at predicting randomly generated clicks than
permuted clicks (p , 0.001).2 These results and
findings, reported in subsequent sections, are summa-
rized in Table 1.

We also wanted to determine if the highest saliency
values in the maps were more likely to predict human
fixation locations than lower saliency values. Figure 5
shows the proportion of selections or fixations within
each region in ranked order (from highest to lowest top
five saliency regions) by task for the experimental
conditions. As can be seen in Figure 5, the proportion
of selections or eye movements for the IK model within
each region decreases from the first most salient to the
fifth salient region. This suggests that areas of high
value in the saliency maps are more likely to contain
fixations or selections than areas of low saliency. This
trend is the same across all tasks. Similar results are

seen with the AIM and SUN models, as can be seen in
Figure A1 in the Appendix. Repeated contrast analysis
of the results from Figure 5, with ROI measures split
up by region, revealed that each region was signifi-
cantly different from the previous region for all models
and tasks, p , 0.05.

Distance

We also explored the ability of the different saliency
models to predict human eye movements for the
various tasks using a distance metric. Figure 6 shows
the average distance of each selection or fixation to the
nearest region center for both the experimental (lines)
and control conditions (points) by task.

The behavioral predictions of all models also varied
between tasks, F(3, 157)¼ 61.92, p , 0.001. As with the
ROI analysis, Bonferroni post-hoc tests of the distance
analysis revealed that the behavioral predictions
generated by the models aligned most closely with
human performance on tasks that probe explicit
saliency judgments. Similar to the ROI analysis, the
models produced the best behavioral predictions on the

Figure 4. ROI results for each task (thick lines), with permuted (dots) and random controls (thin lines) shown. Each thick line

represents the proportion of clicks or fixations within all of the top regions output by each model for the four tasks. Error bars

represent SEM. Data points with connected lines do not represent continuous data, but are used to simplify the legend.

Saliency search Free viewing Object search

ROI Distance ROC ROI Distance ROC ROI Distance ROC

Explicit judgments ,0.001* ,0.001* ,0.001* ,0.001* ,0.001* ,0.001* ,0.001* ,0.001* ,0.001*

Saliency search 0.649 ,0.001* 0.072† 0.153 0.061† ,0.001*

Free viewing 1 0.149 0.038*

Table 1. p values for the post-hoc comparisons of model predictions between tasks, averaged across model, for each metric. Note: All
values were Bonferroni corrected. *p , 0.05; †p ; 0.05.
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explicit saliency judgment task (p , 0.001). Unlike the
ROI analysis, the saliency models were significantly
better at predicting the saliency search task than the
free viewing task (p , 0.001), but the difference
between the saliency search and object search task was

only marginally significant (p ¼ 0.061). The difference
between the free viewing and object search tasks was
not significant.

As with the ROI metric, we found a decreasing
ability to predict human behavior as saliency map

Figure 5. ROI results broken down by region for the IK model. Each bar represents the proportion of selections or fixations within that

specific region, with regions ranked in order from most to fifth-most salient. Error bars represent SEM.

Figure 6. Distance results for each task (thick lines), with permuted (dots) and random controls (thin lines) shown. Each bar represents

the distance of each selection or fixation to the nearest region for each model. Error bars represent SEM. The average distance of

each selection or fixation to its nearest predicted region by each model was smaller than that in permuted regions or randomly

generated regions ( p , 0.001 for each comparison). The distance of salient regions from randomly generated clicks was much greater

than that for permuted clicks ( p , 0.001 for each model). Data points with connected lines do not represent continuous data, but are

used to simplify the legend.
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values decreased. Figure 7 shows the distance of each

selection or fixation to its nearest top-region center in

ranked order by task for the experimental conditions.

In general, the average distance for the IK model

regions to each selection or fixation increased from the

first to the fifth generated region although there were

some exceptions (Figure 7). Similar to the ROI

analysis, this suggests that the highest saliency values

more closely align with human behavior. Similar results

were obtained with the AIM and SUN models, as can

be seen in Figure A2 in the Appendix.

ROC

This section evaluates the ability of models to predict
human fixations using the ROC metric across the four
tasks. Figure 8 shows the average area under the ROC
curve. Chance performance is indicated by the dashed
line in the figure.

The behavioral predictions of all models also varied
between tasks according to the ROC metric, F(3, 3196)
¼ 222.84, p , 0.001. As with the distance analysis,
Bonferroni-corrected post-hoc tests of the average area
under the curve revealed that the behavioral predictions

Figure 7. Distance results broken down by region for the IK model. Each bar represents the average distance of selections or fixations

closest to the specified region, with regions ranked in order from most to fifth-most salient. Error bars represent SEM. Similar results

are shown for the AIM and SUN models in Figure A2.
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Figure 8. Area under the ROC curves, averaged across images by model and task. Error bars represent SEM, which was averaged

across observers for each image.
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generated by the models aligned most closely with
human performance on tasks that probe explicit
saliency judgments (p , 0.001). Similar to the ROI
analysis, the behavioral predictions for the saliency
search task were marginally better than those for the
free viewing task (p¼ 0.072) and the behavioral
predictions for the saliency search task were signifi-
cantly better than for the object search task (p ,

0.001). Finally, the ROC analysis was the only analysis
to result in a significant difference in behavioral
predictions between the free viewing and object search
tasks, such that predictions were better for the free

viewing condition (p ¼ 0.038; see Table 1 for a
summary of all results).

Correlation of model metrics across visual tasks

To further investigate task differences/similarities,
we computed the correlation across images between the
accuracy of each model’s behavioral predictions (as
measured by our three metrics) on two different tasks.
The correlation assesses whether images that tend to
produce fixations that are predicted well by the models

Figure 9. Correlation between the accuracy of the IK’s models behavioral predictions of human behavior according to ROI metric on

the explicit judgment versus object search tasks (top) and the saliency search and free viewing tasks (bottom). Images corresponding

to points in the scatterplot are shown to illustrate representative examples of when the models are good predictors (red and blue)

and poor (yellow and green) predictors of human behavior for both tasks.
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for one task also produce fixations that are well
predicted for the same image on another task, and
similarly for images that produce poorly predicted
fixations. We computed a total of 54 correlation
coefficients (3 models · 3 metrics · 6 task combina-
tions). Figure 9 shows two representative scatterplots
with data taken from ROI analysis of the IK model.
The top plot shows the somewhat weak relation
between model predictions on the explicit judgment
and object search tasks, r(798)¼ 0.44, p , 0.001, and

the bottom plot shows the stronger relation between
the saliency search and free viewing tasks, r(798)¼0.84,
p , 0.001. The images corresponding to specific points
in the scatterplot are shown to illustrate sample images
with human behavior that was well-predicted or poorly
predicted across tasks. In general, models are good
predictors of human behavior for images with few or
obvious stand-out objects (e.g., the bags in the red
outlined images or the fire in the blue outlined image).
Models poorly predict human behavior for images

Figure 10. Average correlation coefficient, taken across metrics and models, for each task combination in the task correlation

analyses. Error bars represent SEM.

Figure 11. KL divergence (left) and variance in fixation location (right), averaged across observers and images for each task. The

continuous yellow line represents the KL divergence and variance across observers for the single selection in the explicit judgment

task. Error bar values, representing SEM, were too small to be visible in the figure, but ranged from 0.08–0.21 and 0.04–0.37 for KL

divergence and variance, respectively.
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without any distinct salient objects, like the yellow
outlined image, or with cluttered spaces, like the green
outlined image.

For each pair of tasks we averaged the correlations
across the three models and metrics (six correlations).
Figure 10 shows the average correlation between pairs
of tasks (all correlations were highly significant, p ,

0.001). The strongest relation was between the free
viewing and saliency search tasks and the weakest was
between the object search and explicit judgment tasks.

Influence of tasks on differences across
individuals

Figure 11 shows the average observer KL divergence
(see Methods for details) and variance of fixation
locations averaged across images for each task. KL
divergence and variability in location increases for later
fixations, and were lowest for the object search task.

Statistical analyses of the variance results are shown
in Figures 12 and 13. Figure 12 shows a histogram
across images of the F-test analysis results (testing for
differences in fixation variances) for the first fixation
when comparing the free viewing and object search
tasks. The left portion of the figure shows the frequency
of the significance values (p values) of each of the F-
statistical tests computed for each of the 800 images.
The right portion shows the frequency of the effect sizes
(Cohen’s d) associated with each F statistic. All of the
effect sizes are greater than 0.3, with a median effect
size of 0.5 (a medium strength effect). Similar
histograms can be generated for each of the 17 other
fixation/task combinations. A summary of the 18 F-test
results are illustrated in Figure 13 which shows the
proportion of F statistics below p ¼ 0.05 for each
fixation/task combination. From Figure 13, it is clear
that there is a difference in fixation location variability
between the free viewing and object search conditions
and the object search versus saliency search conditions.
This difference decreases as fixation number increases.

Figure 12. Histogram showing the frequency of the (a) p value and (b) effect size associated with each of the 800 F statistics

calculated for the first fixation in the free viewing and object search comparison.

Figure 13. Proportion of p values below 0.05 for each fixation’s F-test analysis comparing variances across tasks.
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There is no difference in fixation variability between the
free viewing and saliency search conditions. The KL
divergence measure resulted in similar trends to the
variance measure.

Of particular interest is to compare the variability in
the eye movements in the saliency search task and free
viewing task with the inherent variability in what
observers judge to be the most salient region. We
measured KL divergence and variance of observer
selections made in the explicit judgment (continuous
lines in Figure 11) as a measure of the inherent
variability in what observers judge to be the most
salient region in each image. Results (Figure 11) show
that for the initial fixations (first and second) the
observer variability (and to some extent the KL
divergence) is smaller for the fixations than the explicit
judgments. However, for later saccades, the fixation
variability across observers is comparable and exceeded
that of the explicit judgments.

Correlation of observer variance across tasks

To further assess the relationship between fixation
variability across tasks we correlated observer vari-
ance in fixations across tasks. Figure 14 shows an
example of two scatterplots illustrating the relation-
ship between the variability of eye movements across
observers on the free viewing and saliency search
tasks. The top plot shows this relation when only
analyzing the first fixation, r(798) ¼ 0.32, p , 0.001,
and the bottom plot incorporates the first six fixations,
r(798) ¼ 0.76, p , 0.001. Images corresponding to
points in the scatterplot illustrate instances where
there was high (yellow) and low (blue) variability
between observers on both tasks. Images containing
many objects tend to produce highly variable eye
movements, whereas images with distinct salient
objects, such as the red backpack in the blue outlined
image in Figure 14, tend to produce minimally
variable eye movements. Figure 15 shows the corre-
lation coefficient between observer fixation variances
of different task pairs. Results are shown for both the
first fixation and first six fixations analyses for the
fixation tasks (left), and for the first fixation compared
to the explicit judgment (right). This comparison
shows the largest correlation in observer fixation
variance between the free viewing and saliency task,
r(798)¼ 0.76, p , 0.001, further confirming that these
two tasks are more related to each other than to an
object search task. This result is consistent with
comparing the explicit saliency judgment variability to
fixation variability for the free viewing and saliency
search tasks, as shown. All other correlations were
also significant ( p , 0.001, except first fixation free
viewing versus object search and saliency search

versus object search, p ¼ 0.005 and p ¼ 0.019,
respectively, and for the explicit judgment versus cued
object search, p ¼ 0.04).

Comparison of ability of models to predict
human behavior

ROI

In order to explore the differences in each models’
ability to predict human behavior, we first compare the
percentage of fixations/selections in all regions across
all tasks. The three models varied significantly in their
ability to predict human performance, F(2, 314) ¼
81.57, p , 0.001. According to the ROI metric, the
AIM model was best able to predict human behavior
across all tasks, performing better than both the IK and
SUN models, t(160)¼8.01, p , 0.001 and t(180)¼2.36,
p¼0.019, two-tailed, respectively. The SUN model also
better predicted human behavior than the IK model,
t(160) ¼ 5.68, p , 0.001 (all t tests Bonferroni-
corrected). Figure 4 shows the proportion of all
selections or fixations within any of the top five salient
regions for both the experimental (lines) and control
conditions (points) by task. The proportion of selec-
tions or eye movements within an ROI decreased most
drastically for the IK model across tasks, suggesting
that behavioral predictions from this model are less
reliable than other models on tasks that depart from
explicit saliency judgments. The SUN model decreased
slightly less across tasks than IK and the AIM model
showed the smallest degradation in predictive perfor-
mance as evidenced by a significant interaction, F(6,
314) ¼ 12.76, p , 0.001.

Distance

Similar to the results of the ROI analysis, the three
models varied significantly in their ability to predict
human performance according to the distance metric as
can be seen in Figure 6, F(2, 314)¼ 170.62, p , 0.001.
Again, the AIM model was best able to predict human
behavior across all tasks, performing better than both
the IK and SUN models, t(160)¼ 2.86, p , 0.001 and
t(180) ¼ 17.54, p , 0.001, two-tailed, respectively.
Unlike the results from the ROI analysis however, the
IK model better predicted human behavior than the
SUN model, t(160) ¼ 8.09, p , 0.01 (all t tests
Bonferroni-corrected). These results are summarized
for comparison with the other metrics in Table 1.

ROC

Finally, similarly to the results of the previous two
analyses, the three models varied significantly in their
ability to predict human performance according to the
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ROC metric as can be seen in Figure 8, F(2, 6,392) ¼
4,934.75, p , 0.001. Again, the AIM model was best
able to predict human behavior across all tasks,
performing better than both the IK and SUN models,
t(1,399)¼ 98.85, p , 0.001 and t(1,399)¼ 35.92, p ,
0.001, respectively. Like the results from the ROI
analysis, the SUN model better predicted human
behavior than the IK model, t(1,399)¼55.43, p , 0.001

(all t tests Bonferroni-corrected). It is important to note
that, due to its sparse output, the IK model does not
lend itself well to ROC analysis. The ROC curves
generated for most images are noticeably discretized;
therefore, the area under the curves is often close to
that expected by chance. Regardless of this, the IK
model still predicted human behavior at an above
chance level for the explicit judgment task.

Figure 14. Scatterplots showing the relation between variability of fixation location across observers on the free viewing versus

saliency search tasks. The top analysis shows variability only on the first fixation, and the bottom shows variability across the first six

locations. Images corresponding to points in the scatterplot illustrate instances when there was high (yellow) and low (blue)

variability across observers on both analyses.
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Relationship across metrics

We investigated the relationship of the metrics for
each of the tasks. We computed the correlation for each
model between the various metrics (ROI, ROC,
distance) for the different tasks. A high correlation
would indicate that images that are well predicted by
the model with one metric would also be well predicted
using a second metric. Figure 16 shows an example of
the correlation between ROI and ROC metric results,
r(798) ¼ 0.60, p , 0.001, as well as the ROI and
distance metric results, r(798)¼�0.91, p , 0.001, for
the IK model’s predictions for the explicit judgment
task. The results show that not surprisingly the ROI
and distance metrics are highly correlated but the
correlation between the ROI and the ROC metric is
lower. Figure 17 shows the correlations across metrics
for each task averaged across the three models (all
correlations are significant, p , 0.001). The correlations
confirm the trend seen in Figure 16, showing that the
ROI and distance metrics are highly correlated for all
tasks and that the correlation of these two metrics with
the ROC metric is lower.

Discussion

Our main aim was to evaluate the ability of models
of saliency to predict human behavior across different
tasks using a similar image data set. Prior to discussing
how saliency models predicted behavior across tasks,
we briefly discuss comparisons across models of

saliency (but see Borji et al., 2012, for a thorough
assessment of 35 models).

Comparison across saliency models

According to all three utilized metrics, the AIM
model (Bruce & Tsotsos, 2006) was best able to predict
human behavior (judgments and eye movements)
across all tasks (see Figures 4, 6, and 8). The different
metric analyses resulted in a difference as to which
model predicted human behavior second and third best.
Overall, our results suggest that spatially global feature
processing and statistical departure from a collection of
images are more effective determinants in performance
for the tasks used in this project. However, it is
important to note that our implementation of the IK
model was not well-suited for ROC analysis, as can be
seen in Figure 8. Even when the toolbox was
implemented with images at half-resolution, the re-
sulting saliency maps were very sparse, making it
unlikely that values away from the origin and top-right
corner of the ROC curve would be populated. This
underscores the importance of evaluating models with
different metrics. ROI interaction results shown in
Figure 4 suggest that the type of task largely affected
the IK model. Specifically, the IK model was best at
predicting explicit saliency judgments like AIM and
SUN, but showed a greater decrease in performance
than AIM and SUN in predicting eye movements for
all eye-tracked tasks.

Analysis using the ROI metric of the top five saliency
regions demonstrates an ordinal relationship between
these salient regions and the ability of the models to

Figure 15. Correlation coefficients of observer variability of fixation location across images for different task combinations for eye

movement tasks (left) and the explicit judgment task (right). A high correlation suggests that images that tend to have high observer

variability for one task (free viewing) will also lead to high variability for another task (object search).
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predict selections and eye movements (see Figures 5
and 7). For all models and among the five most salient
regions, the top salient region had the highest accuracy
at predicting human selections/eye movements. The
accuracy progressively decreased from top-most to
fifth-most salient region for all models.

What do saliency models predict?

Our overall results suggest that all saliency models
were more accurate at predicting human judgments of
explicit saliency than eye movements in the free viewing

task. A clear trend can also be seen in model
predictions for the eye movements in the saliency
search versus free viewing and object search tasks, such
that performance is better for the saliency search task
(at least one metric showed this result, and another was
marginally significant in each case). The ROC results
also confirm that eye movements executed during the
free viewing condition were different than those
executed during object search tasks (Buswell, 1935;
Underwood & Foulsham, 2006).

A typical underlying assumption in the literature is
that when an observer is not engaged in a specified task

Figure 16. Scatterplots showing the correlation between the behavioral predictions of the IK model of selections made during the

explicit judgments task according to the ROI versus ROC metric (top) and ROI versus distance metric (bottom). Images corresponding

to points in the scatterplot are shown to illustrate examples of instances when the models perform well across metrics (red and

green) and poorly across metrics (yellow and blue).
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his or her eye movements will be directed to areas of
high saliency, i.e., prominent attention captors (Foul-
sham & Underwood, 2008; Parkhurst et al., 2002).
Recently, however, the situations in which solely
bottom-up saliency models meaningfully supply pre-
dictions have come under scrutiny. Critics advocate
incorporating top-down processes into the calculation
of the saliency or activation map (Beutter et al., 2003;
Oliva, Torralba, Castelhano, & Henderson, 2003; Rao,
Zelinsky, Hayhoe, & Ballard, 2002), or predicting
fixations on the basis of reward maximization and
uncertainty reduction (Najemnik & Geisler, 2005;
Renninger, Coughlan, Verghese, & Malik, 2005; Tatler
et al., 2011). The top-down component is consistent
with a large body of behavioral studies showing that
eye movements during search are guided by target-
relevant features (Eckstein, Beutter, Pham, Shimozaki,
& Stone, 2007; Findlay, 1997; Malcolm & Henderson,
2009, 2010; Tavassoli, van der Linde, Bovik, &
Cormack, 2009) and scene context (Chen & Zelinsky,
2006; Eckstein, Drescher, & Shimozaki, 2006; Torralba
et al., 2006).

Many of the models of eye movements during search
are based on top-down components (Beutter et al.,
2003; Najemnik & Geisler, 2005; Rao et al., 2002;
Renninger et al., 2005; Zelinsky et al., 2005). Other
models implement modifications of saliency models to
include top-down components to more accurately
predict gaze allocation (Navalpakkam & Itti, 2005;
Oliva et al., 2003; Torralba et al., 2006). The need to
include top-down processes in such models has also
been interpreted to suggest that free viewing may not
actually be task independent, considering that top-
down processes are, by definition, guided by some sort
of cognitive goal or task (Tatler et al., 2005; Tatler et
al., 2011).

Those advocating that free viewing is well-described
by bottom-up saliency models argue that when
observers have no task in mind a default strategy by the
visual system is to fixate on salient regions. One
argument is that in the absence of a specific task, if one
considers all possible tasks that a human might engage
in after examining an image, fixating salient objects
might be a functionally adaptive strategy given that
objects tend to be salient (Eckstein, 2011).

Our results fall in between these two theoretical
positions. First, the finding that saliency models were
better able to predict behavior during saliency tasks
(explicit judgments and eye movements) than free
viewing eye movements can be interpreted to suggest
that, during free viewing, observers are engaging (at
least in a subset of the trials) in some goal directed task
not involving fixating the most salient regions. These
goal-directed tasks might be default tasks that are
highly practiced and important, such as fixating faces
(Cerf, Frady, & Koch, 2009), animals (Yun, Peng,
Samaras, Zelinsky, & Berg, 2013), or text (Wang &
Pomplun, 2012), even if these are not the most salient
regions in the scene.

On the other hand, our results also show common-
alities between the saliency search and the free viewing
tasks (see Figures 10 and 11). Results from the ROI
metric did not support a difference between the two
tasks. Furthermore, variations in the ability of saliency
models to predict human fixations across images were
correlated more highly for the saliency search and free
viewing tasks than with the object search task.
Similarly, the fixational variance across observers
varied in a correlated way across images for the free
viewing and saliency search task. These results may
suggest that free viewing is to some extent akin to
moving the eyes to salient locations, or more specifi-
cally, among the four tasks tested, free viewing is most

Figure 17. Average correlation coefficient taken across models for each metric pairing and each task. Error bars represent SEM.
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similar to moving the eyes to salient locations. This
lends credence to the use of saliency models as
predictors of free eye movements; however, it must still
be noted that their predictions of behavior on free
viewing tasks is subpar as compared to saliency search
and explicit judgment tasks (per the distance and ROC
metrics). Another possible alternative explanation for
the relationship between saliency search and free
viewing tasks is that they are simply both mediated by a
common strategy of fixating objects in the scenes
(Einhäuser, Spain et al., 2008; Nuthmann & Hender-
son, 2010).

Variability of fixation patterns across observers

Analyses of the variability of fixations across
observers, shown in Figure 11, revealed lower KL
divergence and variance for the object search task and
higher KL divergence and variance for the free viewing
and saliency search task. The results are consistent with
the idea that eye movements across observers are more
similar when they are instructed to engage in a specific
task such as searching for an object rather than a more
open ended task such as free viewing.

Perhaps surprising is that the interobserver fixation
variance is similar for the free viewing and saliency search
task. We might have expected the saliency search task to
lead to lower interobserver fixation variance given that
observers are instructed with a top-down task. The
results could be interpreted to reflect the commonalities
between the saliency search task and the free viewing
task. The finding could also suggest that there is a large
degree of variability in what observers consider a salient
image region and that even with the specific instructions
observers might engage in search for saliency using
somewhat dissimilar features. Comparison to the explicit
saliency judgment provides a way to assess the observer
variability in eye movements compared to the inherent
variability in what observers consider the most salient
region of an image. The variance and KL divergence for
observers’ explicit saliency judgment is larger than that of
observers’ first few eye movements in the saliency search
and free viewing task. Around the third fixation, eye
movements in the saliency search and free viewing task
show comparable and larger variability than explicit
saliency judgments.

The additional variability in later eye movements in
the saliency search task when compared to explicit
judgments might reflect that observers have completed
the task and are engaging in idiosyncratic diverse tasks
or simply reflect additional variability due to uncer-
tainty in the spatial precision of fixational eye
movements (Kowler & Blaser, 1995) when compared to
mouse selections with longer times.

The finding that interobserver variability progres-
sively increases with fixation number is consistent with a
previous study (Tatler et al., 2005). A possible explana-
tion for the lower variability of early fixations is that
these are task-related and common to all observers. In
contrast, later saccades might be executed after com-
pletion of the instructed task and reflect secondary
idiosyncratic tasks engaged by each observer. Although
this is a likely explanation for the object search task it is
less likely for the saliency search and free viewing tasks.
If the observer variability in the saliency and free
viewing tasks was driven by the task to find the most
salient object then we would expect the early fixation
variability to be similar to that of the explicit saliency
judgment. Yet, the observer variability in early fixations
for the saliency search and free eye movement tasks was
significantly lower than the explicit judgment. We
speculate that the lower variability in these early
fixations of the two tasks might be related to the bias to
fixate initially towards the center of the images (center
bias; Tatler, 2007). It should be noted that the viewing
time in this experiment was relatively short (2 s)
compared to other studies (e.g., Bruce & Tsotsos, 2006, 4
s; Tatler et al., 2005, 1–10 s), therefore the pattern of
divergence in eye movement behavior between individ-
uals may not be fully captured.

Effect of image content on human and model
behavior

As was shown in Figures 14 and 16, the content of
images can drastically affect the variability of fixations
and ability of models to predict those fixations.
Generally, based on qualitative visual inspection of the
images, cluttered images produced more differences
between observer fixation locations and poorer model
prediction performance across all metrics. Images with
few objects, or with stand-out objects or regions
produced uniform fixation distributions across observ-
ers and better prediction performance across all
metrics. These results underscore the importance of
testing models against image databases that contain a
variety of image types. Cluttered images will be
inherently more difficult for models because there is a
high degree of observer variability that needs to be
accounted for with such images. A simpler benchmark
would be to use images that result in similar eye
movements among observers, as many do, but this will
preclude an assessment of whether a model can account
for the full range of human behavior.

Comparison of metrics

There has also been some debate regarding the most
accurate metric to quantify various models’ predictive

Journal of Vision (2014) 14(3):14, 1–27 Koehler, Guo, Zhang, & Eckstein 20

Downloaded from jov.arvojournals.org on 10/02/2019



power. Researchers have utilized a variety of metrics,
such as chance adjusted saliency (Parkhurst et al.,
2002), area under an ROC curve (Tatler et al., 2005),
KL-divergence (L. Zhang et al., 2008), and target
detection (Itti et al., 1998) to quantify model ability to
predict human eye movements. Our results indicate
that patterns of results differ slightly depending on
which metric is used. There are also some subtle
differences depending on what type of task human
observers were completing. If the differences in mean
performance on task by model are compared across
metrics, further insight can be gained as to the
weaknesses and strengths of each metric. The most
prominent difference in performance across metric was
seen in the case of the IK model results according to the
ROC metric. The ROC performance was computed to
be quite low because the output saliency maps are
sparse and close to binary. This drastically limits the
number of unique points that can be plotted on the
ROC curve, resulting in low areas under the curve. This
serves as an excellent example to consider the nature of
a models’ output when selecting a metric by which to
assess it. Similarly, models that only output maps do
not lend themselves well to being compared to object-
selection databases.

Conclusions

The main contribution of this work is a detailed
analysis of the types of tasks for which human behavior
is best predicted by saliency models. We show that
three state-of-the-art saliency models were best able to
predict explicit judgments of saliency and less able to
predict human eye movements on other more com-
monly tested tasks: free eye movements, saliency
search, and object search. The results support the
notion that the fixations during free viewing tasks are
not as well predicted by saliency models as explicit
saliency judgments. However, our results suggest that
the free viewing and saliency search eye movements
share some commonalities when compared to an object
search task. In terms of the observer variability in
fixational eye movements, our results suggest that
variability is modulated by the degree to which
observers are performing the same task, the variability
across observers in the underlying representation of
most salient regions, and the specific content of the
each image. Finally, the database of observer responses
used in this project should be useful for future projects,
especially since it consists of images depicting various
numbers of salient (i.e., foreground) objects, and can be
easily compared to models that output saliency maps.

Keywords: saliency, attention, eye movements, visual
search, real scenes
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Footnotes

1This coordinate output is unlike the database of
human selected rectangular enclosures of salient objects
constructed by Liu et al. (2007) because the explicit
judgment of saliency in the present paper could
correspond to nonobjects and/or parts of objects.

2The proportion of clicks within all regions reported
from the random control condition varies by model. It
does not match the proportion of total image area
subtended by all regions (0.28). This is because, as
mentioned before, some of the region boundaries
extend past the edge of the images. The average
proportion of the total image area subtended by all
regions was 0.25.
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Appendix

Papers that compared saliency models to
human behavior

This list was compiled by performing a keyword
search for salienc* in Journal of Vision, IEEE
Transactions on Image Processing, IEEE Transactions
on Pattern Analysis and Machine Intelligence, PNAS,
Vision Research, and Journal of the Optical Society of
America. Additionally, we included any papers that
were tested in the extensive comparison of 35 saliency
models to various human datasets performed by Borji
et al. (2012). Finally, we also included any papers that
contained the databases used in papers from the list
above and a comparison to some type of saliency
model. Models or data sets taken from dissertations
were not included. Seventeen unique data sets are used
in the free viewing comparisons, seven unique sets in
the task-based comparisons, eight unique sets in the
object selections, and three unique sets in the other
category. The list of citations below is divided by task
type as in Figure 1. Some papers used multiple data sets
and therefore compared a saliency model to more than
one task type, in which case they are listed in more than
one task section below.

Figure A1. ROI results broken down by region for the AIM and SUN models, respectively. Each bar represents the proportion of clicks

or fixations within that specific region, with regions ranked in order from most to fifth-most salient. Error bars represent SEM.
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Free viewing (42 papers)

(Berg, Boehnke, Marino, Munoz, & Itti, 2009; Bian
& Zhang, 2009; Birmingham et al., 2009; Borji et al.,
2012; Bruce & Tsotsos, 2009; Cerf, Harel, Einhäuser, &
Koch, 2008; Cerf et al., 2009; Erdem & Erdem, 2013;
Gao, Mahadevan, & Vasconcelos, 2008; Garcia-Diaz,
Fdez-Vidal, Pardo, & Dosil, 2012; Garcia-Diaz, Leb-
orán, Fdez-Vidal, & Pardo, 2012; Goferman, Zelnik-
Manor, & Tal, 2010; Guo & Zhang, 2010; Harel, Koch,
& Perona, 2007; Hou, Harel, & Koch, 2012; Hou &
Zhang, 2008; L. Itti & Baldi, 2005, 2006; Jacobson &
Nguyen, 2011; Kim & Milanfar, 2013; Kootstra &
Schomaker, 2009; Lang, Liu, Yu, & Yan, 2012; Le
Meur, Le Callet, & Barba, 2007; Le Meur, Le Callet,
Barba, & Thoreau, 2006; Le Meur, Thoreau, Le Callet,
& Barba, 2005; Lee, Huang, Yeh, & Chen, 2011; J. Li,
Tian, Huang, & Gao, 2010; J. Li, Levine, An, Xu, &
He, 2013; Y. Li, Zhou, Yan, Niu, & Yang, 2010; Lin et
al., 2013; Marat et al., 2009; Murray, Vanrell, Otazu, &
Parraga, 2011; Parkhurst et al., 2002; Peters et al., 2005;
Ramanathan, Katti, Sebe, Kankanhalli, & Chua, 2010;
Seo & Milanfar, 2009; Tavakoli, Rahtu, & Heikkilä,
2011; Vig, Dorr, Martinetz, & Barth, 2012; Yan, Liu,
Li, Niu, & Liu, 2010; L. Zhang et al., 2008; Zhao &
Koch, 2011, 2012)

Object selections (14 papers)

(Achanta et al., 2009; Avraham & Lindenbaum,
2010; Fang, Chen, Lin, & Lin, 2012; Hou & Zhang,
2007; Itti & Koch, 2000; Jung & Kim, 2012; Lang et al.,
2012; J. Li, Xu, & Gao, 2011; J. Li, Tian, Huang, &
Gao, 2009; Y. Li et al., 2010; J. Li et al., 2013; Liu et
al., 2007; Vazquez, Gevers, Lucassen, van de Weijer, &
Baldrich, 2010; Xie, Lu, & Yang, 2012)

Task-based viewing (15 papers)

(Birmingham et al., 2009; Borji et al., 2012; Erdem
& Erdem, 2013; Foulsham & Underwood, 2008;
Goferman et al., 2010; Harding & Bloj, 2010; Itti, 2004;
Judd, Ehinger, Durand, & Torralba, 2009; Lang et al.,
2012; J. Li et al., 2011; Murray et al., 2011; Rothkopf,
Ballard, & Hayhoe, 2007; Tatler et al., 2005; Zhao &
Koch, 2011, 2012)

Other (3 papers)

(Masciocchi, Mihalas, Parkhurst, & Niebur, 2009;
Toet, 2011; Vazquez et al., 2010)

Figure A2. Distance results broken down by region for the AIM and SUN models. Each bar represents the average distance of

selections or fixations closest to the specified region, with regions ranked in order from most to fifth-most salient. Error bars

represent SEM.
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