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Introduction

• When can an agent stop learning and start exploiting 
using the knowledge it obtained?

• Which strategy leads to minimal learning time?

• (PAC Settings) Agent’s goal is to find, with high 
probability, a near optimal policy. Specifically, with 
probability at least 1-δ output an ε-optimal policy.

• The approaches took in this paper are different to the 
conventional methods to these problems.
� Conventional: using softmax or ε-greedy for the tradeoff between 

exploration and exploitation. 
� This paper: a pure exploration process; action elimination based

on the upper and lower bounds on the value (or Q) function.



Multi-Armed Bandit

• A set of arms                           . When sampling arm     
a reward         is received. Let                

represent the expected reward of arm i.

• Best arm     : if it has the highest expected reward    .

• ε-optimal arm: if its expected reward is at most ε from 
the optimal reward, i.e., . 



Markov Decision Process

• Discounted return:
• Finite horizon return:

• Value function:

• Q-function:

• Greedy policy:



Hoeffding’s Inequality

• Let                   be independent random variables. 
Assume that the       are bounded, that is, 

then for the sum of these variables

we have the inequality (Hoeffding 1963)



Action Elimination for MAB Problem

• Naïve Algorithm



.



• Successive Elimination with Known Biases
But the matching of the arms to the expected rewards is unknown.



• Successive Elimination with Unknown Biases



• Median Elimination



Action Elimination for RL Problems

• Model-Based Learning
first learn the model, then solve the model to find the optimal policy

• Upper and lower estimates of the Q-function



• Model-Based AE Algorithm



• Model-Free Learning
learn the Q function directly without first learning a model

• Standard Q-learning

• Upper and lower estimates of the Q function



• Model-Free AE Algorithm



• Hybrid (MAB+Q-learning)



Example Results

• A Queuing System



.



• 20-State Sparse MDP



• 20-State Dense MDP



• Howard’s Automobile Replacement Problem



Conclusions

• Both MAB and RL are considered under the PAC 
settings.

• In the bandit problem, given n arms, it suffices to pull 
the arms a total of times to find an 
ε-optimal arm with probability of at least 1-δ.

• Action elimination and stopping conditions are 
devised in RL algorithms based on upper and lower 
bounds over the value (or Q) function.

• Simulation demonstrates a considerable speedup of 
AE Q-learning over standard Q-learning.


