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Rumor spreading

In each round, an adversary
1. generates a (possibly empty) set of rumors, and
2. places each rumor r at some node, the source of r .

Objective
Disseminate each rumor to all nodes, as quickly as possible.

Application
Maintenance of replicated databases

2 / 25



Random phone-call model

Definition (R. Karp, C. Schindelhauer, S. Shenker, and
B. Vocking, FOCS 2000)

I n nodes (with distinct IDs) communicate in parallel rounds
(n is known to the nodes)

I In each round every node u chooses a node v
independently and uniformly at random, and u calls v

I In a given round, u can only communicate with the node
that u called, and with the nodes that called u, in that
round.

Terminology

I If player u calls a node v and a message M is transmitted
from u to v we say that M is pushed;

I If M is transmitted from v to u we say that M is pulled.
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Time complexity

The push algorithm
At every round, every informed node u sends the rumor to the
called node v

Theorem (Frieze and Grimmett 1985, Pittel 1987)
All n nodes are informed in O(log n) rounds with high
probability.
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Related work

I Randomized rumor spreading in graphs [Feige, Peleg,
Raghavan, Upfal, 1990].

I Runtime and message complexity of randomized rumor
spreading in random graphs [Elsässer and Sauerwald
(SODA 2008), Elsässer (SPAA 2006)].

I Push-pull algorithms for random d-regular graphs
[Berenbrink, Elsässer and Friedetzky (PODC 2008)], and
for scale-free graphs [Elsässer (DISC 2006)].

I Quasirandom models [B. Doerr and T. Friedrich and T.
Sauerwald (SODA 2008, ICALP 2009)].
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Message complexity

Remark
The push algorithm has Θ(n log n) message complexity (per
rumor).

Theorem (Karp et al.)
W.h.p., the push&pull protocol informs all n nodes in time
log3 n + O(log log n) using O(n log log n) message
transmissions.

Drawback: requires precise notion of time, and relies on the
uniform distribution.
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Median-counter

The median-counter protocol supports faults, and works with
arbitrary probability distribution.

Theorem (Karp et al.)
W.h.p., the median-counter protocol informs all n nodes in time
O(log n) using O(n log log n) message transmissions.
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Not win-win

Theorem (Karp et al.)

I Any address-oblivious protocol guaranteeing that all but a
fraction f of the node receives the rumor with constant
probability has to perform an expected number of
Ω(n log log 1

f ) message transmissions.
I Any protocol guaranteeing that all but a o(n) fraction of the

node receives the rumor in O(log n) rounds with constant
probability has to perform an expected number of ω(n)
message transmissions.
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What about bit-complexity?
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Rumor spreading revisited

Definition
A rumor is a binary string, and any binary string of any size
represents a possible rumor.

So, there are exactly 2b distinct rumors of size b.

In each round, an adversary
1. generates a (possibly empty) set of rumors, and
2. places each rumor r to a non-empty subset of players, the

sources of r .

Objective
Disseminate each rumor to all nodes, as quickly as possible,
and transmitting as few bit as possible.
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Our results

Theorem
There is an address-oblivious protocol guaranteeing that, with
high probability, any rumor is distributed to all nodes within
O(log n) rounds and with O(nb + n log log n log b) bits of
communication, where b is the rumor’s size.

Theorem
For any b ≥ 1, no address-oblivious protocol can guarantee
that for any rumor of size b, this rumor is distributed to all
players within O(log n) rounds, with constant probability, and
o(nb + n log log n) bits of communication are used, in
expectation.

Hence, optimality in terms of both the running time and the
bit-complexity is attainable, except for very small rumor sizes
b � log log n log log log n.
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Lower bound

The Ω(n log log n) bound directly follows from Karp et al.

The Ω(nb) bound is trivial...

What about this protocol?
For each rumor r , the size b of r is pushed instead of r , and
these push transmissions take place in rounds t ≡ r (mod b).

Such a protocol spreads a b-bit rumor using only
O(n log n log b) bits, within O(b log n) rounds.
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Upper bound

Our rumor-spreading algorithm can be described as a push-pull
algorithm with “concise” feedback.

I When a node learns a new rumor r , it pushes r in all
subsequent rounds, until the 3rd time it pushes the rumor
to some node who already knows the rumor.

I Pull transmissions take place only every log n/ log log n
rounds—there are Θ(log log n) pull rounds during the
lifetime of r .

How to limit the useless transmission during the pull round?
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Feedback

Say u calls v during a pull round. We would like the set of
rumors pulled from u to v to consist of exactly those rumors
that u knows and v does not know.

We show how to encode the set of rumors that u knows using
roughly log b bits per b-bit rumor.

Our scheme is deterministic and allows for some false positives
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Thank You!
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