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Abstract: Human activity recognition (HAR) is a classification task for recognizing human
movements. Methods of HAR are of great interest as they have become tools for measuring
occurrences and durations of human actions, which are the basis of smart assistive technologies
and manual processes analysis. Recently, deep neural networks have been deployed for HAR in the
context of activities of daily living using multichannel time-series. These time-series are acquired
from body-worn devices, which are composed of different types of sensors. The deep architectures
process these measurements for finding basic and complex features in human corporal movements,
and for classifying them into a set of human actions. As the devices are worn at different parts of
the human body, we propose a novel deep neural network for HAR. This network handles sequence
measurements from different body-worn devices separately. An evaluation of the architecture is
performed on three datasets, the Oportunity, Pamap2, and an industrial dataset, outperforming the
state-of-the-art. In addition, different network configurations will also be evaluated. We find that
applying convolutions per sensor channel and per body-worn device improves the capabilities of
convolutional neural network (CNNs).

Keywords: human activity recognition; order picking; convolutional neural networks; multichannel
time-series

1. Introduction

Methods of HAR have been developed for classifying human movements. HAR uses as inputs
signals from videos [1] or from multichannel time-series, e.g., measurements from inertial measurement
unit (IMUs) [2–5]. This work focuses on HAR from multichannel time-series. Capturing, evaluating and
analyzing signal series for recognizing human actions are critical for many applications. For example,
HAR is of special interest for developing accurate smart assistive technologies or carrying out
optimizations in the industry where manual work remains dominant. HAR is a classification task.
A traditional HAR pipeline segments sequences using a sliding-window approach, extracts relevant
hand-crafted features from the segmented sequences, and it trains a classifier for assigning certain
action labels to the sequences [6–8]. However, this classification is hard, due to large intra- and
inter-class variability of human actions. Humans perform similar tasks differently. For example, in the
context of order picking, workers might change the way how they pick a box depending on the size of
the box, its texture or on their working fatigue. Besides, with respect to the amount of data, there is a
strong unbalance of the number of samples per activity class; that is, there are more measurements for
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frequent activities such as walking, than for less frequent ones such as grabbing a box [5,8]. Recently,
CNNs have been used successfully for solving HAR problems in the context of gesture recognition
and activities of daily life. In comparison with standard approaches, CNNs combine conveniently
the feature extraction and classification in an end-to-end approach [2–5,9,10]. The features extractors
are non-linear transformations, and they are learnt directly from raw data being more discriminative
with respect to human action-classes. In contrast, relevant handcrafted-features are hard to compute
and to scale. By stacking several filters and pooling operations, convolutional neural network (CNNs)
extract hierarchically basic and complex human movements, learning their non-linear and temporal
relations [2,9]. These architectures have in common convolution and pooling operations that are
carried out along the time axis. In addition, the convolutions’ filters are shared among the sensors, and
their receptive fields are rather small. Therefore, same parameters are applied to all the sensors and on
local signals, as those are likely to be correlated. These extracted temporal relations are invariant to
distortions and small temporal-translations [2,4,9]. Time-series are acquired from multiple sensors of
body-worn devices. These devices are located on different human body parts, e.g., the human limbs,
head, and torso. As human movements might vary with respect to these human body parts, it is
natural to process the body-worn sensors’ measurements individually.

This paper is an extended version of the work initially published in iWOAR2017 [11]. This work
introduced a novel CNN, which is applied to the order picking scenario. This architecture processes
body-worn sensors individually. Moreover, this work compared the performance of the architecture
with traditional methods based on statistical features, presented in [8], in the context of an order picking
scenario. Here, we add novel contributions including an evaluation of the proposed architecture in
two benchmark datasets for HAR, since the work in [11] concentrated on a private dataset. Besides,
we included an evaluation of different configurations of the deep architecture presented in [11] and
of the training procedure involving the number of layers, the usage of max-pooling operations and
different learning rates, as well as, a deployment of the deep architectures

The remainder of the paper is organized as follows: Section 2 will discuss the related work in
HAR using multichannel time-series. In Section 3, CNNs for HAR will be introduced and the novel
IMU centered CNNs will be described. In Section 4, the datasets and implementation details will be
explained. Experiments on the datasets, the Opportunity, Pamap2, and order picking datasets will be
presented and discussed in Section 5. Finally, conclusions will be drawn in Section 6.

2. Related Work

Multichannel time-series HAR obtains sequence segments and assigns them an activity class label.
In the past, HAR has been solved following the standard pipeline in pattern recognition: extracting
segments out from an input sequence, computing hand-crafted features, and predicting class labels
using classifiers. Statistical features, e.g., mean, median, max, min or the signal magnitude were
computed from each of the sensor segments, which were segmented from the input signal by a sliding
window approach [6–8]. Classifiers like Support Vector Machine (SVM), Naive Bayes, Random Forest
or sequence based approaches such as Dynamic Time Warping (DTW) [12] or Hidden Markov Model
(HMMs) [6,13] were frequently used. Following this standard approach, the authors in [8] analyzed
the order picking process. They introduced, first, a new dataset for order picking, where recordings
are taken from three IMUs worn by three workers in two warehouses. Second, they evaluated different
classifiers, namely an SVM, a Bayes classifier and a Random Forest, on segments that were extracted
with a sliding window approach using a set of handcrafted statistical features. These are often
complemented by features computed on the derivative of the signal or in some cases by a correlation
analysis between different signals [7]. However, even with the relatively good performance on small
and unbalanced datasets [6], designing and selecting relevant features is time consuming and it is
hardly scalable [5]. Besides, approaches using handcrafted features show overfitting to one of the
activities in a specific HAR task; thus, different sets of these features must be selected per activity [6,14].
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Deep architectures became the standard approach in different fields, for example in image
classification [15], image segmentation [16,17], word spotting [18,19], and even in non-visual domains
like acoustics [20]. Recently, they have been also used in HAR applications [2–5,9]. CNNs, applied
to multichannel time series HAR following a sliding window approach, capture the complex human
movements by combining basic ones. CNNs find hierarchical patterns and classify them taking directly
raw data from time series. The authors in [3] introduced a CNN with convolutional layers applied along
the time axis and over all the sensors simultaneously, called temporal convolution layers. They used
two or three of these layers followed by a pooling layer and a softmax classifier. The authors in [4]
proposed applying the temporal convolutions for sensors individually sharing the same filter. Besides,
they deployed a deeper architecture with four temporal convolutions followed by a fully-connected
and a softmax classifier. The fully-connected layer combines the convolved sensor sequences, modeling
correlations among the sensors. The authors in [5] combined CNNs and recurrent neural network
(RNNs), specifically long short-term memories (LSTMs); RNN are architectures that contain neurons
with self-connections, being suitable for processing sequences; LSTM units are recurrent units that
include memory cells and a gating system for learning long temporal dependencies in series without
exploding or vanishing gradients at training [5,21,22]. The authors replaced the fully-connected
layers that are usually part of a CNN by LSTM layers. Their architecture contains four temporal
convolution layers followed by two LSTMs layers and a softmax classifier. In [3–5], the authors
showed that the CNN exhibit a better performance in comparison with shallower methods using
Linear Discriminant Analysis (LDA), Quadratic Discriminant Analysis (QDA), K-Nearest Neighbor
(KNN), SVMs. By learning features in conjunction with the classifier, these become more discriminative
with respect to human actions. The authors in [9] compared deep neural network (DNNs), containing
only fully-connected layers, CNNs, similar to [3] with temporal convolutions over all sensors, LSTMs
and bi-directional long short-term memories (BLSTMs). B-LSTM are similar to LSTMs , however,
they process sequences following forward and backward directions. They presented a deep LSTM
architecture with three layers, and a B-LSTM architecture with a single layer. This last one presents
the state-of-the-art performance. Nevertheless, CNNs show results close to the performance of the
B-LSTM, being more robust against parameter changes. Following a sliding window approach, a single
activity label is predicted per window assuming that all measurements of the window belong to the
same activity class. However, this is hardly true for real applications. The authors in [10] replaced the
fully-connected layers by fully-convolutional layers for dense prediction of sequences. They presented
a deeper architecture in comparison to previous networks. In addition, they padded the convolutional
and max-pooling layers for keeping the same size of the sequence input. Differently from using raw
data directly, the authors in [23] implemented a compact neural network for mobile devices using
spectogram of signals as inputs. This network uses temporal convolutions per frequency, and it
performs a weighted summation over the convolved output for all the sensors and per frequency.
The authors in [24] extended this approach combining the learnt features with handcrafted ones.

3. Convolutional Neural Networks for HAR

CNNs, first proposed in [25], are hierarchical structures that combine convolutional
operations using learnable filters and non-linear activation functions, downsampling operations
and classifiers [15]. They map their input into a more compact representation, or they classify their
input into classes, depending on their objective function. Convolutional layers extract particular
features at different locations from their inputs. By stacking them, and downsampling their outputs,
CNNs extract more complex and abstract features, being at the same time invariant to distortions and
translations [26]. In multichannel time-series HAR, the CNN’s input consist of a stack of segmented
sequences from different sensors for a certain temporal duration. This input is a 2D matrix of T
measurements for each of the D sensors, see Figure 1. Additionally, convolution and downsampling
operations are carried out along the time axis. In this way, CNNs extract hierarchical human body
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movements, i.e., from basic and simple movements to complex ones. Besides, they learn the temporal
dependencies among different movements.

TC1 = 1

D
[F,1,C]

Cj

Convolution

Sliding window

IMU 1

IMU 2

IMU 3

TjCj

D

Figure 1. Example of IMUs’ measurements, a CNN’s input extracted following a sliding window
approach, and a temporal convolution-operation in HAR.

3.1. Temporal Convolution and Pooling Operations

Having a sequence with d = 1, 2, ..., D sensors, a sliding window of size T is moved forward with
a frame-shift of s segmenting sequence inputs. These sequence inputs are then of size [T, D]. Using a
small s, multiple windows representing the activity are extracted. Although the information in these
is highly redundant, the small frame-shift allows to generate a large number of samples, which is
important for training a CNN [4,11]. In CNNs, convolutional layers convolve their feature-map inputs
with C filters along the temporal axis. Having a feature-map xi of size [T, D, C] in layer i, and a set of
cj ∈ Cj filters wj,cj of size [F, 1, Ci] and biases bcj connecting layers i and j, a temporal-convolution for
each d sensor is:

xj
t,d,cj

= σ

(
Ci
∑

c=0

F−1
∑

f=0
w

cj
f ,1,c · x

i
t+ f ,d,c + bcj

)
∀d = 1, ..., D (1)

where σ is the activation function. The filters wj are shared among all the D sensors. Figures 1 and 2
depict the temporal-convolution operation for the input and different layers of a CNN.

Pooling operations reduce the size of a feature map along the temporal axis inducing a temporal
robustness. A max-pooling operation between layer i and j for a single channel c finds the maximum
among a set of p values, and is given by:

x(j)
t,d,cj

= max
0<p≤P

(
xi

t+p,d,ci

)
∀d = 1, ..., D (2)
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Figure 2. The CNN-IMU architecture contains m parallel branches, one per IMU. Branches are
composed of B blocks, each with two [5 × 1] temporal convolutions and a [2 × 1] max-pooling.
The outputs of the blocks are concatenated and forwarded to a fully connected layer. The output layer
is the softmax function.

3.2. Deep Architectures

We use an architecture that processes time-series of multiple IMUs separately. It is built
based on a sensor setup where multiple IMUs are worn by an individual. This architecture was
introduced in a previous work [11] based on the CNN and deepConvLSTM presented in [4,5,9]. It uses
temporal-convolution layers for finding temporal-local features in the input data, and fully-connected
layers for connecting all of these local features, creating a global representation of the data. However,
this architecture contains multiple parallel processing branches, following the idea of wider rather
than deeper networks. Each parallel branch has a logical meaning as it represents the data of a
single IMU. In theory, this abstraction should also allow for more robustness against the IMUs being
slightly asynchronous or having different characteristics [10,23]. Moreover, as these IMUs are located
on different parts of the human body, branches process only signals coming from individual parts,
increasing the descriptiveness [11].

This architecture is referred as CNN-IMU network. It contains parallel branches, each with
temporal-convolutions, subsequent pooling operations, and an additional fully-connected layer,
see Figure 2. These parallel branches process and merge input sequences from IMUs individually,
creating an intermediate representation per IMU. Following [4], each sensor d ∈ D is processed
separately by a temporal convolution; that is, convolutions are carried out in the time axis,
see Equation (1), and weights are shared among sensors. Each branch contains B blocks, each of
them having two stacked 5× 1 temporal convolutions followed by 2× 1 max-pooling operations, and,
eventually, concatenated by a fully-connected layer. Depending on the dataset, the number of temporal
convolutions and max-pooling layers may change. Instead of scaling the network deeper, these layers
are processed in parallel for each IMU, increasing the network’s descriptiveness. The network combines
these intermediate representations into a global one by means of a subsequent fully-connected layer.
As only one activity is considered to be present at each sequence segment, a softmax activation is used
for deriving pseudo-probabilities from the ki ∈ K class scores. Thus, for training, the cross-entropy
loss between the estimated probabilities xj

k and the target label yk ∈ Y is used. Dropout is applied to
all fully connected layers, except the classification layer.

For comparison with the proposed CNN-IMU architecture, a CNN baseline is also evaluated
following the architecture designs presented in [5,9]. This CNN has temporal convolutions over all
sensor values. One can see it as a simpler CNN-IMU with a single branch for all of the IMUs’ sequences.
Similarly, it contains 5× 1 temporal-convolutions and 2× 1 max-pooling operations followed by three
fully-connected layers. The number of neurons per layer is C = 64 and it is chosen according to [5],
which is smaller than the one used in [11].
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4. Materials and Methods

For the validation of the CNN-IMU architecture for HAR, we have selected three datasets:
The Opportunity [27], Pamap2 [28] and the Order Picking dataset [8]. These datasets comprise
multichannel time-series recordings from different number of IMUs on gestures, locomotion and
industrial activities. We evaluate the performance under different changes in the architectures and
training, precisely the number of branches, number of convolutional blocks, usage of max-pooling
operations, base learning rates β and learning rate reductions γ.

4.1. Opportunity Dataset

The Opportunity dataset [29,30], publicly available in [27], comprises recordings of gestures
and locomotion settings. In the gestures setting, the goal is to classify K = 18 right-arm gestures;
for example, activities like opening and closing doors or drawers, and drinking coffee. In the
locomotion setting, K = 5 classes of movements and postures of the body are recognized. Specifically,
the tasks are walking, standing, sitting, and lying. Both settings contain the ‘Null’ class. This class
covers all the human actions that are not relevant for a task. The recordings are taken from four
participants performing activities of daily living (ADL). Each participant executed five ADLs sessions
without a certain execution pattern. Additionally, participants carried out a drill session following a
list of 17 activities. IMUs’ are placed on both wrists, upper arms, feet, and back, providing recordings
of different sensors. In total, the dataset provides measurements of D = 113 sensors from m = 8 IMUs.
Sessions ADL3 of participants 2 and 3 are used as validation set, and sessions ADL4 and ADL5 of
participants 2 and 3 as testing set, following [3,5,30]. The sample rate of the recordings is 30 Hz.
A sliding window approach, with window size of 720ms or T = 24 and a step size of 360ms or s = 12,
is used for segmenting the sequences.

4.2. Pamap2 Dataset

The Pamap2 dataset [31], publicly available in [28], consists of recordings taken from 9 participants
carrying out locomotion activities. According to the dataset’s protocol, the dataset contains K = 12
action classes. Specifically, the classes are lying, sitting, standing, walking, running, cycling, nordic walking,
ascending stairs, descending stairs, vacuum cleaning, and rope jumping. We list the action classes as the
dataset contains, in addition, a set of optional activities. It provides recordings from IMUs including
accelerometers, gyroscope, magnetometer, and temperature sensors, and from a heart-rate monitor.
It contains overall measurements of D = 40 sensors from m = 4 IMUs. The IMUs are placed on the
hand, chest and ankle. Following [9], recordings from participants 5 and 6 are used as validation and
testing sets respectively. IMUs’ recordings are downsampled to 30 Hz, similar to the Opportunity
dataset. A sliding window approach with a window size of 3 s or T = 100 and step size of 660 ms
or s = 22 is used for segmenting the sequences. The window size is smaller than the one in [9] for
generating a larger number of segments. The step size allows a 78% overlapping as in [9,31].

4.3. Order Picking Dataset

The Order Picking dataset consists of recordings taken from persons in a logistic scenario. In order
picking, workers collect manually a list of items in a warehouse. The data consist of recordings of three
persons in two different warehouses, denoted as A and B. In total, the dataset contains recordings of
10 min and 23.30 min for warehouse A and B respectively. While the proposed approach is applicable
to an arbitrary number of IMUs, the number D of sensors has been restricted to not interfere with
the actual work. Thus, the recording in the order picking setup has been restricted to m = 3 IMUs
that were located at both wrists and at the torso. Each IMU captures data from an accelerometer, a
gyroscope and a magnetometer with a sample rate of 100 Hz. Thus, there are, in total, D = 3× 9 = 27
sensor channels. There are seven action classes in the dataset, see Table 1, namely walking, searching,
picking an article, scanning, info, carrying and acknowledge on a paper list. The dataset includes as
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well two background classes unknown and a sensor flip, which has been used for synchronization and
marking the beginning and end of an order line. The ’Null’ class is not considered. Similar to the other
two datasets, a sliding-window approach with window size of 1 s or w = 100 is used for segmenting
the sequences. However, all possible windows are extracted from the sequences; that is, a step size of
10 ms or s = 1 is used. As a result for each event in a sequence multiple windows representing the
activity are extracted. So, in general, there are 54.079 frames or approx. ≈9.01 min labeled data for
warehouse A, and 99.941 frames or approx. ≈16.39 min labeled data for warehouse B. An overview
is given in Table 1. The data is highly unbalanced, being the walking and picking the action classes
with the highest number of samples. Besides, activities in both warehouses are disjoint, i.e., not all
action classes are used in both warehouses. Workers in warehouse A use a paper list as guidance,
annotated as info activity. They also acknowledge a picking by signing manually the list. On the other
hand, workers in warehouse B use a handheld device as guidance and the info action represents the
interaction with the handheld device. Instead of the acknowledging activity, workers use the handheld
device for scanning an article.

Table 1. Overview of the Order Picking dataset and number of frames for each of the activity classes in
the different parts of the dataset [11].

Activity Class Warehouse A Warehouse B

walking 21,465 32,904
searching 344 1776
picking 9776 33,359
scanning 0 6473
info 4156 19,602
carrying 1984 0
acknowledge 5792 0

Unknown 1388 264
flip 1900 2933

4.4. Implementation Details

The proposed CNN-IMU and the CNN baseline are implemented in the the Caffe framework [32].
Depending on the dataset, the following configurations have been employed. The parameters of
the networks are updated by minimizing the categorical cross entropy using the stochastic gradient
descent with the RMSProp update rule as in [5]. Sequence segments, extracted using a sliding window
approach, are fed to the networks. These segments are assigned the most frequent ground truth.
We used the following hyperparameters: RMS decay of 0.95, base learning rates of β = [10−2, 10−3]

and batch size of 100 for the Gestures and Locomotion; base learning rates of β = [10−2, 10−3] and a
batch size of 50 for Pamap2, and base learning rates of β = [10−5, 10−6] and a batch size of 100 for the
Order Picking dataset. The number of epochs varies with respect to the dataset and the networks, see
Table 2. The validation costs saturate or the (CNN) overfits after a certain number of epochs for the
Opportunity and Pamap2 datasets. Figure 3 show examples of the training and validation costs using
the CNN baseline on the Gestures, Locomotion and Pamap2 datasets. For the Order picking dataset,
having a very limited number of original samples, more epochs lead to overfitting. In general, learning
rates are decreased at a certain epoch or iteration during training. We present the performance of the
architectures when learning rates were not decreased and when they were decreased with γ = 0.1,
once at half the epochs, and twice after one-third of epochs in training. Additionally, we used dropout
with probability of 50% on the inputs of the first and second fully-connected layer, and orthogonal
initialization [5,33]. As suggested in [5,11], input sequences were normalized per sensor to the range
[0, 1]. Moreover, a Gaussian noise of µ = 0 and σ = 0.01 is added, simulating sensors’ inaccuracies.
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Table 2. Number of epochs for training the architectures on the four datasets.

Dataset
Epochs

Baseline CNN CNN-IMU

Gestures 12 8
Locomotion 12 12
Pamap2 12 12
Order Picking 20 20

Figure 3. Training and Validation costs vs. epochs for the Opportunity-Gestures, -Locomotion and
Pamap2 dataset using the CNN baseline.

As the evaluation metric, we report the the classification accuracy and the weighted F1 (wF1).
The weighted F1 (wF1) considers the correct classification of each class equally, using the precision,
recall and the proportion of class in the dataset:

wF1 = ∑
i

2× ni
N
× precisioni × recalli

precisioni + recalli
, (3)

here, ni is the number of segments for each class k ∈ K and N is the total number of segments in
the dataset.

Compared with the classification accuracy, the weighted F1 is more convenient for evaluating the
performance of the networks on highly unbalanced datasets.

5. Results and Discussion

We evaluated two CNN-IMU architectures. A CNN-IMU containing B = 2 convolutional
blocks per branch. A block consists of a stacking of two convolutional, a max-pooling, and at last a
fully-connected layer. This architecture is refer as CNN-IMU-2, see Figure 2. The second CNN-IMU
contains four convolutional layers and no max-pooling operations, following [5] as datasets contain
short sequence segments and following [34] as max-pooling operations might not preserve information.
In addition, two versions of the baseline CNN are evaluated: a baseline CNN with four convolutional
layers and no max-pooling, as the architecture proposed in [5], and an additional baseline CNN, called
CNN-2, including max-pooling layers, creating two blocks, similarly as CNN-IMU-2. All the networks
contain C = 64 units per convolutional layer and C = 512 per fully connected layer, see Figure 2.
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5.1. Opportunity-Gestures

We present the classification accuracy and the weighted F1 for the different architectures on the
Opportunity-Gestures validation sets. The CNN-IMU has m = 8 branches, due to the number of IMUs.
Table 3 shows the performances of the networks with max pooling, namely CNN-2 and CNN-IMU-2,
and without max-pooling, the CNN and CNN-IMU architectures. For this datasets, max-pooling
operations in CNN-2 and CNN-IMU-2 are carried out with a stride of 1, as the sequences are short
T = 24. We used a randomization test for stating whether a certain performance is significant or
not [35] (A performance improvement is considered significant if the p-value is less than 5.0× 10−2

and highly significant if the p-value is less than 1.0× 10−2). The randomization tests are carried out
comparing the classification accuracies between the architectures with and without max-pooling and
the architecture with the best performance. In Table 3, the CNN-IMU without max-pooling trained
with β = 10−4 presents the best accuracy. For the randomization tests, one used the 59364 testing
samples. As we are comparing the accuracies against the best one, the significant values will denote
significant lower performances. These values are presented in italic in the table. Contrary to [5,34],
using max-pooling layers do not influence negatively the networks’ performances, even for short
sequence inputs.

Table 3. Validation accuracies and Weighted F1 for architectures with and without max-pooling
operations on the Opportunity-Gestures dataset. CNN & CNN-2 architectures with β = 10−4 overfit to
the “Null” class with zero predictions for the other action classes.

Architecture Max-Pooling Acc[%] wF1[%]

β = 10−3

baseline CNN [5] No 90.96 91.11
CNN-2 Yes 91.49 91.52
CNN-IMU No 92.13 91.88
CNN-IMU-2 Yes 91.80 91.57

Architecture Max-Pooling Acc[%] wF1[%]

β = 10−4

baseline CNN [5] No 83.43 75.89
CNN-2 Yes 83.43 75.89
CNN-IMU No 92.24 92.01
CNN-IMU-2 Yes 92.13 92.00

Table 4 presents the performances of the four architectures: the baseline CNN and CNN-IMU
(without max-poolings); the CNN-2 and CNN-IMU-2 with two convolutional blocks CNN, when
training using two different learning rates. Similarly to [5,9], the architectures with only one branch
show better results when using a β = 10−3 than a β = 10−4. When training with this learning rate,
both CNN networks seem overfitting to class “Null”. Both CNN-IMU architectures present the best
results when training using a β = 10−4. Table 5 shows the extension of the evaluation for both learning
rates when they are decreased by γ = 0.1 once and twice during training. Randomization tests were
carried out per network and per β taking the best performance as the reference. Architectures benefit
when the β = 10−3 and it is decreased during training, contrary to using a smaller base β = 10−4.
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Table 4. Validation accuracies and Weighted F1 for the architectures on the Opportunity-Gestures
dataset using two learning rates during training. CNN & CNN-2 architectures with γ = 10−4 overfit to
the Null class with zero predictions of the other action classes.

Architecture β = 10−3 β = 10−4

Acc[%] wF1[%] Acc[%] wF1[%]

baseline CNN [5] 90.96 91.11 83.43 75.89
CNN-2 91.49 91.52 83.43 75.89
CNN-IMU 92.13 91.88 92.24 92.01
CNN-IMU-2 91.8 91.57 92.13 92.0

Table 5. Validation accuracies and Weighted F1 for the architectures on the Opportunity-Gestures
dataset when reductions of the learning rate at training are used. CNN & CNN-2 architectures with
γ = 10−4 overfits to the Null class with zero predictions of the other action classes.

Architecture
γ = 0.1

No Decrease @ epochs
2 @ epochs

3

β = 10−3 Acc[%] wF1[%] Acc[%] wF1[%] Acc[%] wF1[%]

baseline CNN [5] 90.96 91.11 91.68 91.94 91.72 91.88
CNN-2 91.49 91.52 91.51 91.62 91.22 91.45
CNN-IMU 92.13 91.88 92.46 92.38 92.22 92.14
CNN-IMU-2 91.80 91.57 92.40 92.29 92.44 92.31

Architecture
γ = 0.1

No Decrease @ epochs
2 @ epochs

3

β = 10−4 Acc[%] wF1[%] Acc[%] wF1[%] Acc[%] wF1[%]

baseline CNN [5] 83.43 75.89 - - - -
CNN-2 83.43 75.89 - - - -
CNN-IMU 92.24 92.01 91.52 91.38 91.25 90.81
CNN-IMU-2 92.13 92.00 91.64 91.29 91.31 90.93

5.2. Opportunity-Locomotion

Likewise, Tables 6–8 show the performances for the different architectures on the
Opportunity-Locomotion dataset. The CNN-IMUs have m = 8 branches. Randomization tests
were carried out comparing the classification accuracies per network and β and the best performances
as references using the 9894 testing samples. Contrary to the results on the Gestures, the networks
with only one branch and two blocks present the best performances. Significant inferior accuracies are
shown in italic. In general, the CNN’s performances are superior than the CNN-IMUs’ ones. Moreover,
reducing the learning rate during training presents an unfavorable effect. Experiments using a low
learning rate β = 10−4 with no reductions show a significant performance’ improving. Following
the results on the Gestures, using the max-pooling layers does not affect positive nor negative the
performance of the networks.
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Table 6. Validation accuracies and Weighted F1 for the architectures with and without max-pooling
operations on the Opportunity-Locomotion dataset.

Architecture Max-Pooling Acc[%] wF1[%]

β = 10−3

baseline CNN [5] No 88.05 88.02
CNN-2 Yes 89.66 89.57
CNN-IMU No 88.61 88.61
CNN-IMU-2 Yes 88.11 88.05

Architecture Max-Pooling Acc[%] wF1[%]

β = 10−4

baseline CNN [5] No 89.78 89.67
CNN-2 Yes 89.68 89.56
CNN-IMU No 88.76 88.59
CNN-IMU-2 Yes 88.67 88.53

Table 7. Validation accuracies and Weighted F1 for the architectures on the Opportunity-Locomotion
dataset using two learning rates during training.

Architecture
β = 10−3 β = 10−4

Acc[%] wF1[%] Acc[%] wF1[%]

baseline CNN [5] 88.05 88.02 89.78 89.67
CNN-2 89.66 89.57 89.68 89.56
CNN-IMU 88.61 88.61 88.76 88.59
CNN-IMU-2 88.11 88.05 88.67 88.53

Table 8. Validation accuracies and Weighted F1 for the architectures on the Opportunity-Locomotion
dataset when reductions of the learning rate during training are used.

Architecture
γ = 0.1

No Decrease @ epochs
2 @ epochs

3

β = 10−3 Acc[%] wF1[%] Acc[%] wF1[%] Acc[%] wF1[%]

baseline CNN [5] 88.05 88.02 88.06 87.92 86.57 86.40
CNN-2 89.66 89.57 88.39 88.25 89.29 88.17
CNN-IMU 88.61 88.61 88.48 88.39 87.45 87.31
CNN-IMU-2 88.11 88.05 88.65 88.55 87.62 87.55

Architecture
γ = 0.1

No Decrease @ epochs
2 @ epochs

3

β = 10−4 Acc[%] wF1[%] Acc[%] wF1[%] Acc[%] wF1[%]

baseline CNN [5] 89.78 89.67 87.14 89.02 88.19 88.07
CNN-2 89.68 89.56 89.45 89.35 87.75 87.67
CNN-IMU 88.76 88.59 88.18 88.05 87.50 87.35
CNN-IMU-2 88.67 88.53 87.76 87.59 86.85 86.69

5.3. Pamap2

In Tables 9–11, the performances of the networks on the Pamap2 dataset are shown. The CNN-IMU
architectures contain m = 4 branches. As the dataset consists of longer sequences than the Opportunity’
ones, we also add an additional convolutional block to the networks; so that, the networks will have
in total six convolutional layers and three max-pooling. We present then two more architectures;
a CNN with three convolutional blocks, called CNN-3 and a CNN-IMU with three convolutional
blocks, called CNN-IMU-3. Randomization tests were performed similar to the Opportunity ones
with 3785 testing samples. Mixed results can be found, both configurations CNN and CNN-IMU
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show the best performances starting from a base learning rate of 10−4. The performances of the CNN
and CNN-IMU improves adding a third convolutional block without learning rate reduction during
training. However, the architectures with only one branch, the CNN-2 and CNN-3, show the best
performances. In general for the performances on the three datasets and contrary to [34], CNNs benefit
from max-pooling operations, even when sequences are short.

Table 9. Validation accuracies and Weighted F1 for the architectures with and without max-pooling
operations on the Pamap2 dataset.

Architecture Max-Pooling Acc[%] wF1[%]

β = 10−3

baseline CNN [5] No 89.90 89.60
CNN-2 Yes 92.55 92.60
CNN-IMU No 90.12 89.94
CNN-IMU-2 Yes 90.78 90.76

Architecture Max-Pooling Acc[%] wF1[%]

β = 10−4

baseline CNN [5] No 84.75 84.99
CNN-2 Yes 91.15 91.22
CNN-IMU No 90.22 89.94
CNN-IMU-2 Yes 91.22 91.25

Table 10. Validation accuracies and Weighted F1 for the architectures on the Pamap2 dataset using two
learning rates during training.

Architecture β = 10−3 β = 10−4

Acc[%] wF1[%] Acc[%] wF1[%]

baseline CNN [5] 89.90 89.60 84.75 84.99
CNN-2 92.55 92.60 91.15 91.22
CNN-3 92.54 92.62 93.0 93.15
CNN-IMU 90.12 89.94 90.22 89.84
CNN-IMU-2 90.78 90.76 91.22 91.25
CNN-IMU-3 91.30 91.53 92.52 92.62

Table 11. Validation accuracies and Weighted F1 for the architectures on the Pamap2 dataset when
reductions of the learning rate during training are used.

Architecture
γ = 0.1

No Decrease @ epochs
2 @ epochs

3

β = 10−3 Acc[%] wF1[%] Acc[%] wF1[%] Acc[%] wF1[%]

baseline CNN [5] 89.90 89.60 89.87 89.93 90.17 90.11
CNN-2 92.55 92.60 91.75 91.67 91.81 83.52
CNN-3 92.54 92.62 91.36 91.33 91.70 91.72
CNN-IMU 90.12 89.94 91.70 91.68 91.22 91.23
CNN-IMU-2 90.78 90.76 88.27 88.84 92.81 96.01
CNN-IMU-3 91.30 91.53 91.89 91.93 89.93 89.95

Architecture
γ = 0.1

No Decrease @ epochs
2 @ epochs

3

β = 10−4 Acc[%] wF1[%] Acc[%] wF1[%] Acc[%] wF1[%]

baseline CNN [5] 84.75 84.99 89.27 89.13 88.35 88.18
CNN-2 91.15 91.22 89.77 89.62 88.64 88.52
CNN-3 93.0 93.15 92.23 92.10 91.81 91.49
CNN-IMU 90.22 89.84 89.72 89.58 90.06 90.09
CNN-IMU-2 91.22 91.25 91.94 92.04 93.13 93.21
CNN-IMU-3 92.52 92.62 90.61 90.64 92.92 92.99
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5.4. Order Picking

Similarly, we evaluated the CNN-IMUs and the baseline CNN on the Order Picking Dataset.
We follow a 3-fold validation as the dataset is scarce, in which one person is taken as the testing
set and the other two as the training set. Tables 12 and 13 show the results for the warehouse A
and B for each of the persons taken as the testing set. Tables present the CNN architectures: the
baseline CNN from [5], the proposed CNN-IMU and CNN-IMU-2 architectures. There are m = 3
branches in the CNN-IMU architectures. The networks present overfitting to the “walking” action
class when using β = [10−3, 10−4]. For this reason smaller βs were used. Randomization tests were
performed similar to the previous experiments ones, comparing the classification accuracies with
the best one. Thus, the significant values denote lower performances and are presented in italic in
the tables. For these tests, we used [12, 567, 17, 436, 16, 799] samples for each of the three persons as
test set. For the warehouse A, see Table 12, the CNN-IMU architectures obtain significantly better
performances. Computing temporal dependencies and obtaining a feature representation per IMU
show a favorable behaviour. The CNN-IMU-2, which contain max-pooling layers, show an advantage
with respect to the CNN-IMU.

Table 12. Accuracies [%] and Weighted F1 [%] for warehouse A using CNN architectures.

Architecture
Person 1 Person 2 Person 3 Warehouse A

Acc wF1[%] Acc wF1[%] Acc wF1[%] Acc wF1[%]

Baseline CNN γ = 10−5 64.69 65.23 70.2 67.36 65.62 60.72 66.84 ± 2.95 64.44 ± 3.39
Baseline CNN γ = 10−6 63.72 62.71 69.81 65.32 66.34 61.5 66.62 ± 3.06 63.18 ± 1.95
CNN-2 γ = 10−5 66.66 63.58 73.33 59.15 68.05 63.61 69.35 ± 3.52 65.45 ± 3.21
CNN-2 γ = 10−6 68.2 65.77 69.53 66.46 67.74 61.97 68.49 ± 0.93 64,73 ± 2.42
CNN-IMU γ = 10−5 66.48 64.54 70.22 67.26 66.8 62.25 67.83 ± 2.07 64.68 ± 2.51
CNN-IMU γ = 10−6 67.36 65.20 73.34 68.67 67.24 63.22 69.31 ± 3.49 65.22 ± 2.76
CNN-IMU-2 γ = 10−5 68.34 66.23 74.39 69.09 69.68 63.97 70.80 ± 3.18 66.43 ± 2.56
CNN-IMU-2 γ = 10−6 67.43 68.04 72.05 69.69 70.60 66.20 70.03 ± 2.36 67.97 ± 1.75

For the warehouse B, see Table 13, results are more diverse. The best results are obtained by the
CNN-IMU without max-pooling operations when using a β = 10−6. It can be observed that there is a
big variance between person 1 and person 2. This is mainly due to the different activities those persons
carried out in which person 1 does not perform the ‘searching’ activity. For the randomization tests,
we used [15, 158, 47, 044, 35, 100] samples for each of the three persons as test set. For both warehouses,
the CNN-IMU architectures performs better than the CNNs.

Table 13. Accuracies [%] and Weighted F1 [%] for warehouse B using CNN architectures.

Architecture
Person 1 Person 2 Person 3 Warehouse A

Acc wF1[%] Acc wF1[%] Acc wF1[%] Acc wF1[%]

Baseline CNN γ = 10−5 45.98 36.04 60.78 53.05 77.15 75.6 61.30 ± 15.59 54.89 ± 19.84
Baseline CNN γ = 10−6 43.9 35.53 59.66 52.27 77.68 76.35 60.41 ± 16.9 54.72 ± 20.52
CNN-2 γ = 10−5 49.39 43.8 58.57 52.42 77.56 76.61 61.84 ± 13.37 57.61 ± 17.01
CNN-2 γ = 10−6 47.42 40.16 62.64 56.53 77.97 76.70 62.68 ± 15.27 57.80 ± 18.30
CNN-IMU γ = 10−5 49.79 46.94 59.21 51.28 76.38 75.48 61.79 ± 13.48 57.9 ± 15.37
CNN-IMU γ = 10−6 67.23 63.21 60.87 53.99 80.0 77.76 69.36 ± 9.74 64.98 ± 11.98
CNN-IMU-2 γ = 10−5 43.06 52.68 61.11 68.65 78.32 79.97 60.83 ± 17.63 67.10 ± 13.71
CNN-IMU-2 γ = 10−6 54.31 45.66 61.71 53.78 89.93 78.13 68.65 ± 18.79 59.86 ± 16.12

5.5. Comparison with the State-of-the-Art

Table 14 compares the testing accuracies and Weighted F1 for best results on the Opportunity
and Pamap2 datasets for each of the evaluated architectures and the reported performance in [5,9].
Randomization tests were performed per dataset comparing all architectures with the one portraying
the best classification accuracies. The values that are significant lower than the best performance are
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presented in italic. The proposed CNN-IMU’s accuracies and weighted F1 on the Opportunity-Gestures
and Pamap2 datasets are superior with respect to the other architectures and the benchmarking.
The classification accuracies of the CNN-IMUs on the Opportunity-gestures are significant better in
comparison with the baseline CNN. The CNN-IMU with B = 2 and B = 3 blocks and the CNN-3
present similar performances, which are significant better than the architectures without max-pooling
operations (baseline CNN and CNN-IMU), showing the benefit of using max-pooling operations.
However, the architectures with only one convolutional block, the baseline CNN and CNN-2, perform
significantly better than the proposed networks on the Opportunity-locomotion dataset. As this setting
contains annotations for movements and postures of the whole human body, it seems that processing
measurements from individual IMUs does not provide any advantage.

Table 14. Comparison between the testing accuracies and Weighted F1 for the best performances using
CNNs and state-of-the-art on the Opportunity and Pamap2 datasets. Results marked with ‘*’ cannot be
directly compared, as the authors in [10] predict action classes per sample and they do not follow a
sliding window-approach.

Architecture

Datasets

Gestures Locomotion Pamap2

Acc[%] wF1[%] Acc[%] wF1[%] Acc[%] wF1[%]

baseline CNN [5] 91.58 90.67 90.07 90.03 89.90 90.04
CNN-2 91.26 91.32 89.71 89.64 91.09 90.97
CNN-3 - - - - 91.94 91.82
CNN-IMU 92.22 92.07 88.10 88.05 92.52 92.54
CNN-IMU-2 91.85 91.58 87.99 87.93 93.68 93.74
CNN-IMU-3 - - - - 93.53 93.62

CNN-Ordonez [5] - 88.30 - 87.8 - -
Hammerla [9] - 89.40 - - - 87.8
DeepCNNLSTM Ordonez [5] - 91.7 - 89.5 - -

Dense labeling Yao [10] * 89.9 59.6 87.1 88.7 - -

Table 15 compares the best results of the evaluated architectures with the traditional approaches’
performances using statistical features, reported in [11], on the order picking dataset. In general for the
warehouse A, the traditional approaches are outperformed by the CNN-IMU-2, however, not by a large
margin. For example, the difference between the Bayes classifier and the CNN-IMU-2 is small for the
person 3. This results are similar to different works in HAR and contrary to other recognition tasks. For
the warehouse B, results are more diverse. In average, the CNN-IMU-2 performs better in comparison
with the statistical features. Nonetheless, this mainly due to its significant better performance on the
person 1.

Table 15. Comparison between the best performances using CNNs and statistical features on the order
picking dataset for warehouses A and B.

Architecture
Person 1 Person 2 Person 3 Warehouse A

Acc wF1[%] Acc wF1[%] Acc wF1[%] Acc wF1[%]

Statistical features
Bayes 64.8 - 51.3 - 69.9 - 62.0 ± 7.8 -
Random Forest 64.3 - 52.9 - 63.5 - 60.2 ± 5.2 -
SVM linear 66.6 - 63.5 - 64.1 - 63.6 ± 2.6 -

CNN CNN-IMU-2 γ = 10−5 68.34 66.23 74.39 69.09 69.68 63.97 70.80 ± 3.18 66.43 ± 2.56

Architecture
Person 1 Person 2 Person 3 Warehouse B

Acc wF1[%] Acc wF1[%] Acc wF1[%] Acc wF1[%]

Statistical features
Bayes 58.0 - 62.4 - 81.8 - 67.4 ± 10.3 -
Random Forest 49.5 - 70.1 - 79.0 - 66.2 ± 12.4 -
SVM linear 39.7 - 62.8 - 77.2 - 59.9 ± 15.4 -

CNN CNN-IMU γ = 10−6 67.23 63.21 60.87 53.99 80.0 77.76 69.36 ± 9.74 64.98 ± 11.98
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6. Conclusions

We have evaluated a novel CNN architecture for HAR using multichannel time-series acquired
from body-worn sensors, i.e., IMUs. The architecture is originally introduced in a previous work [11].
This architecture consist of parallel branches. A single branch contains temporal convolutions,
max-pooling operations and a final fully-connected layer. Each of these branches finds temporal
relations of time-series per IMU. They create an intermediate representation of the IMU’s measurements.
The architecture merges each of these representations by means of a subsequent fully-connected layer,
which is then used for classification. Extending the work in [11], the proposed architecture is evaluated
on two benchmark-datasets, the Opportunity with Gestures and Locomotion settings, and the Pamap2.
The architecture is also deployed on a private dataset, the Order Picking dataset. In addition, we have
investigated the effect of using max-pooling, as this operation might not preserve the information as
suggested in [34]. For relatively long sequences, networks using max-pooling operations show better
results. Furthermore, evaluations using different learning rates and their reduction during training
were presented. These showed some mixed behaviours. The CNN-IMU benefits from relative small
learning rate as compared to the baseline CNN. For the bigger learning rate, decreasing the learning
rate during training is advantageous. The CNN-IMU and CNN-IMU-2 architectures’ performances
outperform the state-of-the-art on the Opportunity-gestures, Pamap2 and Order Picking datasets.

Implementation code and parameters of the CNN-IMU are available from [36].
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