
Using EM to Learn 3D Models 
of Indoor Environments with 

Mobile Robots

By: Yufeng Liu, Rosemary Emery, Deepayan Chakrabarti, 
Wolfram Burgard, and Sebastian Thrun



Overview

Use 2 LADAR sensors at a 90 degree offset from 
each other to map a 3d world
Attempt to fit a low-complexity planar model to 
the 3D data
Attempt to match panoramic camera data to the 3D 
model to texture it
Polygons made from the planar model when 
possible to make visualization possible



The Robot

Equipped with two 2D laser range finder and a 
panoramic camera  (panoramic mirror as close as 
possible to laser range finder's optical axis



Assumptions

Pose estimation has been dealt with
− Mapping requires accurate position and orientation of 

the sensors
− It's been done before, so it is assumed to work

Assume the world is made up of mostly flat 
surfaces
− This is for indoor use
− Works very well in man-made structures, particularly 

hallways
− If a surface isn't flat, it still gets mapped as a polygonal 

representation. Data isn't thrown away.



Planar representation of the world

θ ={θi,...,θJ}
Where θ is the set of all J surfaces in the world
Each surface in θ, θj is represented by the tuple: 

<αj,βj> where αj is the unit surface normal of the 
surface and βj is the distance to the origin of the 
mapped world

This allows the distance from a point z to the surface 
θj to be given by 
|αj ●z – βj|



Measurement Model

Measurements can be shown as points in 3D space
− Conversion between distance + angle to position is 

assumed to be possible
Model is a probabilistic generative model of the 
measurements given the world: p(zi|θ) 
Measurements assumed to have gaussian
measurement noise



Measurement Model (part 2) 

p(zi|θj) =

p(zi|θ*) =

where θ* is a member of θ which accounts for all 
measurements not caused by any surfaces in θ.

θ* is not a real surface. It is simply there to deal with 
inexplicable values of zi.



Measurement Model (part 2) 

p(zi|θ*) =

To make p(zi|θ*)  closer to p(zi|θj) , 
p(zi|θ*) =

p(zi|θj) =



What is wrong?

Data is really noisy.



Expectation Maximization

Log-likelihood function
− define cij as 1 if the ith measurement zi corresponds to 

the jth surface in the model, θj, and a 0 otherwise.
− Similarly ci* is given the value 1 if no θj in θ caused 

the ith measurement.
− Define Ci as the correspondence vector of the ith

measurement:
Ci = {ci*,ci1,ci2,...,ciJ}



EM(Cont.) 

If we know Ci, we can express p(zi|θ) as
p(zi|Ci,θ)=

Since only one correspondence will be 1, and the 
rest will be zero, this generalizes the p(zi|θ*) and 
p(zi|θj) formulas.



EM(Cont.) 

If we know Ci, we can express p(zi|θ) as
p(zi|Ci,θ)=

Since only one correspondence will be 1, and the 
rest will be zero, this generalizes the p(zi|θ*) and 
p(zi|θj) formulas.

--This is why we wanted similar equations for 
p(zi|θ*) and p(zi|θj)



EM(Cont.) 

Now we can get the joint probability of a 
measurement zi.
p(zi,Ci|θ)=

We have J+1 correspondences since there are J 
surfaces total and then the additional * “surface”. 
This formula assumes that, in the absence of 
measurements, all of these are equally likely.



EM(Cont.) 

p(zi,Ci|θ)=

We can then take the likelihood of all 
measurements Z and their correspondences C
p(Z,C|θ)=

We simply take the product over i of all 
measurements, zi.



EM(Cont.) 

We then take the log-likelihood since it is more 
convenient for optimization
ln p(Z,C|θ)=

Maximizing the log-likelihood is equivalent to 
maximizing the likelihood, since ln is monotonic.



EM(Cont.) 

Since we're doing expectation maximization, not 
probability maximization
Ec[ln p(Z,C|θ)]=



EM(Cont.) 

Ec[ln p(Z,C|θ)]=

We may then use linearity of expectation:
Ec [ln p(Z,C|θ)]=



EM- E-step

Given a model θ[n] for which we seek to determine 
the expectations E[cij] and E[ci*] for all i,j.
Use Bayes rule, applied to the sensor model.

E[cij]=



EM- E-step

E[cij]=

=



EM- E-step

E[cij]=

=

=



EM- E-step

E[ci*]=

by the same reasoning as E[cij], we can do our 
special non-surface case



EM- E-step

E[ci*]=

E[cij]=

Except for a variable in the denominator to account 
for θ*, this is proportional to the Mahalanobis
distance between the surface and the measurement



EM M-step

Given expectations E[cij] and E[ci*], generate a 
new model theta[n+1] that maximizes the expected 
log-likelihood of Z



EM M-step

Since most of the expectation terms are constants 
with respect to the model θ, we can simplify

to

With the change that now we must minimize instead 
of maximize.



M-step continued

α has the restriction that it is forced to be a unit 
vector.
Thus the m-step is a quadratic optimization 
problem under some equality constraints for α



M-step continued

α has the restriction that it is forced to be a unit 
vector.
Thus the m-step is a quadratic optimization 
problem under some equality constraints for α
Use Lagrange multipliers λj for j = 1,...,J.



M-step (continued) 



M-step (continued) 



M-step (continued) 

Which can be substituted back in for βj to get:



M-step (continued) 

We now have a set of linear equations of the type

Where each Aj is a 3x3 matrix.



M-step (continued) 

We now have a set of linear equations of the type

Where each Aj is a 3x3 matrix.
The elements of A are calculated with:



M-step (continued) 

We can now calculate values of αj by finding the 
eigenvectors of Aj.
The two eigenvectors with the largest eigenvalues
are the desired surface. The third eigenvector, 
which is orthogonal two the other two 
eigenvectors, is the surface normal.  



Surfaces in θ

The expectation model assumes that the value of J 
is known
− In reality, it isn't

Thus, we need to make up some surfaces in θ to 
which we can attribute measurements.



Making new surfaces

New surfaces are created from a random 
measurement zi
Find the two nearest measurements to zi (in 
Euclidean space) 
These three points can be used to make a surface.

Chosen because trying to match surfaces together 
causes problems with surfaces that are nearby 
(such as doors recessed from the wall) 



Removing surfaces

Surfaces are trimmed from θ by checking, after the 
convergence of the expectation maximization, if it 
fails to meet any of a few criteria:
− Insufficient number of measurements: The total 

expectation for the surface θj is smaller than an 
arbitrary threshold

− The density of measurements attributed to the 
surface is too sparse

The average distance between any  measurement 
and its nearest neighbor where both are 
attributed to θj is larger than some threshold.



Fusing Surfaces

If two surfaces are too close together, that is the 
angle and distance between the surfaces are below 
some threshold, the two surfaces are considered 
the same and their corresponding measurements 
are added into a single set.



Smoothing

Done as a post-process
If three or more of the nearest neighbours to a 
measurement zi are assigned to some surface j, 
then zi is switched to be assigned to surface j.
This was done as a post-process because it greatly 
complicates the expectation maximization if put 
into the likelihood model.



3D reconstruction

Finally, the measurements zi are mapped into 
polygons and the limits on each surface in θ are 
computed. (until here, surfaces had infinite width)
Camera data is also used to texture the data
− The mirror axis is on-axis with the LADAR, so 

this is somewhat  trivial. 



Results!
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