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Entity Typing
q Fine-‐grained	  Entity	  Typing:	  Type	  labels	  for	  a	  mention	  forms	  a	  “type-‐path”	  (not	  

necessarily	  ending	  in	  a	  leaf	  node)	  in	  a	  given	  (tree-‐structured)	  type	  hierarchy

ID Sentence	  

S1

S2

S3

...

	  	  Republ ican	  presidential	  candidate	  Donald	  Trump 	  	  
	  	  spoke	  during	  a	  campaign	  event	  in	  Rock	  Hi ll.

	  	  Donald	  Trump 's	  company	  has	  threatened	   to	  withhold	  
	  	  up	  to	  $1	  billion	  of	  investment	  if	  the	  U.K.	  government	   	  
	  	  decides	  to	  ban	  his	  entry	   into	  the	  country.

	  	  In	  Trump’s	  TV	  real ity	  show,	  “The	  Apprentice”,	  16	  
	  	  people	  competed	  for	  a	  job.

...

root

product person location organiz
ation

...

...

politician artist
business
man ...

... ...

author actor singer ...
...

...

q Manually	  annotating	  training	  corpora	  with	  100+ entity	  types
q Expensive	  &	  Error-‐prone

q Current	  practice:	  use	  distant	  supervision	  to	  automatically	  labeled	  training	  corpora

Person	  à politician

Person	  à businessman

Person	  à artist	  à actor

Type-‐path
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Label Noise in Entity Typing
ID Sentence 

S1

S2

S3

...

  Republ ican presidential candidate Donald Trump  
  spoke during a campaign event in Rock Hi ll.

  Donald Trump's company has threatened to withhold 
  up to $1 billion of investment if the U.K. government  
  decides to ban his entry into the country.

  In Trump’s TV real ity show, “The Apprentice”, 16 
  people competed for a job.

...

Text Corpus

Entity: Donald Trump Knowledge Bases

Noisy Training Examples

Distant
Supervision

Candidate Type Set  
(Sub-tree)

root

product person location organiz
ation

...

...

politician artist
business

man ...

... ...

author actor singer ...

Target Type 
Hierarchy

Mention: “Donald Trump”; Context: S1;
Candidate Types: {person, politician, 

businessman, artist, actor}

Mention: “Donald Trump”; Context: S2;
Candidate Types: {person, politician, 

businessman , artist, actor}

Mention: “Trump”; Context: S3;
Candidate Types: {person, politician, 

businessman, artist, actor}

1

2

3 ...
...

Donald	  Trump	  is	  mentioned	  in	  
sentences	  S1-‐S3.

q Distant	  supervision
q Assign	  same types	  (blue	  

region)	  to	  all the	  mentions	  
q Does	  not	  consider	  local	  

contextswhen	  assigning	  
type	  labels

q Introduce	  label	  noise	  to	  
the	  mentions

The	  types	  assigned	   to	  entity	  Trump	  include	  person,	  artist,	  actor,	  politician,	  businessman,	   while	  only	  
{person,	  politician}	  are	  correct	  types	  for	  the	  mention	  “Trump” in	  S1	  
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Label Noise in Entity Typing (cont.)
q Current	  typing	  systems	  either ignore this issue
q assume	  all	  candidate	  labels	  obtained	  by	  supervision	  are	  “true”	  labels

q Or	  use	  simple pruning	  heuristics to deletementions	  with	  conflicting	  types
q aggressive	  deletion	  of	  mentions	  à significant	  loss	  of	  training	  data

The	  larger	  the	  target	  type	  set,	  the	  more	  severe	  the	  loss!
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Label Noise Reduction: Task Description
q Define	  a	  new task,	  called	  Label	  Noise	  Reduction	  in	  Entity	  Typing,	  to	  identify	  the	  

correct	  type-‐path	  for	  each	  mention	  in	  training	  set,	  from	  its	  noisy	  candidate	  type	  set
q VS.	  typical	  typing	  systems:	  they	  focus	  on	  designing	  models	  for	  typing	  unlabeled	  mentions
q The	  first	  systematic	  study	  of	  type	  label	  noise	  in	  distant	  supervision
q A	  fundamental	  task	  for	  entity	  typing	  systems	  (the	  bottleneck	  of	  their	  performance)

q Problem	  Definition
q Input:	  	  
q (1)	  Automatically	  labeled	  training	  corpus: set	  of	  (mention,	  context,	  candidate	  type	  labels)	  triples
q (2)	  Knowledge	  base,	  along	  with	  its	  entity-‐type	  facts	  (i.e.,	  set	  of	  (entity,	  type)	  tuples)
q (3)	  Target	  type	  hierarchy	  T
q Output:	  Estimate	  a	  single	  type-‐path	  (not	  required	  to	  end	  in	  a	  leaf	  node)	  in	  the	  hierarchy	  

T,	  based	  on	  the	  mention	  itself	  as	  well	  as	  its	  context	  in	  the	  sentence
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Label Noise Reduction: Related Work
q Fine-‐grained entity typing
q Both	  multi-‐class	  classification	  methods	  &	  embedding	  methods	  require	  correct	  type	  

labels	  on	  each	  instance	  (entity	  mention)	  to	  train	  effective	  models
q Ignore label	  noise	  when using	  distant	  supervision
q Use	  simple pruning	  heuristics to	  delete	  instances	  with	  conflicting	  types

à significant	  loss	  of	  training	  instances!

q VS. Label	  noise	  reduction
q Label	  noise	  issue	  has	  been	  studied	  for	  other	  information	  extraction	  tasks	  such	  as	  

relation	  extraction	  and	  slot	  filling.	  However,	  the	  form	  of	  supervision	  is	  different	  from	  
that	  in	  entity	  typing.	  
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Label Noise Reduction: Related Work (cont.)
q Partial	  label	  learning
q Consider	   “only	  of the candidate	  labels	  is	  correct” (1 among K is correct)
q Strategy 1:	  Assume	  equal	  contribution	  of	  each	  candidate	  label	  and	  average	  the	  

outputs	  from	  all	  candidate	  labels	  for	  prediction	  
q Strategy 3: Treat	  true	  label	  as	  latent	  variable	  and	  optimize	  objectives	  such	  as	  

maximum	  likelihood	  criterion	  and	  maximum	  margin	  criterion	  by	  EM	  procedure.	  

q VS.	  Label	  noise	  reduction
q Leverage	  label	  correlation	  in	  target	  type	  hierarchy
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Label Noise Reduction: Challenges

Presence	  of	  incorrect	  type	  labels	  in	  a	  mention’s	  candidate	  type	  set

q Supervised/semi-‐supervised	  techniques	  both	  assume	  “all	  labels	  are	  
correct/reliable	  labels”

q How	  to	  accurately	  estimate	  the	  relatedness	  between	  mentions	  and	  types?

q Aspect	  I:	  How	  to	  model	  the	  noisy	  associations	  between	  mention	  and	  its	  candidate	  
labels,	  to	  indicate	  the	  “truth	  status”	  of	  the	  candidate	  labels

q Aspect	  II:	  How	  to	  incorporate	  the	  semantic	  similarity	  between	   types,	  as	  we	  are	  
estimating	  the	  type-‐path	  holistically	  for	  a	  mention

q vs.	  estimating	  individual	  labels	  independently
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Label Noise Reduction: Solution Ideas
q Propose	  a	  weakly-‐supervised	  (unsupervised)	  approach,	  where	  the	  end	  goal	  is	  to	  

estimate	  the	  relatedness	  between	  mentions	  and	  types
1. sim(mention,	  true candidate	  label)	  >	  sim(mention,	  false candidate	  label)
2. sim(mention,	  fine-‐grained true	  label)	  >	  sim(mention,	  coarse-‐grained true	  label)

1. Model the “truth status” of candidate labels as “latent values” using a novelpartial-‐
label lossà progressively estimate them by incorporatingmultiple signals:

q Co-‐occurrences between text features and mentions in the large corpus
q Collective associations between type labels and mentions in the large corpus

2. Model semantic similarity between types (i.e., type correlation) derived from KB, to
ensure holistic type-‐path estimation
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Label Noise Reduction: Framework Overview 

State-of-the-art 
Typing Systems

ID Sentence

S1

S2

S3

S4

...

  New York City Mayor Bill  de Blasio is heading to 
  Iowa on Friday for four days to campaign for 

  Democrat ic presidential candidate Hillary Clinton

  Republ ican presidential candidate Donald Trump  
  spoke during a campaign event in Rock Hi ll.

  Trump's company has threatened to withhold up 
  to $1 billion of investment if the U.K. government 

  decides to ban his entry into the country.

   …, Trump announced the leaders of his 
   presidential campaign in Louisiana on Tuesday.

...

Mention: “S1_Hillary Cl inton”; Context: S1;
Candidate Types: {person, politician, artist, author}

Mention: “S2_Donald Trump”; Context: S2;
Candidate Types: {person, politician, businessman, artist, actor}

Mention: “S3_Trump”; Context: S3;
Candidate Types: {person, politician, businessman, artist, actor}

Mention: “S4_Trump”; Context: S4;
Candidate Types: {person, politician, businessman, artist, actor}

Automatically Labeled Training Examples Construction of Graph

Te
xt

 C
or

pu
s

Mention: “S1_Hillary Clinton”; Context: S1;
Clean Types: {person, politician}

Mention: “S2_Donald Trump”; Context: S2;
Clean Types: {person, politician}

Mention: “S3_Trump”; Context: S3;
Clean Types: {person, businessman}

Mention: “S4_Trump”; Context: S4;
Clean Types: {person, politician}

Heterogeneous Partial-label Embedding

Type Inference

Denoised Training Examples

Test
Examples

Multi-label 
Perceptron;

...
Hierarchical 

SVM;

ClassifiersTraining

prediction

root

product person location organiz
ation

...

...

politician artist business
man

...

... ...

author actor singer ...

Mention

Feature

Type

S1_Hillary 
Clinton S2_Donald 

Trump S3_Trump S4_Trump

...

person

politician

artistactor

businessman

author

singer

HEAD_Donald

CONTEXT_
candidate

CONTEXT_
campaign

TOKEN_
trump

CONTEXT_
presidentialCONTEXT_

republican

CONTEXT_
democratic ...

S3_Trump
S2_Donald Trump

S1_Hillary Clinton

S4_Trump
businessman

politician

S2_Donald 
Trump

person

S3_Trump
S2_Donald TrumpEmbedding 

Space CONTEXT_
campaign

HEAD_donald

1. Generate	  text	  features	  and	  construct	  a	  heterogeneous	  graph
2. Perform	  joint	  embedding	  of	  the	  constructed	  graph	  G	  into	  the	  same	  low-‐dimensional	  space	  
3. For	  each	  mention,	  search	  its	  candidate	  type	  sub-‐tree	  in	  a	  top-‐down	  manner	  and	  estimate	  the	  true	  type-‐

path	  from	  learned	  embedding
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Text Features for Fine-grained Typing

q “Turing	  Machine”	  is	  used	  as	  an	  example	  mention	  from	  the	  sentence:
q “The	  band’s	  former	  drummer	  Jerry	  Fuchs—who	  was	  also	  a	  member	  of	  Maserati,	  

Turing	  Machine	  and	  The	  Juan	  MacLean—died	  after	  falling	  down	  an	  elevator	  shaft.”.	  

Feature Description Example
Head Syntactic head token of the mention “HEAD Turing”
Token Tokens in the mention “Turing”, “Machine”
POS Part-of-Speech tag of tokens in the mention “NN”
Character All character trigrams in the head of the mention “:tu”, “tur”, ..., “ng:”
Word Shape Word shape of the tokens in the mention “Aa” for “Turing”
Length Number of tokens in the mention “2”
Context Unigrams/bigrams before and after the mention “CXT B:Maserati ,”, “CXT A:and the”
Brown Cluster Brown cluster ID for the head token (learned using D) “4 1100”, “8 1101111”, “12 111011111111”
Dependency Stanford syntactic dependency [16] associated with the head token “GOV:nn”, “GOV:turing”

Table 2: Text features used in this paper. “Turing Machine” is used as an example mention from “The band’s former drummer Jerry

Fuchs—who was also a member of Maserati, Turing Machine and The Juan MacLean—died after falling down an elevator shaft.”.

nessman). Instead of defining a binary variable to indicate
whether a mention-type link is true or not, we specify the
likelihood of a mention-type link being true as the relevance
between the corresponding mention and type, and progres-
sively estimate the relevance by incorporating other side sig-
nals (e.g., text features, type correlation). We propose to
model mention-type links based on the following hypothesis.

Hypothesis 1 (Partial Label Association). A men-
tion should be embedded closer to its most relevant candidate
type than to any other non-candidate type, yielding higher
similarity between the corresponding embedding vectors.

During model learning, relevance between an entity men-
tion and its candidate type is measured by the similarity
between their current estimated embeddings. Text features,
as complements to mention-candidate type links, also partic-
ipate in modeling the mention embeddings, and help identify
a mention’s most relevant type. In sentence S1 of Fig. 2,
context words democratic and presidential infer that type
politician is more relevant than type actor for mention
“Hillary Clinton”. This hypothesis assumes that the embed-
dings of two mentions will be close if and only if their most
relevant candidate types are similar.

Mention-Feature Co-occurrence Subgraph. Intuitively, en-
tity mentions sharing many text features (i.e., with similar
distributions over F) tend to have close type semantics; and
text features which co-occur with many entity mentions in
the corpus (i.e., with similar distributions overM) likely rep-
resent similar entity types. The following hypothesis guides
our modeling of mention-text feature co-occurrences.

Hypothesis 2 (Mention-Feature Co-occurrences).
If two entity mentions share similar features, they should be
close to each other in the embedding space (i.e., high simi-
larity score). If two features co-occur with a similar set of
mentions, their embedding vectors tend to be similar.

In Fig. 2, for example, mentions “Donald Trump” in S2 and
“Trump” in S4 share multiple features (e.g., Trump, presi-
dential and campaign), and thus are likely of the same type
politician. Conversely, features campaign and presiden-
tial likely represent the same type politician since they
co-occur with similar sets of mentions in the corpus.
Formally, we form binary links between mentions and

their text features to construct a mention-feature co-occurrence
subgraph, i.e., wij = 1 if feature fj 2 F is extracted for
mention mi 2 M; and wij = 0 otherwise. We use GMF =�
(mi, fj) | wij = 1, mi 2 M, fj 2 F to denote the subgraph.

Type Correlation Subgraphs. In target type hierarchy Y,
types closer to each other (i.e., shorter path) tend to be
more related (e.g., actor is more related to artist than
to person in the left column of Fig. 3). In KB  , types
assigned to similar sets of entities should be more related to
each other than those assigned to quite di↵erent entities [12]
(e.g., actor is more related to director than to author

in the right column of Fig. 3). We propose to model type
correlation based on the following hypothesis.

Figure 3: Example of constructing type correlation graph.

Hypothesis 3 (Type Correlation). If high correla-
tion exists between two target types based on either type hi-
erarchy or KB, they should be embedded close to each other.

We build a homogeneous graph GY Y to represent the cor-
relation between types. A simple way to measure correla-
tion between two types is to use their distance in the target
type hierarchy (tree). Specifically, a link (yk, yk0 ) is formed
if there exists a path between types yk and yk0 in Y (paths
passing root node are excluded). We define the weight of link
(yk, yk0 ) 2 GY Y as wkk0 = 1/

�
1 + ⇢(yk, yk0 )

�
, where ⇢(yk, yk0 )

denotes the length of the shortest path between types yk and
yk0 in Y. Although using shortest path to compute type cor-
relation is e�cient, its accuracy is limited—It is not always
true that a type (e.g., athlete) is more related to its parent
type (i.e., person) than to its sibling types (e.g., coach), or
that all sibling types are equally related to each other (e.g.,
actor is more related to director than to author).
An alternative approach to avoid this accuracy issue is to

exploit entity-type facts T in KB to measure type corre-
lation. Given two target types yk, yk0 2 Y, the correlation
between them is proportional to the number of entities they
share in the KB. Let Ek denote the set of entities assigned
with type yk in KB, i.e., Ek =

�
e | (e, yk) 2 T 

 
. The weight

wkk0 of link (yk, yk0 ) 2 GY Y is defined as follows.

wkk0 =
⇣

�

�Ek \ Ek0
�

�/
�

�Ek

�

�+
�

�Ek \ Ek0
�

�/
�

�Ek0
�

�

⌘

/2, (1)

where |Ek| denotes the size of set Ek. We compare these two
methods for measuring type correlation in our experiments.
Entity-entity facts of various relationships in the KB can
also be utilized to model type correlation, as discussed in
KB embedding [10, 1]. We leave this as future work.

3.2 Heterogeneous Partial-Label Embedding
This section follows notations in Table 3 to formulate a

joint optimization problem for embedding the constructed
heterogeneous graph G into a d-dimensional vector space.
A straightforward solution is to model the whole graph

with the local consistency objective [9]. Such a solution en-
counters several problems: False candidate types negatively
impact the ability of the model to determine mention’s true
types, and the mention-feature links are too sparse to model

q Features	  are	  extracted	  from:
q (1)	  mention’s	  name	  string:	  e.g.,	  head	  token,	  POS	  tags,	  Brown	  Cluster	  of	  head	  token
q (2)	  mention’s	  context	  in	  the	  sentence:	  e.g.,	  	  n-‐grams,	  dependency	  roles
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Construction of Heterogeneous Graphs 

q With	  three	  types	  of	  objects	  extracted	  from	  corpus:	  entity	  mentions,	  target	  types,	  and	  
text	  features	  

Three types of links:
1.Mention-‐type link:
represents	  each	  mention’s	  
candidate	  type	  assignment	  

2.Mention-‐feature link:
captures	  corpus-‐level	  co-‐
occurrences between	  
mentions	  and	  text	  features	  

3. Type	  correlation link:
encodes	  the	  type	  correlation	  
derived	  from	  KB	  or	  target	  
type	  hierarchy	  

State-of-the-art 
Typing Systems

ID Sentence

S1

S2

S3

S4

...

  New York City Mayor Bill  de Blasio is heading to 
  Iowa on Friday for four days to campaign for 

  Democrat ic presidential candidate Hillary Clinton

  Republ ican presidential candidate Donald Trump  
  spoke during a campaign event in Rock Hi ll.

  Trump's company has threatened to withhold up 
  to $1 billion of investment if the U.K. government 

  decides to ban his entry into the country.

   …, Trump announced the leaders of his 
   presidential campaign in Louisiana on Tuesday.

...

Mention: “S1_Hillary Cl inton”; Context: S1;
Candidate Types: {person, politician, artist, author}

Mention: “S2_Donald Trump”; Context: S2;
Candidate Types: {person, politician, businessman, artist, actor}

Mention: “S3_Trump”; Context: S3;
Candidate Types: {person, politician, businessman, artist, actor}

Mention: “S4_Trump”; Context: S4;
Candidate Types: {person, politician, businessman, artist, actor}

Automatically Labeled Training Examples Construction of Graph

Te
xt

 C
or

pu
s

Mention: “S1_Hillary Clinton”; Context: S1;
Clean Types: {person, politician}

Mention: “S2_Donald Trump”; Context: S2;
Clean Types: {person, politician}

Mention: “S3_Trump”; Context: S3;
Clean Types: {person, businessman}

Mention: “S4_Trump”; Context: S4;
Clean Types: {person, politician}

Heterogeneous Partial-label Embedding

Type Inference

Denoised Training Examples

Test
Examples

Multi-label 
Perceptron;

...
Hierarchical 

SVM;

ClassifiersTraining

prediction

root

product person location organiz
ation

...

...

politician artist business
man

...

... ...

author actor singer ...

Mention

Feature

Type

S1_Hillary 
Clinton S2_Donald 

Trump S3_Trump S4_Trump

...

person

politician

artistactor

businessman

author

singer

HEAD_Donald

CONTEXT_
candidate

CONTEXT_
campaign

TOKEN_
trump

CONTEXT_
presidentialCONTEXT_

republican

CONTEXT_
democratic ...

S3_Trump
S2_Donald Trump

S1_Hillary Clinton

S4_Trump
businessman

politician

S2_Donald 
Trump

person

S3_Trump
S2_Donald TrumpEmbedding 

Space CONTEXT_
campaign

HEAD_donald
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Mention-Type Association Subgraph
q Forms	  a	  bipartite	  graph	  between	  entity	  mentions	  and	  target	  types	  
q Each	  mention	  is	  linked	  to	  its	  candidate	  types	  with	  binary	  weight	  
q Some	  links	  are	  “false”	  links	  in	  the	  constructed	  mention-‐type	  subgraph
q The	  likelihood	  of	  a	  mention-‐type	  link	  is	  measured	  by	  the	  relevance	  between	  the	  

corresponding	  mention	  and	  type	  

Hypothesis	  1	  (Partial	  Label	  Association):	  
A	  mention	  should	  be	  embedded	  closer	  to	  its	  
most	  relevant	  candidate	  type	  than	  to	  any	  other	  
non-‐candidate	  type,	  yielding	  higher	  similarity	  
between	  the	  corresponding	  embedding	  vectors.	  

State-of-the-art 
Typing Systems

ID Sentence

S1

S2

S3

S4

...

  New York City Mayor Bill  de Blasio is heading to 
  Iowa on Friday for four days to campaign for 

  Democrat ic presidential candidate Hillary Clinton

  Republ ican presidential candidate Donald Trump  
  spoke during a campaign event in Rock Hi ll.

  Trump's company has threatened to withhold up 
  to $1 billion of investment if the U.K. government 

  decides to ban his entry into the country.

   …, Trump announced the leaders of his 
   presidential campaign in Louisiana on Tuesday.

...

Mention: “S1_Hillary Cl inton”; Context: S1;
Candidate Types: {person, politician, artist, author}

Mention: “S2_Donald Trump”; Context: S2;
Candidate Types: {person, politician, businessman, artist, actor}

Mention: “S3_Trump”; Context: S3;
Candidate Types: {person, politician, businessman, artist, actor}

Mention: “S4_Trump”; Context: S4;
Candidate Types: {person, politician, businessman, artist, actor}

Automatically Labeled Training Examples Construction of Graph

Te
xt

 C
or

pu
s

Mention: “S1_Hillary Clinton”; Context: S1;
Clean Types: {person, politician}

Mention: “S2_Donald Trump”; Context: S2;
Clean Types: {person, politician}

Mention: “S3_Trump”; Context: S3;
Clean Types: {person, businessman}

Mention: “S4_Trump”; Context: S4;
Clean Types: {person, politician}

Heterogeneous Partial-label Embedding

Type Inference

Denoised Training Examples

Test
Examples

Multi-label 
Perceptron;

...
Hierarchical 

SVM;

ClassifiersTraining

prediction

root

product person location organiz
ation

...

...

politician artist business
man

...

... ...

author actor singer ...

Mention

Feature

Type

S1_Hillary 
Clinton S2_Donald 

Trump S3_Trump S4_Trump

...

person

politician

artistactor

businessman

author

singer

HEAD_Donald

CONTEXT_
candidate

CONTEXT_
campaign

TOKEN_
trump

CONTEXT_
presidentialCONTEXT_

republican

CONTEXT_
democratic ...

S3_Trump
S2_Donald Trump

S1_Hillary Clinton

S4_Trump
businessman

politician

S2_Donald 
Trump

person

S3_Trump
S2_Donald TrumpEmbedding 

Space CONTEXT_
campaign

HEAD_donald

Example:	  In	  sentence	  S1,	  context	  words	  democratic and	  
presidential infer	  that	  type	  politician is	  more	  relevant	  than	  
type	  actor for	  mention	  “Hillary	  Clinton”	  
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Mention-Feature Co-occurrence Subgraph
q Intuition
q Mentions	  sharing	  many	  text	  features	  tend	  to	  have	  close	  type	  semantics
q Text	  features	  which	  co-‐occur	  with	  many	  entity	  mentions	  in	  the	  corpus	  likely	  

represent	  similar	  entity	  types.	  

Hypothesis	  2	  (Mention-‐Feature	  Co-‐occurrences):	  
If	  two	  entity	  mentions	  share	  similar	  features,	  they	  should	  be	  
close	  to	  each	  other	  in	  the	  embedding	  space	  (i.e.,	  high	  simi-‐
larity score).	  If	  two	  features	  co-‐occur	  with	  a	  similar	  set	  of	  
mentions,	  their	  embedding	  vectors	  tend	  to	  be	  similar.	  

State-of-the-art 
Typing Systems

ID Sentence

S1

S2

S3

S4

...

  New York City Mayor Bill  de Blasio is heading to 
  Iowa on Friday for four days to campaign for 

  Democrat ic presidential candidate Hillary Clinton

  Republ ican presidential candidate Donald Trump  
  spoke during a campaign event in Rock Hi ll.

  Trump's company has threatened to withhold up 
  to $1 billion of investment if the U.K. government 

  decides to ban his entry into the country.

   …, Trump announced the leaders of his 
   presidential campaign in Louisiana on Tuesday.

...

Mention: “S1_Hillary Cl inton”; Context: S1;
Candidate Types: {person, politician, artist, author}

Mention: “S2_Donald Trump”; Context: S2;
Candidate Types: {person, politician, businessman, artist, actor}

Mention: “S3_Trump”; Context: S3;
Candidate Types: {person, politician, businessman, artist, actor}

Mention: “S4_Trump”; Context: S4;
Candidate Types: {person, politician, businessman, artist, actor}

Automatically Labeled Training Examples Construction of Graph

Te
xt

 C
or

pu
s

Mention: “S1_Hillary Clinton”; Context: S1;
Clean Types: {person, politician}

Mention: “S2_Donald Trump”; Context: S2;
Clean Types: {person, politician}

Mention: “S3_Trump”; Context: S3;
Clean Types: {person, businessman}

Mention: “S4_Trump”; Context: S4;
Clean Types: {person, politician}

Heterogeneous Partial-label Embedding

Type Inference

Denoised Training Examples

Test
Examples

Multi-label 
Perceptron;

...
Hierarchical 

SVM;

ClassifiersTraining

prediction

root

product person location organiz
ation

...

...

politician artist business
man

...

... ...

author actor singer ...

Mention

Feature

Type

S1_Hillary 
Clinton S2_Donald 

Trump S3_Trump S4_Trump

...

person

politician

artistactor

businessman

author

singer

HEAD_Donald

CONTEXT_
candidate

CONTEXT_
campaign

TOKEN_
trump

CONTEXT_
presidentialCONTEXT_

republican

CONTEXT_
democratic ...

S3_Trump
S2_Donald Trump

S1_Hillary Clinton

S4_Trump
businessman

politician

S2_Donald 
Trump

person

S3_Trump
S2_Donald TrumpEmbedding 

Space CONTEXT_
campaign

HEAD_donald

Example: mentions	  “Donald	  Trump”	  in	  S2	  and	  “Trump”	  in	  S4	  share	  
multiple	  features	  (e.g.,	  Trump,	  presidential and	  campaign),	  and	  thus	  
are	  likely	  of	  the	  same	  type	  politician.	  Conversely,	  features	  campaign
and	  presidential likely	  represent	  the	  same	  type	  politician	  since	  they	  
co-‐occur	  with	  similar	  sets	  of	  mentions	  in	  the	  corpus.	  
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Type Correlation Subgraph
q Build	  a	  homogeneous	  graph	  to	  represent	  the	  semantic	  similarity	  between	  types	  

q Simple	  way:	  Use	  distance	  in	  the	  target	  type	  hierarchy
q In	  target	  type	  hierarchy,	  types	  closer	  to	  each	  other	  tend	  to	  be	  more	  related
q Example: actor	  is	  more	  related	  to	  artist	  than	  to	  person	  in	  the	  left	  column

Hypothesis	  3	  (Type	  Correlation):	  
If	  high	  correlation	  exists	  between	  
two	  target	  types	  based	  on	  either	  
type	  hierarchy	  or	  KB,	  they	  should	  
be	  embedded	  close	  to	  each	  other.	  

root

product person locat ion organiz
ation

...

...

coach artist athlete ...

... ...

author actor director ...

Example Type-Type 
Correlation Graph

Target Type Hierarchy (Tree) Entity-Type Facts in KB

corr(actor, person) 
= 1/(1+2) = 1/3

corr(actor, director) 
= 1/(1+2) = 1/3

corr(actor, author) 
= 1/(1+2) = 1/3

NO PATH Æ  corr(person, location) = 0
(Ben Affleck, actor)

(Ben Affleck, director)
(Woody Al len, actor)

(Woody Al len, director)
(J. K. Rowling, author)
(Kobe B ryant, athlete)

...

Entity-type facts
Ben Affleck

Woody Allen

J. K. Rowling

Kobe Bryant

person

director

actor

author

athlete

Corr = 
(1+1)/2=1

Corr = 
(0.25+1)/2

=0.625

person

politician

artist

actor

businessman

author

singer
director

athlete

coach

q Advanced	  way:	  Exploit	  entity-‐
type	  facts	  in	  KB

q Given	  two	  target	  types,	  the	  
correlation	  between	  them	  is	  
proportional	  to	  the	  number	  of	  
entities	  they	  share	  in	  the	  KB	  
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Heterogeneous Partial-Label Embedding (PLE): The Joint Optimization Problem

Partial	  label	  loss	  between	  
mentions	  and	  types	  (Hypo 1)

Type	  correlation	  based	  on	  KB	  (Hypo 3)

Model mention-‐feature	  links	  using
second-‐order skip-‐gram objective	  (Hypo	  2)
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PLE: Partial-Label Loss

q Intuition
q For	  mention	  𝑚",	  the	  maximum	  score	  associated	  with	  its	  candidate	  types	  𝒴" is	  

greater	  than	  the	  maximum	  score	  associated	  with	  any	  other	  non-‐candidate	  types	  𝒴",	  
where	  the	  scores	  are	  measured	  using	  current	  embedding	  vectors.	  

q vs.	  multi-‐label	  learning
q A	  large	  margin	  is	  enforced	  between	  all candidate	  types	  and	  non-‐candidate	  types	  

without	  considering	  noisy	  types.	  
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PLE: Second-Order Proximity Model

q Intuition
q Nodes	  with	  similar	  distributions	  over	  neighbors	  are	  similar	  to	  each	  other	  

q Define	  the	  probability	  of	  feature	  𝑓%	  generated	  by	  mention	  𝑚" for	  each	  link	  (𝑚",𝑓% 	  ) in	  
the	  mention-‐feature	  subgraph as	  follows	  

q Enforce	  the	  conditional	  distribution	  specified	  by	  embeddings,	  i.e.,	  𝑝 + 𝑚" ,	  to	  be	  close	  
to	  the	  empirical	  distribution	  (i.e.,	  link	  distribution	  of	  𝑚" over	  all	  features	  in	  the	  
mention-‐feature	  subgraph)
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Learning Algorithm for PLE

q Can be efficiently solved by alternative
minimizationalgorithm	   based on block
coordinatedescent	  schema

q Algorithm complexity is linear to #links	  
in	  the	  heterogeneous	  graph

q Mini-‐batch stochastic sub-‐gradient
descent can also be applied for our
problem
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Top-Down Type Inference
q Perform	  top-‐down	  search	  in	  the	  candidate	  type	  sub-‐

tree	  to	  estimate	  the	  correct	  type-‐path

Heterogeneous Partial-label Embedding

Type Inference
root

product person location organiz
ation

...

...

politician artist business
man

...

... ...

author actor singer ...

S3_Trump
S2_Donald Trump

S1_Hillary Clinton

S4_Trump
businessman

politician

S2_Donald 
Trump

person

S3_Trump
S2_Donald TrumpEmbedding 

Space CONTEXT_
campaign

HEAD_donald

Figure 2: Framework Overview and Examples of Graph Construction.

that are irrelevant to mi’s specific context ci. Ideally, the
type labels for mi 2 M should form a type-path (not required
to end at a leaf) in Yi [34, 7, 35], which serves as a context-
dependent type annotation for mi. However, as discussed
in [7] and shown in Fig. 1, Yi may contain type-paths that
are irrelevant to mi in ci. Even though in some cases Yi is
already a type-path, it may be overly specific for ci and so
insu�cient to infer the whole type-path using ci. We denote
the true type-path for mention mi as Y⇤

i . This work focuses
on estimating Y⇤

i from Yi based on mention mi as well as its
context ci, where the candidate type set Yi may contain (1)
types that are irrelevant to ci, and (2) types that are overly
specific to ci. Formally, we define the LNR task as follows.

Definition 1 (Problem Definition). Given a KB  
with type schema Y and entity-type facts T =

�
(e, y)

 
, a

target type hierarchy Y ✓ Y , and an automatically labeled
training corpus D =

�
(mi, ci,Yi)

 N
i=1

, the LNR task aims to
estimate a single type-path Y⇤

i ✓ Yi for each entity mention
mi 2 M, based on mi itself as well as its context ci.

Non-goals. Label noise may also come from incorrect men-
tion boundaries and wrong mapping of mentions to KB enti-
ties. This work relies on existing entity linking tools [25] to
provide decent entity mention detection and resolution re-
sults (e.g., leftmost column of Fig. 2), but we do not address
their limits here. We also assume human-curated target type
hierarchies are given for the task (It is out of the scope of
this study to generate the type hierarchy Y).

3. LABEL NOISE REDUCTION
This section lays out the framework. As the candidate

type sets in the training corpus contain “false” types, su-
pervised learning techniques (e.g., multi-label learning [14],
hierarchical classification [35]) may generate predictions bi-
ased to the incorrect type labels [7]. Our solution casts the
problem as a weakly-supervised learning task, which aims to
derive the relatedness between mentions and their candidate
types using both corpus-level statistics and KB facts.

Specifically, each entity type is treated as an individual
object to be modeled. As type assignment on each mention
is noisy, we adopt ideas from partial label learning [2] to
carefully model mention-type associations, and extract a set
of text features for each mention to assist in modeling its true
types. In order to capture the semantic similarity between
types, we further derive type correlation from two di↵erent
sources, i.e., KB and the given type hierarchy.

Framework Overview. We propose a graph-based partial-
label embedding framework (see also Fig. 2) as follows:

1. Generate text features for each entity mention mi 2 M,
and construct a heterogeneous graph using three kinds
of objects in the corpus, namely entity mentions M, tar-
get types Y and text features (denoted as F), to encode
aforementioned signals in a unified form (Sec. 3.1).

2. Perform joint embedding of the constructed graph G into
the same low-dimensional space where, in that space,
close objects (i.e., whose embedding vectors have high
similarity score) tend to also share the same types (Sec. 3.2).

3. For each mention mi (in set M), search its candidate
type sub-tree Yi in a top-down manner and estimate the
true type-path Y⇤

i from learned embeddings (Sec. 3.3).

3.1 Construction of Graphs
To capture the shallow syntax and distributional seman-

tics of a mention mi 2 M, we extract various features from
both mi itself (e.g., head token) and its context ci (e.g., bi-
gram). Table 2 lists the set of text features used in this work,
which is similar to those used in [34, 14]. We denote the set
of M unique features of M extracted from D as F = {fj}Mj=1.
Details of feature generation are introduced in Sec. 4.1.
With entity mentions M, text features F and target types

Y, we build a heterogeneous graph G to unify three kinds
of links: mention-type link represents each mention’s candi-
date type assignment; mention-feature link captures corpus-
level co-occurrences between mentions and text features;
and type-type link encodes the type correlation derived from
KB or target type hierarchy. This leads to three subgraphs
GMY , GMF , and GY Y , respectively.

Mention-Type Association Subgraph. In the automatically
labeled training corpus D =

�
(mi, ci,Yi)

 
, each mention mi

is assigned a set of candidate types Yi from the target type
set Y. This naturally forms a bipartite graph between entity
mentionsM and target types Y, where each mentionmi 2 M
is linked to its candidate types Yi with binary weight, i.e.,
GMY =

�
(mi, yk) | yk 2 Yi, mi 2 M 

; wik = 1 if (mi, yk) 2
GMY and wik = 0 otherwise.
Existing embedding methods rely on either the local con-

sistent assumption [9] (i.e., objects strongly connected tend
to be similar), or the distributional assumption [17] (i.e., ob-
jects sharing similar neighbors tend to be similar) to model
graph structures. However, some links are“false” links in the
constructed mention-type subgraph—adopting the above as-
sumptions may incorrectly yield mentions of di↵erent types
having similar embeddings. For example, in Fig. 2, “Hillary
Clinton” in S1 and “Trump” in S3 have several candidate
types in common (thus high distributional similarity), but
their true types are di↵erent (i.e., politician versus busi-
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Experiment Setting
q Datasets:
q (1)	  Wiki:	  1.5M	  sentences	  sampled	  from	  ∼780k	  Wikipedia	  articles
q (2)	  OntoNotes:	  13,109	  news
q (3)	  BBN:	  2,311	  Wall	  Street	  Journal	  articles



22

Experiment Setting
q Compared Methods
q (1)	  Sib:	  removes	  siblings	  types;	  (2)	  Min:	  removes	  types	  that	  appear	  only	  once	  in	  the	  

document;	  (3)	  All:	  first	  performs	  Sib	  pruning	  then	  Min	  pruning;	  (4)DeepWalk:	  
embedding	  a	  homogeneous	  graph	  with	  binary	  edges;	  (5)	  LINE:	  second-‐order	  LINE;	  
(5)	  WSABIE:	  adopts	  WARP	  loss	  with	  kernel	  extension;	  (6)	  PTE:	  applied	  PTE	  joint	  
training	  algorithm	  on	  subgraphs GM	  F	  and	  GM	  Y	  .	  (7)	  PL-‐SVM:	  uses	  a	  margin-‐based	  loss	  to	  
handle	  label	  noise.	  (8)	  CLPL:	  uses	  a	  linear	  model	  to	  encourage	  large	  average	  scores	  
for	  candidate	  types.	  

q For	  PLE,	  we	  compare	  (1)PLE:	  adopts	  KB-‐based	  type	  correlation	  subgraph; (2)PLE-‐
CoH:	  adopts	  type	  hierarchy-‐based	  correlation	  subgraph;	  (3)PLE-‐NoCo:	  does	  not	  
consider	  type	  correlation.	  
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Intrinsic Experiments: Effectiveness of Label Noise Reduction
q Goal:	  compare	  how	  accurately	  PLE	  and	  the	  other	  methods	  can	  estimate	  the	  true	  types	  

of	  mentions	  from	  its	  noisy	  candidate	  type	  set	  

40.57%	  improvement	  
in	  Accuracy	  and	  23.89%	  
improvement	   in	  Macro-‐
Precision	  compared	  to	  
the	  best	  baseline	  on	  
Wiki	  dataset

q vs.	  pruning	  strategies:	  LNR	  identifies	  true	  types	  from	  the	  candidate	  type	  sets	  
instead	  of	  aggressively	  deleting	  instances	  with	  noisy	  type	  labels	  

q vs.	  other	  embedding	  methods:	  PLE	  obtains	  superior	  performance	  because	  it	  
effectively	  models	  the	  noisy	  type	  labels

q vs.	  PLE	  variants:	  (i)	  PLE	  captures	  type	  semantic	  similarity;	  (ii) modeling	  type	  
correlation	  with	  entity-‐type	  facts	  in	  KB	  yields	  more	  accurate	  and	  complete	  type	  
correlation	  statistics	  than	  type	  hierarchy-‐based	  approach	  
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Intrinsic Experiments: Effectiveness of Label Noise Reduction
q Example	  output	  on	  news	  articles

q PLE	  predicts	  fine-‐grained	  types	  with	  better	  accuracy	  (e.g.,	  person_title)	  
q and	  avoids	  from	  overly-‐specific	  predictions	  (e.g.,	  news_company)	  
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Intrinsic Experiments: Effectiveness of Label Noise Reduction

q Testing	  the	  effect	  of	  training	  set	  size	  
q Performance	  of	  all	  methods	  improves	  as	  the	  ratio	  increases,	  and	  becomes	  insensitive

as	  the	  sampling	  ratio	  >	  0.7	  
q Testing	  the	  effect	  of	  training	  set	  size	  
q Performance	  of	  PLE	  becomes	  insensitive	  as	  becomes	  small	  enough	  (i.e.,	  0.01)
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Extrinsic Experiments: Fine-Grained Entity Typing 
q Compare	  performance	  gain	  of	  two	  state-‐of-‐the-‐art	  typing	  systems,	  when	  using	  denoised training	  data	  

output	  by	  different	  compared	  methods

q vs.	  other	  noise	  reduction	  methods:	  the	  effectiveness	  of	  the	  proposed	  margin-‐based	  loss	  in	  modeling	  
noisy	  candidate	  types	  

q vs.	  partial-‐label	  learning	  methods:	  PLE	  obtains	  superior	  performance	  because	  it	  jointly	  models	  type	  
correlation	  derived	  from	  KB	  and	  feature-‐mention	  co-‐occurrences	  in	  the	  corpus	  
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Case Analyses 
q Testing	  at	  different	  type	  levels
q It	  is	  more	  difficult	  to	  distinguish	  among	  deeper	  (more	  fine-‐grained)	  types.	  
q PLE	  always	  outperforms	  the	  other	  two	  method,	  and	  achieves	  a	  153%	  improvement	  in	  Accuracy.	  

q Iterative	  re-‐training	  of	  PLE	  
q Analyze	  the	  effect	  of	  boostrappingPLE	  
q The	  performance	  gain	  becomes	  marginal	  after	  3	  iterations	  of	  re-‐training	  


