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Tripartite Mechanism of Extinction Suggested by Dopamine
Neuron Activity and Temporal Difference Model
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Extinction of behavior enables adaptation to a changing world and is crucial for recovery from disorders such as phobias and drug
addiction. However, the brain mechanisms underlying behavioral extinction remain poorly understood. Midbrain dopamine (DA)
neurons appear to play a central role in most acquisition processes of appetitive conditioning. Here, we show that the responses of
putative DA neurons to conditioned reward predicting cues also dynamically encode two classical features of extinction: decrement in
amplitude of previously learned excitatory responses and rebound of responding on subsequent retesting (spontaneous recovery).
Crucially, this encoding involves development of inhibitory responses in the DA neurons, reflecting new, extinction-specific learning in
the brain. We explored the implications of this finding by adding such inhibitory inputs to a standard temporal difference model of DA
cell activity. We found that combining extinction-triggered plasticity of these inputs with a time-dependent spontaneous decay of
weights, equivalent to a forgetting process as described in classical behavioral extinction literature, enabled the model to simulate several
classical features of extinction. A key requirement to achieving spontaneous recovery was differential rates of spontaneous decay for
weights representing original conditioning and for subsequent extinction learning. A testable prediction of the model is thus that
differential decay properties exist within the wider circuits regulating DA cell activity. These findings are consistent with the hypothesis
that extinction processes at both cellular and behavioral levels involve a dynamic interaction between new (inhibitory) learning, forgetting, and unlearning.
Key words: dopaminergic neuron; extinction; classical conditioning; extracellular recording; temporal difference model; reward learning

Introduction
Extinction of behavioral responses is essential for adaptive flexibility in the face of changing environmental contingencies. Animals learn to respond to arbitrary stimuli if these are associated
with reward or punishment. If the reward or punishment is then
discontinued the behavioral responses to the stimulus undergo a
characteristic sequence of changes leading to a decline in responding, a process known as extinction. It is generally believed
that extinction represents new, inhibitory learning, rather than
unlearning or forgetting (Pavlov, 1927; Konorski, 1948). This
hypothesis is supported by several behavioral phenomena, including spontaneous recovery, rapid reacquisition, renewal and
reinstatement (Bouton and Moody, 2004). At the neural level,
previous studies showed that conditioned excitatory responses in
several brain areas can be reduced or abolished with extinction
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(Diamond and Weinberger, 1986; Komura et al., 2001; Toyomitsu et al., 2002). However, such reductions would also be consistent with a simple “undoing” of conditioning. Direct evidence
of active inhibitory processes assumed to underlie extinction is
currently lacking.
Recent studies have shown that the patterns of midbrain dopamine (DA) neuron activities share several key features of conditioning, such as acquisition (Schultz, 1998; Pan et al., 2005),
generalization (Mirenowicz and Schultz, 1996), blocking phenomena (Waelti et al., 2001), and conditioned inhibition (Tobler
et al., 2003). The features of DA activity during this learning
match the prediction-error signal of the temporal difference
(TD) algorithm for machine learning, suggesting that DA neurons might provide such a prediction-error signal in the brain
(Montague et al., 1996; Schultz et al., 1997; Pan et al., 2005).
Given that DA neural activity strongly links to processes of
reward-mediated associative learning, it has been postulated that
DA neurons may also be involved in extinction learning (Myers
and Davis, 2002). However, this has not been directly tested.
Furthermore, existing TD models predict the eventual loss of
conditioned DA neuronal responses during extinction (Montague et al., 1996), but do not contain any intrinsic mechanism
that could produce spontaneous recovery or any other specific
phenomenon of extinction.
In the present study, we characterized DA cell activity during
extinction, and used the findings obtained to develop an ex-
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tended TD model that successfully simulated the DA cell activities during associative learning and extinction. The requirements
of the model are consistent with mechanisms for extinction in the
brain which incorporate three distinct processes: Pavlov’s original conception of new inhibitory learning, a passive forgetting
process, as well as an underlying unlearning of previous
conditioning.

Materials and Methods
Data set. The results described here represent the outcome of analysis of
a data set of DA neurons, including 16 for which the responses to conditioned cue signals during acquisition of cue–reward associations have
been reported previously (Pan et al., 2005), and another two subsequently recorded cells that have not been described previously. For entry
to this analysis, all cells had to meet our electrophysiological and pharmacological criteria for dopamine cells, and also had to have been tested
with extinction procedures. The presumed DA cells reported here were
obtained from 13 rats of a group of 58. For comparison, we included
another 28 cells, recorded from the wider group of rats, which either were
considered nondopaminergic or in which the classification was
ambiguous.
Unit recordings. All procedures were approved by the University of
Otago Animal Ethics Committee. Male Wistar rats weighing 250 – 400 g
were used. Under full anesthesia (sodium pentobarbital, 60 mg/kg, i.p.),
a bundle of eight microwire recording electrodes (0.001 inch Formvarinsulated nichrome; A-M Systems) was implanted in the dopamine cell
groups of the substantia-nigra pars compacta or the ventral tegmental
area (VTA; 5.0 –5.5 mm posterior to bregma, 0.5–2.0 mm lateral to midline, and 6.5–7.0 mm below the surface of skull) (Paxinos and Watson,
1997). The microelectrodes were mounted on an on-head microdrive,
which allowed advance of the electrodes during the subsequent recording
sessions.
For neural recordings, signals from the electrodes were amplified
(2000 –10,000⫻) and filtered (0.2–10 kHz bandpass) using a custombuilt multichannel signal conditioner. Channels with cellular activity
were digitized (20 kHz) and recorded on computer using Discovery software (Datawave Technologies). The extracellularly recorded action potentials were discriminated from each other and from noise based on
wave shape using the spike sorting features of Datawave Personal Scientific Workstation software. Putative dopamine cells were identified using
the previously published criteria for cells recorded with these techniques
(Hyland et al., 2002; Pan and Hyland, 2005; Pan et al., 2005); the initial
selection was determined by low firing rate (⬍10 Hz) and relatively
broad action potential (⬎1.0 ms). However, only cells that were also
profoundly (⬎50%) inhibited by the dopamine agonist apomorphine
(750 g/kg, i.p.) or the D2-receptor selective agonist quinpirole (400
g/kg, s.c.) were accepted into the group of presumed dopamine cells
(Aebischer and Schultz, 1984). Dopamine agonist tests were performed
after initial conditioning experiments; additional behavioral testing was
not performed until at least 2 h after behavioral effects had ceased and cell
activity returned to the baseline firing rate.
Histology. To confirm location of cells, after completion of the experiments lesions were produced at the tip of a wire from which recordings
had been made by passing direct current (9 V for 1–2 min). After 5–10 d
survival time, rats were killed by anesthetic overdose, perfused with saline
and then formalin solution, the brains sectioned on a freezing microtome, and the position of the marking lesions and cannula tracks
mapped on standard atlas sections (Paxinos and Watson, 1997).
Behavioral paradigms. After a 1 week recovery from surgery, rats were
fluid deprived for 24 h and then brought to the recording chamber, a
Perspex box with a floor area of 25 ⫻ 16.5 cm located in a quiet, darkened
room. Fluid deprivation was maintained by restricting ad libitum access
to water in the home cage to 5–10 min per day. Rats were weighed daily,
and restriction eased if they fell to ⬍85% of their projected weight–
growth curve. The recording chamber included a fluid spout, Med Associates Sonalert speaker, and a house light. Licks were detected when the
tongue broke an infrared beam across the spout opening. Fluid was delivered to the spout by transient activation of a solenoid, which generated
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an audible click. Rats were familiarized with the recording chamber and
the association of solenoid click with delivery of fluid before making cell
recordings.
Automated behavioral paradigms were controlled via Med-PC interfaces using programs written in MedState notation (Med Associates).
Cells were tested with conditioning, prediction error, and extinction
paradigms. For the majority of cells included in this study, the effect of
conditioning and prediction error testing has been described previously
(Pan et al., 2005). The conditioning paradigms consisted of an “unsignaled reward” and a “signaled reward.” For the unsignaled reward, small
volumes (⬇0.05 ml) of water sweetened with saccharin (0.005 M solution) were delivered to the spout by activating the solenoid valve at
pseudorandom delays (10 –20 s). The random delay period began once
the previous reward had been retrieved, indicated by licks detected at the
spout. Rats learned this task before recordings began, so the solenoid
click already represented a conditioned signal. This paradigm was routinely run each day while checking for the presence of cells, in case it
activated otherwise silent or extremely slow firing cells. Signaled reward
paradigms conditioned an association between tone cues and solenoid
activation for reward delivery. These were generally only run when suspected DA cells were recorded. Here, solenoid activation was preceded by
one or two 4.5 kHz tone cues of 0.5 or 2 s duration. Two-cue tests
involved either 2 or 0.5 s cues, with an intercue interval of the same
duration as the cue, and reward delivered at the end of the second cue.
For one-cue tests, the cue was always 0.5 s in duration with the reward
either delivered at the end of the cue (delay conditioning) or 1 s after
(trace conditioning). Importantly, regardless of the design used, most
DA cells developed a short latency response to cue onset (Pan et al.,
2005).
For the main aim of the present study, we examined the responses of
DA cells during extinction of the previously conditioned associations
using two paradigms, “cues only” and “solenoid only.” In the cues-only
paradigm the same cue tone as used in the signaled reward paradigm was
delivered from the speaker at pseudorandom intervals, but with no solenoid activation. Trials proceeded with pseudorandom intertrial intervals
(10 –20 s) with no requirement that the rat lick at the spout. Extinction
sessions consisted of 50 –100 trials. In a few cases of cells with particularly
stable recordings, multiple extinction sessions were able to be recorded,
including some sessions recorded the next day. A subset of cells was also
tested for extinction of solenoid responses using the solenoid-only paradigm. For this, the same procedure as for unsignaled reward was run,
but the fluid supply line was disconnected from the spout, and the released fluid drained to a beaker beside the task chamber. This ensured
that the pitch and volume of the solenoid click was identical to the unsignaled reward condition.
Analysis of neuronal activity. Cell firing data were analyzed with peristimulus time histograms (PSTHs) centered on reward or cue delivery to
show average activity over trials, and dot-raster displays to show individual trials. Baseline average firing rates were calculated for each cell from
PSTH epochs. Cells were classified as showing excitatory responses to
conditioned stimuli if two or more sequential 25 ms poststimulus bins
were ⬎2 SD above the baseline mean. Because of the floor effect for the
amplitude of inhibitory troughs imposed by the low baseline firing rate of
DA neurons, inhibitory troughs were assessed using a different criterion;
cells were classed as showing a primarily inhibitory response if there was
a ⬎10% fall in firing rate for at least three successive bins. For quantitative analysis of extinction-evoked changes in responses among the excited cells, the postcue period was divided into two epochs, lasting from
0 to 125 ms and 125 to 250 ms after cue onset for tone cues, and 50 to 175
and 175 to 300 ms after solenoid click to allow for longer latency of
solenoid responses. The longer latency for solenoid responses presumably reflected the different pitch, amplitude, and rise time of this stimulus, biophysical properties that can dramatically alter response latencies
of neurons in the auditory pathway (Heil, 1997). For each epoch, change
in firing rate after the cue was expressed as a modulation index e/b, where
e is the mean firing rate in the epoch and b is the mean firing rate in the
precue period. For cells tested with more than one sequential block of
extinction training, we took the last block, and for cells that showed
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spontaneous recovery of responding (see below), analysis was limited to
the last part of each data file.
Changes in population mean epoch values were analyzed using nonparametric statistics [Friedman’s test with post hoc tests for planned comparisons (Dunn’s multiple-comparison test) or Wilcoxon signed rank
test] or one-sample t tests in GraphPad Prism version 4.00 for Macintosh.
Behavioral extinction. During the initial cell recordings, detailed data
about lick events was not collected during cue-only extinction sessions;
furthermore, different cells were tested with varying durations of extinction because of differences in the length of time for which they could be
recorded. Therefore, to characterize the typical time course of behavioral
extinction using these paradigms, a separate group of unoperated animals were first trained as above and then tested in three blocks of extinction. Behavioral conditioning was quantified per 25 trials within each
block as the number of trials in which a lick response occurred between
the onset of the cue and the activation of the solenoid. These data were
statistically analyzed using ANOVA with extraction of orthogonal linear,
quadratic, and cubic polynomial components of performance across trial
blocks (SPSS).
To assess whether intact inhibitory transmission at the level of the
dopamine cell fields is required for normal expression of behavioral extinction, an additional group of animals was tested in a single session of
extinction after intracerebral injection of the GABAA receptor antagonist
bicuculline. Rats (n ⫽ 12) were implanted with bilateral 30-gauge
stainless-steel guide cannulas aimed at the midbrain DA cells in the VTA
(anteroposterior, 5.3 mm; lateral, 1.0 mm; depth, 6.5 mm) (Paxinos and
Watson, 1997) and, after 5 d postoperative recovery, trained as described
above to associate solenoid clicks with fluid reward over 3 d with 200
trials/d. Solenoid extinction tests (50 trials with solenoid activation but
no fluid delivery) were performed from the fourth day. Extinction trials
began 5 min after bilateral simultaneous infusion of either vehicle (saline;
six rats) or bicuculline methochloride (Sigma-Aldrich; six rats). Injections were made by needles inserted through the guide cannulas so that
the tips had a final stereotaxic depth of 8.5 mm. Infusion volumes were
0.5 l on each side at 0.25 l/min, controlled by two syringe pumps. The
final bicuculline dose was individually adjusted for each rat to a level that
produced only slight, if any, stereotypic behavior and ranged from 0.01 to
0.025 g/0.5 l. Responding during extinction was quantified (conditioned response index) as the number of trials per 10-trial block in which
a lick response occurred within 10 s of the conditioned stimulus. A conditioned response index was calculated for each group of 10 trials as the
percentage of trials with lick responses, which was arcsine transformed
(Y⬘ ⫽ arcsine [sqrt( Y)]) to normalize the variance before comparison of
control and treated groups using ANOVA with extraction of orthogonal
linear, quadratic, and cubic polynomial components of performance
across trial blocks.
TD model. We made two additions to the basic TD algorithm that we
previously applied to DA neural activity during learning (Pan et al.,
2005), which in turn built on previous work (Sutton, 1988; Montague et
al., 1996; Schultz et al., 1997). First, we implemented two sets of weights,
one positive, that ranged from zero to increasingly positive values, and
the other negative, ranging from zero to increasingly negative values
(Klopf, 1988). We refer to the positive weights as “excitatory” and the
negative weights as “inhibitory.” Second, in addition to active weight
changes driven by prediction error (␦), excitatory and inhibitory weights
were also subject to spontaneous decay at each time step. We refer to this
passive decay process as forgetting, to distinguish it from the active process inherent in standard TD whereby weights are reduced by negative
prediction error. During TD, increases in weights driven by positive
prediction error represent the learning of associations. We therefore refer
to the reduction of weights by active TD processes as unlearning, i.e., the
active erasure of learning. Both learning and unlearning rates are determined by one parameter, whereas another determines forgetting. Excitatory and inhibitory weights had separately defined parameter sets: ␣
and ␤ for learning and unlearning at excitatory and inhibitory weights,
respectively, and  ⫹ and  ⫺ for forgetting. We found that with appropriate adjustment of learning and forgetting rate parameters, the model
achieved both extinction and learning phenomena (see below and
Results).
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In brief, the two sets of weights (see Fig. 6a) meant that the state vector
x representing the stimulus was associated with both an excitatory and an
inhibitory weight vector (w⫹(t) and w⫺(t), respectively). Estimates (predictions) of future rewards were formed by the dot product of the state
and weight vectors separately for positive and negative weights, as
P⫹(t) ⫽ x(t) 䡠 w⫹(t) and P⫺(t) ⫽ x(t) 䡠 w⫺(t), respectively, and the total
reward prediction [P(t)] was formed by the sum of these predictions. The
expected reward at each time step t was then calculated in the usual way
as the temporal difference TD(t) of predictions at two successive time
steps (Sutton, 1988). This expected reward was compared with the scalar
reinforcement signal r(t) to generate the prediction-error signal ␦(t).
This prediction error was then used as a teaching signal to update the
vector weights according to the weight change rules ⌬w ⫹(t) ⫽ ␣␦(t)e(t)
and ⌬w ⫺(t) ⫽ ␤␦(t)e(t), where ␣ and ␤ are the learning (and thus also
unlearning) rates for excitatory and inhibitory weights, respectively, and
e is the eligibility trace parameter. The eligibility trace e(t) (Sutton, 1988)
was calculated recursively by e(t ⫹ 1) ⫽ e(t) ⫹ x(t). The eligibility trace
decay parameter () was set to 0.9, which we previously found to be
optimal for enabling the model to replicate the pattern of DA neuron
activity responses to cues and rewards during acquisition of conditioning
(Pan et al., 2005).
Finally, spontaneous decay of excitatory and inhibitory weights (forgetting) was achieved by multiplying each weight by decay factors  ⫹
and  ⫺ with 0 ⬍  ⱕ 1 at each time step. Thus, numerically smaller decay
factors determined a faster rate of decay.

Results
Putative dopamine neurons were preselected on the basis of slow
firing rate (less than ⬇10 Hz) and relatively broad action potential (more than ⬇1.2 ms total), and in all cases were tested with
systemic injection of either the mixed agonist apomorphine or
the D2-selective agonist quinpirole. Only those profoundly
(ⱖ50%) inhibited in firing rate, over the same time course as the
stereotypy induced by successful drug injection, were accepted as
likely dopaminergic cells for the purposes of this study, and for
the most part only such cells were tested with the full range of
behavioral procedures. Overall, from ⬎200 neurons encountered
as the electrodes advanced, 28 met our criteria for being dopaminergic, and 18 of them (from 13 rats) were recorded during both
signaled reward conditioning and cues-only extinction paradigms, and so were candidates for analysis of extinction phenomena. Figure 1 shows an analysis of the waveform amplitude and
duration characteristics of all these 18 presumed DA cells, using
measures recently described by Roesch et al. (2007), along with
individual example waveforms and the dopamine agonist test
histograms. The waveform amplitude ratio index was calculated
as n ⫺ p ⫽ n ⫹ p, where n is the amplitude from baseline to first
negative peak after a positive peak, and p is the amplitude from
baseline to first positive peak. Waveform duration was characterized by the late component, taken from the first negative peak to
the subsequent positive peak (or to baseline if no late positive
peak was present). Generally, DA cell waveforms were characterized by an initial positive component and relatively broad trough.
In contrast, a sample of other cells recorded from the same overall
pool of rats tested with but not inhibited by apomorphine were
generally characterized by lesser or absent initial positivity, as
reported previously (Roesch et al., 2007). However, testing all
cells with dopamine agonists revealed some overlap in the distributions of waveform parameters in our data set, with a small
number of cells with large positive components and broad
troughs rejected from the presumed DA set because of excitatory
responses to agonists, and some presumed DA cells having little
initial positivity. We therefore used response to dopamine agonists as the final arbiter of categorization. Such an approach
might miss subpopulations of cortically projecting DA cells,
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Figure 1. Characteristics of recorded neurons. Scatter plot shows results of an analysis of waveform shape using measures described by Roesch et al. (2007). Filled circles show presumed
dopamine cells, on the basis of inhibitory response to dopamine agonist and slow firing rate. Circles with superimposed crosses indicate presumed dopamine cells that did not show trial-to-trial
prediction error signaling (see supplemental material, available at www.jneurosci.org). Open circles show results for a sample of neurons that were not accepted as dopaminergic for the purposes
of this study on the basis of either no response or an excitatory response to dopamine agonist. Horizontal axis, Waveform amplitude ratio index; vertical axis, waveform trough duration. Histograms
show the firing rates of example cells from across the distribution before and after systemic injection of apomorphine (Apo) or quinpirole (Quin), with inset average waveforms. The atlas section
(Paxinos and Watson, 1997) shows the recovered position of the indicated cell.

which do not strongly express D2 receptors (Chiodo et al., 1984;
Lammel et al., 2008), but has the advantage of being less likely to
include non-DA cells in the sample.
Of the 18 DA cells, 15 showed phasic, short latency excitatory
responses to conditioned cues that predicted reward, and were
analyzed quantitatively for extinction effects. The remaining
three cells included one that was not responsive to task stimuli,
and two that showed inhibitory responses. Additional details of
the characteristics of the presumed DA and non-DA cells included in Figure 1 are provided in the supplemental material
(available at www.jneurosci.org), including response to overtrained cues, prediction-error signaling (supplemental Figs. S1,
S3), lick-related activity of presumed non-DA cells (supplemental Figs. S2, S3), and rhythmic patterns of firing (supplemental
Fig. S4, available at www.jneurosci.org as supplemental
material).

Extinction training extinguishes conditioned responses of
DA cells
All 15 cue–responsive DA cells were tested for cue extinction
(cues-only paradigm), and five were additionally tested for extinction of responses to the solenoid click (solenoid-only paradigm). As illustrated by the examples in Figure 2, extinction
training led to decreases in previously robust responses to these
stimuli. Additional examples are also seen in Figures 4a and 5a.
The population analysis in Figure 3 shows that within the
number of extinction training trials available (which differed
from cell to cell), the majority of recorded cells exhibited such
extinction effects. For this analysis, we broke the poststimulus
time into two epochs to separately capture changes occurring in
early and late components of the response (Fig. 3a, inset). Excitatory peaks occurring in signaled reward and unsignaled reward
conditions were mostly encompassed within the first epoch (0 –
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Figure 2. Loss of conditioned excitation and development of new inhibition in DA neurons during extinction training. a, b, Solenoid extinction. a, Robust response of cell to sound of solenoid click
associated with reward delivery in the unsignaled reward paradigm. The dot raster shows trials in time order (first trial in session at top). The star and droplet symbols indicate the time of solenoid
activation delivering fluid reward. The histogram shows the averaged activity across all trials. Blue shading demarcates the duration of the excitatory peak. b, Response of same cell as in a during
extinction in a subsequent session of the solenoid only paradigm. Solenoid click (star symbol) was now not associated with fluid delivery. Blue shading shows the duration of the preextinction
excitatory peak, from the histogram in a. c– e, Cue extinction. c, Dashed arrow and gray speaker/star/droplet symbol indicate previous exposure of the animal to conditioning with the signaled
reward paradigm the previous day, before this cell was encountered. The raster and histogram show the first recording of this cell, which was during the cues-only paradigm, i.e., an extinction session
as far as the animal was concerned. Blue shading indicates duration of excitatory peak during conditioning (from the histogram in d). d, The same cell as in c, showing retraining with the signaled
reward on a subsequent session. e, Extinction with cues only, after the retraining in d.

125 or 50 –175 ms poststimulus onset, respectively), as indicated
by the reduced amplitude of the modulation index within the
second epoch in these paradigms (Fig. 3a,b, conditioned).
Considering cue responses (Fig. 3a,b), the mean response am-

plitudes across all epochs and conditions varied significantly
( p ⬍ 0.0001, Friedman’s test), and planned comparisons showed
that mean firing rate modulation in each epoch of the extinction
training sessions was lower than the equivalent epoch in the con-
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ditioning sessions ( p ⬍ 0.01, post hoc
Dunn’s multiple-comparison tests). Only
one cell failed to show a clear diminution
in responses. Interestingly, this cell was
also atypical in another respect as it was
one of two DA cells that did not respond to
solenoid click in the unsignaled reward
condition, similar to “nonreward” cells
described recently by Roesch et al. (2007)
(supplemental material, available at
www.jneurosci.org). For cells tested with
solenoid extinction, there was also a clear
trend for reduction in response amplitudes (Fig. 3c,d) ( p ⬍ 0.001 across all epochs and conditions, Friedman’s test), but
with the number of cells available the post
hoc pairwise tests did not reach
significance.
DA neurons develop inhibitory
responses during extinction learning
In several cells, such as those shown in Figure 2, we noted that extinction training
was not only associated with reduction in
amplitude of excitatory responses to cues,
but also with development of an inhibitory
component in the response profile. Quan- Figure 3. Quantitative analysis of DA neuron responses during extinction. a, b, Response to cue tones. a, Graph shows data for
all cells (n ⫽ 15) during conditioning, when cues predicted rewards, and extinction, when cues were not associated with reward.
titative analysis at the population level As indicated on the inset example PSTH, for this analysis the immediate postcue period was divided into two periods, epoch 1 from
(Fig. 3) of all 15 cells tested for cue extinc- 0 to 125 ms and epoch 2 from 125 to 250 ms after cue onset (time 0 on the inset PSTH). For each epoch, change in firing rate from
tion showed that 12 (80%) had a reduction baseline (horizontal dotted line in the inset example PSTH) after the cue is expressed as a modulation index (see Materials and
in mean firing rate of ⱖ10% below base- Methods); values ⬎1 suggest excitation and ⬍1 suggest inhibition of firing compared with baseline. In the main plot, lines
line in one or another epoch of the postcue connect data from the two epochs from each cell. The same cells occur in both conditioned and extinction columns, but these are
period (Fig. 3a), and this was true for all not connected across columns for clarity. b, Histogram shows mean ⫹ SEM of the data in a, with conditioning epochs in white and
###
five cells tested with solenoid extinction extinction epochs in black. **p ⬍ 0.01, post hoc Dunn’s multiple-comparison test; p ⬍ 0.001, one-sample t test comparing
(Fig. 3c). The epoch in which this criterion mean to theoretical mean ⫽ 1. c, d, Response to solenoid. Graphs show data for responses to solenoid clicks (not preceded by
was reached differed across the cells; in 4 of cues) that either delivered (conditioned) or did not deliver (extinction) fluid reward. Details are as for a and b except that epochs
15 cue extinction tests and 3 of 5 solenoid were 50 –175 and 175–300##ms after click to allow for longer latency of solenoid responses. ns, Not significant, post hoc Dunn’s
multiple-comparison test; p ⬍ 0.01, one-sample t test comparing mean to theoretical mean ⫽ 1.
extinction tests, it was not until the second
epoch. This difference at the single-cell
which declines more rapidly, and this sequence was repeated in
level was reflected in the population means, with only the means
the third session, by the end of which an inhibitory pause
for the second epoch lying below their respective baseline (Fig.
developed.
3b,d). One-sample t tests for the each of the second epochs of cue
To quantify spontaneous recovery across the six cells, we caland solenoid extinction confirmed that in each case the mean
culated a “recovery index.” For each subblock, the cue-induced
normalized values were significantly below baseline ( p ⬍ 0.001
modulation was quantified as the average activity in the 250 ms
and p ⬍ 0.01, respectively). The extension of the inhibitory reafter the cue divided by the precue baseline. All data were then
sponse into the second epoch would be consistent with a longer
normalized to the modulation in the first subblock of extinction
duration, and/or later onset of an inhibitory input to the cells,
session 1. We then compared the last block of the first and second
compared with the excitatory input giving rise to the peaks.
session with the first block of the second and third session, respectively, and the results are shown in Figure 4b. This revealed
Extinguished neuronal responses show spontaneous recovery
no significant difference between the last and first blocks of sesSpontaneous recovery is an important feature of behavioral exsions 1 and 2, which were recorded the same day and often nearly
tinction, which marks it as more than simply erasure of learning.
consecutively. In contrast, there was a robust recovery in the first
To assess whether dopamine cell responses show this phenomesubblock of session 3 compared with the end of session 2 ( p ⬍
non, we took advantage of the fact that some cells were recorded
0.05, Wilcoxon signed rank test). Extinction of responses for this
in multiple blocks of extinction training (cues-only paradigm).
subset of cells was confirmed by significant falls in the last subIn particular, we examined in detail a group of six cells that were
blocks of session 2 and 3 ( p ⬍ 0.01, p ⬍ 0.05, one-sample t tests).
recorded in two sessions on one day, and a third session on the
next day, with no intervening signaled reward retraining. Each
session of ⬇100 trials was broken into sequential quarters, yieldBehavioral expression of extinction learning tracks neural
ing 12 subblocks of ⬇25 trials each. An example analysis for one
extinction and requires activation of GABAA receptors in
VTA
cell is shown in Figure 4a. In this cell, a robust response to the cue
During extinction procedures in the neuronal recording experionset persisted through much of the first block, but declined by
ments, animals quickly stopped licking at the spout in response to
the end. A peak is evident at the beginning of the next session,
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Figure 4. Spontaneous recovery of neural responses. a, Single neuron. Dot rasters show
action potential occurrences on all trials in three separate sessions of extinction training (Ex1,
Ex2, Ex3) of a single neuron. Ex1 and Ex2 were on the same day, separated by several hours; Ex3
was performed the next day. The black triangle indicates the onset of the tone cue. Traces above
the rasters show the average firing rate across subblocks of 25 trials within each session, 25 ms
bins, smoothed with a three-bin moving average. Calibration: 0.5 s, 20 Hz. Reduction of the
response amplitude at the end of each session (white arrowheads) indicates extinction of neural
responsiveness, and spontaneous recovery is reflected in the return of the response at the
beginning of the following session (black arrowheads). b, Quantitative analysis of spontaneous
recovery in cells tested with three sequential blocks (Ex1, Ex2, Ex3) of extinction (n ⫽ 5).
Histogram bars show the mean ⫹ SEM recovery index (see Results) for the first and last subblocks [Ex1(1), Ex1(4), etc.] of each session. A dotted vertical line divides sessions recorded on
the same day, i.e., separated by a relatively short interval, whereas a dashed vertical line indicates that Ex3 was recorded the next day. *p ⬍ 0.05, Wilcoxon signed rank test; #p ⬍ 0.05,
##
p ⬍ 0.01, one-sample t test. n ⫽ 6 for all groups except Ex3(4) (n ⫽ 5).

cue or solenoid click. An example showing the changes in behavioral and neural response with changed reward value of the solenoid click in the solenoid-only paradigm is shown in Figure 5a. In
this example, licking behavior ceased before the neural response
to the solenoid click had completely faded. A representation of
the time course of changes in licking and neural responses across
the five cells tested with solenoid only is shown as an inset in
Figure 5a. For cell activity, the extinction index was calculated as
the modulation for each solenoid extinction block (calculated as
the mean firing rate in the 50 –175 ms postsolenoid epoch divided
by the presolenoid baseline rate), normalized to the modulation
for the last block of unsignaled reward. For licking behavior, the
extinction index was the number of solenoid extinction trials in
which licking occurred within 3 s of the solenoid, normalized to
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the number recorded in the last block of unsignaled reward. It is
important to note that quantitative comparison of the curves
shown is difficult because licking either occurs or not on a trial,
whereas neural modulation is continuously graded, and there are
many mechanisms by which neural activity and behavioral output could be linked by nonlinear, threshold phenomena. In the
absence of knowledge about the depth of DA neural modulation
required to modify behavioral output, it is therefore not possible
from these data to draw conclusions about whether neural or
behavioral changes “lead.” All that can be said is that at the time
resolution of this analysis (bins of 10 trials), neural and behavioral responding begin to drop together during extinction of responses to the well-trained solenoid click stimulus.
The behavioral response to tone cues was not quantified in the
original experiments, but tests in a separate group using the same
conditioning and extinction paradigms over three blocks of extinction training, shown in Figure 5b, confirmed the withinsession reduction in licking responses during cues-only trials and
spontaneous recovery at the beginning of subsequent sessions.
Comparing these data with changes in neural activity across
blocks of extinction sessions (Fig. 4b) suggests, similar to solenoid extinction, that extinction of the neural and behavioral responses track together over a broadly similar time course.
The finding that DA neurons develop inhibitory troughs in
PSTHs during extinction training raises the possibility that inhibitory inputs to DA cells may become more active or be strengthened by these procedures. This raises the question whether inhibitory inputs acting on DA neurons are necessary for the
expression of normal extinction behavior.
To further assess whether inhibitory inputs to the general region containing DA cells are important for the initial extinction
of behavioral responding, we measured extinction rate over a
single session in a group of rats with chronically implanted cannulas during reversible blockade of GABAA receptors in the vicinity of the DA cell bodies by intracerebral infusion of bicuculline. Comparison of treated and vehicle control groups over the
course of the trial subblocks within the session (Fig. 5c) showed
that the animals treated with bicuculline extinguished significantly more slowly than the controls, so that the two groups
separated steadily over trials (ANOVA with extraction of
orthogonal-component trial blocks ⫻ group, linear: F ⫽ 5.25;
df ⫽ 1.40; p ⫽ 0.027).
DA cell activity and behavioral properties of extinction can be
modeled by a temporal difference algorithm that incorporates
separate excitatory and inhibitory channels
To explore the implications of the experimental results for theories of extinction learning, we constructed a model using the
well-characterized TD algorithm as a basis for achieving cue–
reward associations. A schematic of the model, which was based
on that used to explore initial learning in these DA cells, is shown
in Figure 6a. The important additions we introduced to the basic
TD algorithm were as follows: (1) parallel excitatory and inhibitory weights that are differentially affected by reward learning
and extinction, and (2) different rates of spontaneous decay of
excitatory and inhibitory weights. Neither the choice of a serial
compound stimulus representation in the model, nor the specific
use of a TD engine to achieve temporal-credit assignment were
necessarily essential for our purpose; other model approaches
capable of supporting such learning with prediction errors
matching DA cell activity patterns might serve equally as platforms from which to study the implications of dual excitatory/
inhibitory pathways.
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Figure 5. Behavioral extinction. a, Parallel extinction of behavioral and neural responding during solenoid extinction. Rasters show example of changes in neural activity and behavior for one DA
cell recording. Left rasters show spikes of the cell on each trial of unsignaled reward (top) and solenoid extinction (bottom), whereas rasters on right show all licks made at the spout over the same
trials. Solenoid click time is indicated by the star symbol; a droplet symbol indicates that fluid was also delivered or, if crossed out, that fluid was not delivered. Trials are in time order with the first
at the top. The curved arrow indicates the last lick made during the session. The inset graph shows mean data across all cells tested (n ⫽ 5). Filled and open circles show cell firing rate and licking
behavior, respectively, expressed as an extinction index (see Results), in the last 10 trials of the unsignaled reward (UR) session and for five sequential blocks of 10 trials of the solenoid extinction
session (Ex1–Ex5). Error bars show SEM. b, Time course of extinction of behavioral responses to cue tones, recorded in a separate series of animals. Points show the mean (⫾SEM; n ⫽ 6 rats) number
of trials on which any lick occurred for successive 25-trial blocks over three successive cues-only training sessions. c, Effect on behavioral extinction of injection of GABA antagonist into VTA. The top
graph shows mean ⫾ SEM number of trials with licking responses across consecutive blocks of 10 trials during extinction training. Open squares, Extinction training with intracerebral bicuculline
(Bicuc) infusion; filled circles, vehicle (saline). The bottom graph shows statistical analysis. The vertical axis shows the conditioned response index (arcsine transformed, in degrees, to normalize the
variance). Lines show the linear regression of transformed data. The error bar on last bicuculline point shows within-subject SEM; the floating error bar indicates ⫾SEM across rats. *p ⬍ 0.05, ANOVA
on the linear component comparing the two data sets overall.

The model was tested under three conditions: acquisition,
extinction, and relearning. The weight changes that underlie the
performance of the model were described in Materials and Methods and are schematically illustrated in exaggerated form in Figure 6b. In brief, as in standard TD algorithms, weights are initially
set at 0. During the conditioning phase, when stimulus S is paired
with reward r, positive prediction errors at the time of rewards
actively strengthen excitatory input weights w ⫹. This increase in
w ⫹ leads to the original learning that forms an association between the cue and the reward.
New to this model is the fact that negative prediction errors at
the time of omitted rewards during extinction training actively
strengthen the inhibitory input weights w⫺ (Fig. 6b). We refer to
this active weight strengthening in the inhibitory input during
extinction as new learning. At the same time, the negative

prediction-error signal also drives excitatory weights back toward
zero. We refer to this active process as unlearning. Unlearning
occurs in any standard TD model but alone cannot allow for
spontaneous recovery (Montague et al., 1996).
As schematically shown in Figure 6b, eventually the two opposing systems of weights exactly match in amplitude and cancel
out, resulting in a zero prediction error at the time of the cue, as
demonstrated by return to baseline. Importantly, because net
weight is the result of a balance between excitatory and inhibitory
weights in this model, extinction of output occurs before w ⫹
values return to 0, i.e., before the unlearning process is complete.
Thus, some original learning is retained in the weights when
extinction, as indicated by zero net output, has occurred. In other
words, at this stage, there are two “memories” represented by
separate weight changes in the model: the original acquired learn-
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The larger 3D plot in Figure 7a shows
the combination of parameters that best
recreated important features of learning
and extinction, with a relative time course
for these phases that approximated what
was seen in the cell recordings. This plot
used decay factors of  ⫹ ⫽ 0.999999 and
 ⫺ ⫽ 0.9999 for a  ⫹/ ⫺ ratio of
0.999901, and learning rates of ␣ ⫽ 0.005
and ␤ ⫽ 0.2 for a ␤/␣ ratio of 40. The value
of ␣ was that used in our model of acquisition by these neurons (Pan et al., 2005),
whereas ␤ was set to achieve rapid extinction as seen in the neural data. Importantly, performance during initial learning
by this model is unchanged compared
with simpler models designed to account
only for that phase (Pan et al., 2005); responses to the cue grow with learning,
whereas responses to the predicted reward
decline.
After the learning phase, we exposed
the model to extinction training (cue not
Figure 6. TD model. a, Schematic diagram. Separate positive (excitatory, w⫹; blue,) and negative (inhibitory, w ⫺; red) followed by reward), which led to a decline
weights both contribute to generation of predictions ( P) after an external sensory stimulus (Sl) represented by state vector xl. TD, in response to the cue. This is shown more
Temporal difference of predictions; r, reward; ␦, prediction error, postulated to be represented in the firing of DA neurons. The clearly in the line plots of Figure 7b. Then,
prediction error feeds back to influence both positive and negative weights. b, Schematic diagram demonstrating weight changes after a period during which no stimuli are
in the model during learning and extinction. Slopes have been exaggerated to emphasize important features. The lines illustrate delivered, further tests of cue delivery once
how, during different phases, changes in positive (blue) and negative (red) weights result in net weight changes (black) that again trigger a response, i.e., spontaneous
underpin conditioning, extinction, and spontaneous recovery. Positive weights are strengthened (learning) by positive prediction
recovery. This then declines once more
error signals (⫹␦) that occur when cues are paired with rewards (C 3 R), and weakened (unlearning) by negative prediction
with repeated presentations of the cue,
errors (⫺␦) generated during extinction training, when cues do not predict rewards (C 3 X). Rates of both changes are
determined by the parameter ␣. Conversely, negative weights are strengthened by negative prediction error signals during with this sequence recurring on a second
extinction, at a rate set by parameter ␤. When there is no prediction error signal, both weights undergo decay (forgetting) as a test after another pause in cue deliveries.
The time course of extinction and
function of time (⌬t), at rates determined by parameters ⫹ and  ⫺ for positive and negative weights, respectively.
spontaneous recovery in the model across
the three extinction test phases is preing (positive weights) and the new extinction learning (negative
sented in more detail in Figure 8a as the average prediction error
weights). Finally, we incorporated a passive process we term “foroutput for subblocks of 25 trials. The relative sizes of the first and
getting.” In contrast to unlearning, which is driven by repeated
last subblocks reflect extinction, and differences between the last
presentation of unrewarded stimuli, forgetting in the model is the
subblock of one session and the first of the next reflect spontanespontaneous, time-dependent decay of weights in the absence of
ous recovery. Comparison of the model outputs with Figures 4b
any specific extinction stimulus.
and 5b confirms that the model successfully captures both the
Actual output of the model, in terms of the prediction-error
neuronal and behavioral data of the present study, as well as
signal (␦) that is equated with dopamine cell activity, is shown in
previously reported behavioral results (Rescorla, 2001, 2004).
Figure 7 for a range of parameter settings to demonstrate the
Although the presence of an inhibitory channel for the model
effect of varying the ratios of learning and decay rate parameters.
was inspired by the observation of biphasic responses in some
The three-dimensional (3D) surface plots in Figure 7a illustrate
neurons, the algorithm as presented here does not itself generate
prediction error output at all time steps in each trial, including
inhibitory “troughs” in the prediction-error response. This is becue and reward responses, across all trials, whereas Figure 7b
cause the action of the weights was limited to a single time step,
shows just the time step containing the cue response. Inspection
i.e., had no latency or temporal extension, and learning stopped
of the plots reveals that varying the ␤/␣ ratio leads to relatively
once excitatory and inhibitory weights were exactly balanced.
subtle changes in appearance, without fundamentally influencing
Thus, the model addresses a situation in which inhibitory and
the ability of the model to produce spontaneous recovery. This
excitatory weights both act over an identical time course and are
even remains true for the case where ␤ ⫽ ␣ (data not shown),
exactly equivalent in effect. To produce biphasic responses in the
except that in this case many more trials would be required. In
model would simply require that weights have a latency and temcontrast, the results in Figure 7 demonstrate that spontaneous
poral extension, and for excitatory and inhibitory weights to have
recovery does not occur when  ⫺/ ⫹ ⫽ 1 (Fig. 7a,b, top row). A
different values for those parameters.
peak visible in the top left graph, where  ⫺/ ⫹ ⫽ 1 and ␤/␣ ⫽ 20
Spontaneous recovery of behavioral responses after extinction
is not spontaneous recovery. Rather, it reflects the fact that, for
displays several interesting and nonintuitive features that should
that combination of parameters, extinction was not yet complete
be accounted for by any model of extinction. In particular, the
at the end of the extinction session. Inequality of  ⫹ and  ⫺ is
level of spontaneous recovery of behavioral responses diminishes
thus the only key parameterization essential for spontaneous
with repeated testing (Rescorla, 2004), whereas, conversely, the
recovery.
extent of spontaneous recovery is greater for longer than for
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Figure 7. Prediction-error output of the TD model during learning and extinction. a, Exploration of parameter space. 3D plots show prediction-error responses to cues and rewards for each time
step during learning (300 trials), extinction (100 trials), and tests for spontaneous recovery (100 trials each), for different ratios of decay ( ⫺/ ⫹), and learning (␤/␣) parameters. For the y-axis,
values of  ⫺ range from 0.999999 to 0.9998 with  ⫹ ⫽ 0.999999, for ratios (top to bottom) of 1, 0.999951, 0.999901, and 0.999801. For the x-axis, values of ␤ range from 0.1 to 0.4, with ␣ ⫽
0.005, for ratios (left to right) of 20, 40, and 80. The outlined plot is shown enlarged below. Note that the profile of cue and reward responses during cue–reward association learning (C 3 R, green
arrow) are the same as in the standard TD model (Pan et al., 2005). During extinction training (cues without rewards, C 3 X, black arrow), the cue response disappears, but after a pause (equivalent
in duration to 100 trials) during which no cues are delivered, the cue response briefly reappears for initial trials when the cue is once again presented (spontaneous recovery, red arrow) but rapidly
falls away. Retesting after a further pause reveals a further spontaneous recovery (blue arrow). b, Cue responses across the parameter space. Plots show the prediction error across trials of learning,
extinction, and tests for spontaneous recovery, at the time step of cue delivery, for each of the 3D plots in a. Horizontal dashed red lines indicate the level of prediction error output obtained on the
last trial of the extinction training. A prediction error signal above this level on the first trial of subsequent reexposure to cues indicates spontaneous recovery.

shorter intertest intervals (Myers and Davis, 2002). Finally, if
animals are retrained after extinction, they learn more quickly
than during the original training (Hull, 1943; Medina et al., 2001;
Bouton and Moody, 2004). The present model generated all of
these features. In Figure 7b, different heights of the peaks in the
second and third extinction epochs demonstrate the first effect,
diminishing spontaneous recovery with repeated testing. The
prominence of the effect depended on an interaction of settings
for the  and ␣/␤ ratios. Figure 8b shows the result of running the
model with double the interval between extinction and testing for
spontaneous recovery. This led to an increase in the amplitude of
the spontaneously recovered prediction-error output, as predicted. Finally, the model output data in Figure 8c shows that,
compared with the initial learning rate (first learning), the rate of
relearning by the model is speeded after extinction. This is true
for both relearning immediately after extinction, and relearning
after a pause that allows the development of spontaneous
recovery.

Discussion
Extinction is a complex phenomenon and has never been fully
explained by a single mechanism. Our results indicate that dopa-

mine neurons are engaged in specific ways during extinction of
reward-mediated learning. Modeling of their activity suggests
that this form of extinction can be considered as a unified mechanism involving the dynamic interaction of three components:
new learning, forgetting, and unlearning.
Inhibitory responses in DA cells during extinction represent
new learning
We provide the first evidence for a specific extinction-related
pattern of response in DA neurons, consisting of two components. First, there was a gradual reduction in the amplitude of
excitations over a similar time course to extinction of behavioral
measures of cue–reward associative learning. Second, many cells
developed a new inhibitory response, which either replaced the
excitation or left a biphasic excitatory–inhibitory response. Several mechanisms could account for the development of these
stimulus-locked inhibitions, including phasic reduction in the
level of a tonic excitatory input or, more directly, enhancement of
any one of the extensive inhibitory inputs to DA neurons (Tepper
and Lee, 2007). Either of these mechanisms requires plasticity of
inhibitory systems somewhere in the circuit that modifies DA
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cells are inhibited by cues that always predict the absence of reward (Tobler et al.,
2003). Similarly, inhibitions are seen in
cases where the cells develop unexpected
“erroneous” responses in classical learning
paradigms (Waelti et al., 2001). Finally, inhibitory components are prominent when
DA cell responses generalize to incorrect
stimuli during learning (Mirenowicz and
Schultz, 1996). Furthermore, similar to the
present findings, these inhibitory responses are often part of excitation–inhibition sequences.
Parallel excitatory and inhibitory inputs
to DA cells may underpin learning
and extinction
Together, these data are consistent with
the idea that DA neurons are a site of convergence of excitatory inputs carrying information about sensory cues [e.g., from
the pedunculopontine tegmental nucleus
(Pan and Hyland, 2005; Kobayashi and
Okada, 2007) and superior colliculus
(Comoli et al., 2003)], and inhibitory inputs that superimpose a suppressive control of responses to cues depending on
their salience (Schultz, 1998). Potential
sources of inhibition include both striatal
projection neurons and local inhibitory
Figure 8. Patterns of model output during extinction match behavioral features of extinction learning. a, Prediction error interneurons (Tepper and Lee, 2007).
responses of the model (␦) to cue signals within and across three extinction sessions, averaged from the data shown in the
These inhibitory structures may mediate
enlarged 3D surface in Figure 6a and formatted to compare with the behavioral and neuronal data shown in Figure 2, b and c. b,
inhibition regulated by the lateral habeA longer delay between extinction sessions 1 and 2 (twice as long as in a) results in enhanced spontaneous recovery at the
beginning of the second session. c, Speeded relearning after extinction. Points show height of the prediction error response to cue nula (Ji and Shepard, 2007), which has
over sequential trials. Top plot shows growth in prediction-error response to cue during initial learning of cue–reward association been shown recently to have responses
(C 3 R). The middle plot shows loss of response during extinction (C 3 X), and faster rate of growth in prediction error response consistent with negative reward signaling
when cue–reward association is reinstigated (C 3 R). The circle indicates the first C 3 R trial, which occurs immediately after (Matsumoto and Hikosaka, 2007). If local
extinction, so there is no spontaneous recovery. The bottom plot shows speeded relearning after a postextinction pause, during inhibitory neurons are involved, then rewhich no stimuli are delivered. Here, relearning is superimposed on the spontaneous recovery of cue response that occurs on the ciprocal patterns of activity in non-DA
first trial (circle).
cells would be expected. Few cells with
high firing rates and narrow waveforms
neural responses in extinction, providing an example at the level
typical of inhibitory interneurons were fully tested in the present
of single neurons in the brain of the kind of inhibitory new learnstudy. However, the potential for such responding is suggested by
ing that is often assumed to underlie behavioral extinction (Pavone cell, presented in supplemental material (available at www.
lov, 1927; for review, see Bouton and Moody 2004).
jneurosci.org), that showed an inhibitory response to condiThe concept that inhibitory processes are required for extinctioned cues, but developed an excitatory response to the same
tion is supported by the results from systemic administration of
cues during extinction.
GABA antagonists (Harris and Westbrook, 1998), but the locaIn addition to inhibitory responses to conditioned cues, DA
tion in the brain of this effect was unclear. Our results from
cells in monkey (Hollerman and Schultz, 1998) and rat (Pan et al.,
infusion of GABA antagonist directly into the VTA suggest that
2005) (supplemental material, available at www.jneurosci.org)
inhibitory inputs to this region are important. Although an effect
also show suppression of activity around the time a reward is
on nondopaminergic outputs from the VTA cannot be ruled out,
expected, but omitted. These responses provide further confirthis result is consistent with other evidence pointing to an impormation of the importance of inhibitory inputs in regulating DA
tant role for inhibition at the level of DA cells in extinction proerror signaling, and might be involved in generating the earlier
cesses. For instance, DA cells are the only population we are aware
cue-related inhibitions we describe here. The inhibition of DA
of that have been shown to exhibit such inhibition; studies of
cells at this time has been proposed to represent a negative preother brain regions involved in learning, such as cerebral cortex,
diction error for learning (Hollerman and Schultz, 1998; Schultz,
thalamus, and amygdala only report reduction in excitation (Di1998; Satoh et al., 2003), which could drive plastic changes in
amond and Weinberger, 1986; Komura et al., 2001; Toyomitsu et
brain circuits that respond to earlier sensory cues. Such new
al., 2002). More directly, DA cells in monkey have also been
learning would account for the changes seen in DA cell responses
found to display inhibitory cue responses in other situations, not
to cues during extinction seen in the present study. The strengthexplicitly related to extinction, where the cues are nevertheless
ened inhibitory input to cues during extinction would then serve
associated with failure of subsequent reward delivery. Thus, DA
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to suppress responses to signals, which have been learned to not
be associated with reward.
To examine the functional implications of the proposal that
separate, modifiable excitatory and inhibitory pathways converging on DA cells are important for extinction, we examined the
effect of incorporating inhibitory processes into a TD model. A
key feature of the model is that excitatory and inhibitory weights
can be modulated in opposite directions during learning and
extinction, reflecting the observation that in DA cells, inhibitory
responses arose during extinction, whereas excitatory responses
declined. There is some evidence that such differential and opposite effects can be evoked at the synaptic level. Substance P can
cause excitatory and inhibitory synapses to be modulated in opposite directions by a common stimulus (Parker and Grillner,
1999), and cholinergic forebrain systems can simultaneously potentiate excitatory and depotentiate inhibitory inputs to cortical
neurons (Froemke et al., 2007).
We found that the dual excitatory–inhibitory model was able
to recreate extinction of the learned prediction-error outputs, as
well as modeling the patterns of prediction-error output during
learning in the same way as achieved previously by standard TD
(Montague et al., 1996; Schultz et al., 1997; Pan et al., 2005).
Standard TD models can produce simple elimination of learned
responses through unlearning (Montague et al., 1996). What is
new for this model is that it also exhibits spontaneous recovery, a
classical observation of behavioral extinction that we saw in the
DA neuronal activity. Furthermore, the model also exhibits other
characteristics behavioral extinction, such as speeded relearning
(Rescorla, 2004) and improved recovery with longer intertest intervals (Myers and Davis, 2002). It will be of interest to determine
whether DA cells responses follow these predicted patterns.
To achieve spontaneous recovery, a key requirement was differential spontaneous decay rates for excitatory and inhibitory
weights. An interesting proposition arising from the model is
therefore that such differences occur in the brain. In behavioral
studies, learning related to inhibiting a response has been found
to have a faster decay rate than learning to emit one (Hendersen,
1978), but this does not necessarily relate to inhibition/excitation
at the neural level. Furthermore, it is not necessarily the case that
differences in decay rate link to sign of synaptic action or the
transmitter used. For instance, recency of plastic change, rather
than properties of the synapse per se, may be a critical factor.
Learning involves several phases including protein-expression
dependent mechanisms for consolidation (Miyashita et al.,
2007). If newer learning is less consolidated, it may be more liable
to decay. Indeed, it is well established in the behavioral literature
that for two learned associations of unequal age, the older association will decay less rapidly than the newer (Wheeler et al.,
2004; Wixted, 2004). In extinction learning, extinction procedures follow the initial training, and thus represent newer, potentially more labile learning. Whichever is the critical factor, differential decay rates for plasticity in different synapses or circuits at
the physiological level are a testable prediction of the model.
Extinction as a tripartite process involving learning,
forgetting, and unlearning
The neural and modeling results described above point to a key
role for plasticity in inhibitory circuits during extinction. Furthermore, the model predicts differential spontaneous decay (or
forgetting) rates for inhibitory and excitatory weights. The model
thus formalizes the hypothesis, widely held since the study by
Pavlov (1927), that spontaneous recovery can be accounted for
by new, extinction-induced inhibitory learning that suppresses

the old, combined with faster decay of the extinction learning
(Bouton and Moody, 2004; Delamater, 2004; Rescorla, 2004).
However, although new learning and forgetting processes may be
essential for the property of spontaneous recovery, there could
still be a role for unlearning (the active erasure of learning) (Rescorla and Wagner, 1972; McClelland and Rumelhart, 1985). Recent behavioral studies point to specific situations in which unlearning may be significant (Medina et al., 2002; Rescorla, 2004;
Myers et al., 2006). Active unlearning is intrinsic to TD models,
with the relative contribution it makes dependent on choice of
parameters; in the present model, it played a very minor role.
Nevertheless, appropriate settings may model these specific situations. Extinction may involve contributions from all three
mechanisms, with the relative contribution of new learning, forgetting, and unlearning processes varying depending on the situation (Mauk and Ohyama, 2004).
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