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Abstract—Adversaries are creating new types of malicious
software, or malware, at an increasing rate. The amount and diversity of malware are making classic security defenses more and
more ineffective. Our objective is to analyze multiple dimensions
of Windows executable programs. We used machine learning
techniques to build and train a classifier to identify malicious
software from benign software. We find that the best mixed
features classifier we created performs over 10% better than the
average performance of 57 commercial anti-virus programs we
tested against. In analyzing the performance of the commercial
anti-virus programs, we also find bias in the design decisions that
sacrifices security in favor of usability.

I. I NTRODUCTION
Problem Statement: In the past 2.5 years (since 2013),
there have been more new kinds of malware created than the
ten years before that combined [1], as depicted in Figure 1.
The need to detect previously unseen malware is growing. Of
particular concern are the Windows operating systems, which
run on over 85% of desktops today [2]. The proliferation of
smart mobile devices further increases the attack surface. It is
believed that 80% of infected mobile devices have been traced
to connections to Windows computers and laptops [3].

Fig. 1: Number of new malware threats by year [1]
Our objective is to use supervised machine learning techniques to create a classifier that accurately identifies malware,
even if the malware is new and previously unseen. We take
steps towards this objective by creating and training a classifier
that uses static analysis to detect malware in the form of
Windows portable executable files (.exe files). Using static

analysis techniques, we analyze files without running them
and extract features used for classification. We find that our
results better average results from 57 publicly available antivirus services and also identify biases in the design of antivirus services that pose threats to users. We also compared
the classifier we built to other common machine learning
classifiers and find that we were able to outperform them as
well.

A. Security/Attack Model
Attackers write malicious software that is designed to
compromise, infiltrate, or damage a computer system without
the owner’s consent, and, in some cases, knowledge. This
software can infect a machine via various methods, such as
cross site scripting attacks, through infected removable drives,
or through spam emails [4]. We assume that an adversary
has no direct access to the target computer system and does
not have the ability to login to the computer, directly or
remotely. Once installed, malware can be used by adversaries
to steal sensitive information, perform computations (botnets),
and leverage money from the user (ransomware). Ideally,
adversaries should have none of these powers to access the
computer system itself. In some cases, adversaries may be
allowed to observe network traffic to and from the computer
system, but they should not be able to observe and modify
components within the system.
The goals of static malware detectors are to identify a
wide variety of existing malware (if not all), identify newer
modifications or variants of existing malicious software, and
identify completely new malware, while also identifying benign software as safe all without running the program in
question.
Users are assumed to be honest in that they will not
attempt to disable or compromise malware detection programs.
We assume that they will accidentally attempt to download
malware. Upon attempting to install a malicious program,
the malware detection software should abort the installation
process, quarantine the program, and alert the user the file
was suspected to be malicious. Suspected malware can only
be run if the informed user understands the risks and chooses
to run it anyways.

II. P REVIOUS W ORK
Traditional approaches to malware detection can be categorized into two categories: static analysis and dynamic analysis.
Static analysis involves analyzing a suspected file without
running it, as first proposed by Lo 1995 [5]. Static analysis
is more secure and efficient because it can be done without
running a potentially malicious file. The greatest limitation to
static analysis is obfuscation of code.
To prevent detection, malware creators obfuscate code by
deliberately attempt to write and package it such that the
malicious code is difficult to read without being run first.
Obfuscation techniques have shown to be successful against
common anti-virus programs such as Norton because they
focus on matching syntax. Recent research has focused on
identifying malware by analyzing the semantics of programs
[6]. Static analysis can better common obfuscation techniques,
but Moser 2007 has shown that generic analysis of obfuscated
code is NP-hard [7].
Dynamic analysis runs programs in isolated or limited
settings to determine if programs are malicious. More specifically, dynamic analysis typically executes malware binaries
and decides during runtime when the program has been
unpacked if it is malicious or not. At this point, most obfuscation has been removed [8]. Examples of dynamic analysis techniques include monitoring threads and processes and
simulating common Internet protocols (INetSim). The main
limitation to dynamic analysis is that limited (often single)
paths of execution are examined, leading to an incomplete
picture of malware activity.
A. Machine Learning for Malware Detection
Machine learning for malware analysis can be roughly
categorized into two categories: classification and clustering.
Reserachers have come up with a number of machine
learning-based malware detection algorithms in recent years.
One such framework for the automatic analysis of malware
behavior with machine learning [8] uses clustering to automatically identify novel classes of malware with similar behavior. Another algorithm targeted towards malware detection
in Android devices extracts features from packaged Android
applications. It then uses these extracted features to train an
One-Class Support Vector Machine [9]. The main idea behind
this algorithm is to generate a classifier that will classify the
majority of the training data as positive and classify testing
or training data as negative only if it is significantly different
from the training data. The algorithm is constructed this way
because known, benign applications are far more accessible
than malicious ones.
Clustering yields a faster runtime performance in practice, but it requires processing files in batches. Recent work
by Reick 2011 has used both classification and clustering
techniques for more incremental analysis [8]. The features
analyzed include analyzing strings in binary executables as
well as the binaries themselves.

III. M ETHODS
A. Dataset
Our dataset consists of a total of 3,294 Windows Portable
Executable (PE) files. This dataset is split between 2,382
known, verified malware programs and 912 known, benign
software programs. This dataset was collected and provided
by the company Cyphort [10], a computer and network security company focused on fighting advanced persitant threats
(APTs). We split this dataset 80% and 20% into a training and
test set respectively. In our test set, we maintained a similar
class balance as in our entire dataset, meaning the test set
should be approximately 70% malware and 30% benign files.
B. Features
1) Dynamic-Link Libraries: One of the key sets of features
we used is a list of dynamic link libraries used by each Windows executable. A Dynamic Link Library, or DLL, is a shared
library that contains code, resources, data, or any combination
of the aforementioned. They share the file extension .dll. These
DLLs are used by Windows programs to share functionality
and resources between themselves. Much of the functionality
of Microsoft Windows Operating Systems is provided through
use of DLLs [11].
Commonly used resources, code, functions, or data are
packaged in DLLs, which can be bound or linked to some
Windows program. USER32 and WSOCK32 our examples of
DLLs. USER32 is a user interface library and WSOCK32 is a
Windows socket application programming interface [12]. The
use of these shared libraries is motivated by resource reduction
and modularity. By dynamically linking these shared modules
at runtime, programs can avoid code duplication, improving
overall program performance. In addition, these separately
imported, shared libraries encourage modularity, allowing for
DLLs to be individually fixed and updated without disrupting
the applications that use them [13].
We can infer certain characteristics about a program through
the set of DLLs it uses. We used these DLLs to help distinguish between benign and malware executables.
We used GNUs objdump command to extract the list of
DLLs used by a Windows executable [14]. The program
headers in the program executable files contain information
such as the file size and also the list of DLLs used by the
program. We were able to parse the DLLs from the output
generated by the objdump command.
We use a bag-of-words approach when representing the
DLLs for each file. That is, we look at frequency and existence
of DLLs without considering the order. Once we extracted the
list of DLLs for each file, we constructed a feature vector for
each file where each index corresponded to a specific DLL
whose value was either 1 or 0, indicating whether that DLL
was present in the file or not. The overall dimensionality, or
number of DLLs, found for our data set was 414.
2) Strings: Portable Executable format files also contain
printable strings within their headers and the bodies of the
files. These printable strings could reveal information regarding the nature of the program, whether it is benign or

TABLE I: Most common strings from benign and malware
files
Benign
Sleep
GetCurrentProcess
ExitProcess
CloseHandle
LoadLibraryA

Malware
GetProcAddress
ExitProccess
GetLastError
SVW3
CloseHandle

Fig. 2: Example of hexdump command output.

malicious. These strings could be part of the file name, file
author signatures, bits of recycled code, or information on
system resources used [12]. We were able to extract these
printable strings from file using the GNU strings command
[14].
In Table I, we display the most common printable strings
found in both our benign training dataset and our malware
training dataset.
We assume a bag-of-words approach when constructing
our strings representation of our dataset. Using the set of
extracted strings from our dataset, we constructed binary
attribute vectors where each string represents a binary feature.
For each file, we indicated whether the specific string was
present or not in the file with either 1 or 0.
3) Byte Sequences: The portable executable files contain
binary representations of the machine instructions. For our
byte sequences set of features, we converted the binary code
file into a hexadecimal file. In this representation, each machine instruction is a 2-byte word composed of two, 2-digit
hexadecimal numbers. Whereas the DLL features set revealed
resource information for a program, byte sequences represent
which specific machine instructions are used and called in a
program [12]. We reasoned that benign and malware programs
would display distinct patterns of machine instruction calls.
To extract the byte sequences, we utilized the hexdump
linux command to convert the binary code into lines of 4-digit
hexadecimal words [15]. To simplify computations, maintain
program efficiency, and reduce feature dimensionality, we
consider a random subset of the machine instruction words
from the program file. First we select a random subset of 100
lines from the program file. Then, from each selected line,
we randomly choose a subset of 10% of the words from the
line. We again assume a bag-of-words representation for our
features. The feature vector for each file is a binary attribute
vector where each machine instruction word from the dataset
represents a particular attribute in the vector. For each attribute

for a file, we indicate the presence of the specified word with
1 and its absence with 0.
C. Classification
1) Naive Bayes: We used the Naive Bayes classifier on
each of our feature sets individually to distinguish between
malicious files and benign files. The classifier is based on
the Bayes rule and relies on the assumption that the predictors are not dependent on each other within each class.
In other words, in order to determine P (X|Y ) where X =
< X1 , X2 , ...Xn >, the algorithm assumes that all the Xi s
are conditionally independent of each other given Y . Each
Xi is also independent of all subsets of the other Xj s given
Y. However, this classifier has been found to work well even
when the conditional independence assumptions do not hold.
The Naive Bayes method uses the training data to estimate
the parameters of a probability distribution. For the prediction
step, the Naive Bayes classifier then computes the posterior
probability of the testing set for each class. The test data is
classified as the class with the highest posterior probability.The
formula for computing the posterior probability by the Naive
Bayes algorithm is derived as follows:
P (Y = Yk |X1 X2 ...Xn ) =
P (Y = Yk )P (X1 X2 ...Xn |Y = Yk )
P
j P (Y = Yj )P (X1 X2 ...Xn |Y = Yj )
This equation comes directly from the Bayes rule. Now using
the conditional independence assumptions made, we obtain the
following equations.
P (Y = Yk |X1 X2 ...Xn ) =
Q
P (Y = Yk ) P (Xi |Y = Yk )
P
Q
P (Xi |Y = Yj )
j P (Y = Yj )

We can manipulate this equation to find the class with the
highest posterior probability to get:
Y ← argmaxyk P (Y = Yk )

Y

P (Xi |Y = Yk )

We can ignore the denominator because it is not dependent on
yk .
2) Combining Feature Set Classifiers: We utilized three
different methods of combining our main feature sets of
DLLs, strings, and byte sequences. The first method simply
merges the individual feature vectors into one large vector. The
second method trains a classifier on each individual feature
set, equally weights the classifiers, and takes the majority vote
of their output classifications. The final method again trains
a classifier on each individual feature set, then averages the
outputted posterior probabilities of each class, and selects the
class that maximizes the average posterior probability.

a) Merging Feature Vectors: In this method, we merged
the three separate feature vectors into one large feature vector.
We appended the binary attribute features for DLLs, strings,
and byte sequences into one large, combined feature vector.
The dimensionality of the individual DLLs, strings, and byte
sequence feature vectors were 414, 1502, and 445 respectively.
The combined feature vector has dimensionality of 2361. We
then ran our same Naive Bayes classifier on this new combined
feature vector to determine the final class predictions. This
combined classifier does not associate attribute features with
their original feature sets and does not leverage the information
this relationship might yield.
b) Equally-Weighted Voting: For the equally-weighted
voting scheme, we first trained and tested our Naive Bayes
classifier on each of the individual feature sets to get three
separate sets of class predictions. Then to combine these
classifiers we took the majority for each test sample. For
example, if test sample x was labeled as benign by two of the
feature set classifiers and malware by the remaining classifier,
then our equally-weighted voting classifier would classify test
sample x as benign. This method naively gives each set of
features equal importance.
c) Maximum Averaged Posterior Probabilities: Finally,
for our last combined classifier method, we utilized the average
of the posterior probabilities on each feature set. Similarly
to the equally weighted voting scheme described above, we
first applied our Naive Bayes classifier individually on each
of the feature sets. Recall from the previous section where we
described the algorithm, Naive Bayes calculates the posterior
probability of a sample belonging to each class (benign or
malware) given the set of features or observations for that test
sample, and then outputs the class with the maximum posterior
probability. For this combined classifier method, we average
the calculated posterior probabilities from each feature set and
then select the class with the maximum average posterior
probability [16]. Although each feature set technically has
an equal weight, the level of confidence of the classifiers
of each feature set does affect the overall weighting of the
output classification. If a classifier on a particular feature set
is very confident (has a high posterior probability for a class),
then this will be reflected in the combined classifiers posterior
probabilities.
IV. R ESULTS
We tested and evaluated our Naive Bayes classifier on all
three individual feature sets of dynamic link libraries, strings,
and byte code sequences. The results from the three individual
feature sets are displayed in table II. Next, we tested three
different classifier combination methods (as described in the
previous section) on the combined data set consisting of all the
feature sets. The results from these three methods are shown
in table III. For each experiment, we count the number of
true positives (TP), true negatives (TN), false positives (FP),
and false negatives (FN). True positives and true negatives
refer to malicious and benign samples respectively that were
correctly classified. False positives refer to benign samples that

were misclassified as malware. Similarly, false negatives are
malicious samples that were misclassified as benign.
TABLE II: Performance on Individual Feature Sets
Feature Set

TP

TN

FP

FN

Accuracy

DLLs
Strings
Byte Sequences

456
176
469

66
182
98

116
0
84

20
300
7

79.33%
54.41%
86.17%

The highest performing feature set consisted of the byte
sequence features, while the lowest scoring features were the
strings. We anticipated that the byte code sequences may have
the highest accuracy due to the nature of the information it
brings. Specifically, byte sequences reveal information on each
individual machine instruction called by the program. Furthermore, this particular feature set had the largest dimensionality
at 1,502, which was more than three times the dimensionality
of the other two feature sets. We discuss a possible explanation
for the low performance of our classifier on our strings feature
set due to code obfuscation later in our section on limitations.
Since the eventual goal of our tool is to prevent user’s machines from becoming compromised by malware, we wish to
prevent malicious software from being misclassified as benign.
Therefore, the first priority is to minimize false negatives. Our
byte sequence features have by far the lowest false negative
rate at approximately 1.06%, whereas our strings features has
a very high false negative rate at 45.59%. The DLLs feature
set also yielded a relatively low false negative rate at 3.04%.
However, it is significant to note that the strings feature set
had zero false positives, meaning no benign programs were
misclassified as malware. This could also indicate that the
classifier on the strings feature set was slightly biased towards
negative, or benign, classification.
TABLE III: Performance on Combined Feature Set Classifiers
Combination Method

TP

TN

FP

FN

Accuracy

Merged Feature Vect.
Eq. Weighted Voting
Maximum Avg. Posterior

316
455
454

167
66
128

15
116
54

160
21
22

73.40%
79.18%
88.45%

We combined our separate feature sets by merging the
feature vectors themselves, combining the classifiers in an
equally weighted voting scheme, and by averaging the posterior probabilities outputted by each classifier. These three
methods are described in greater detail in the Methods section.
The performance of the three different combination methods
align with their levels of sophistication.
The simplest method of combining the feature sets was
by explicitly merging the actual feature vectors themselves.
This resulted in a 73.40% accuracy rate, which is lower than
the individual performance of both DLLs and byte sequence
features. The high dimensionality of the combined feature
set may cause overtraining, negatively impacting performance.
Also, similar to the strings features, there is a relatively low
false positive rate and high false negative rate. This indicates

that the strings feature set had a negative influence on the
overall classifier using this method.
The next method was slightly more complex. The equally
weighted voting scheme outputted the majority decision of
the three separate feature sets. Accuracy improved over the
first method to 79.18%. However, this is still lower than the
individual performance of the byte sequence feature set and
comparable to the DLL feature set. This can be attributed to
the fact that despite strings’ relatively poor performance, it
still has the same weight vote as the other classifiers.
The last method, taking the maximum of the averaged
posterior probabilities, was the most sophisticated and used
the output of the individual feature set classifiers at a finer
granularity past the hard, class assignment to the actual
posterior probabilities. The performance of this method was
the highest out of all combination methods and all individual
feature set classifiers at 88.45%. It had relatively low false
negative and false positive rates at 3.3% and 8.2% respectively.
V. D ISCUSSION
A. Comparing to the State of the Art
We compare our performance to that of 57 publicly available
Anti-Virus software using VirusTotal [17]. We analyze a
sample of 1,484 files from our dataset (814 benign files,
670 malware files) and report our results in Table IV. We
find the average accuracy of the 57 Anti-Virus programs
to be 77.49%. We note that Anti-Virus programs tend to
bias towards classifying files as benign, as evidenced by the
strong performance in identifying benign files (true negative)
and tendency to classify malware as benign (false negative).
A likely explanation is the balance between usability and
security. While false positives are safer for a system, they
present a strain on the user as they become frustrated that
their anti-virus program constantly warns them of files that
are often trusted. False negatives are more dangerous to the
system though, so the underlying justification for Anti-Virus
companies is likely that some form of anti-virus software
running on a system is better than none at all or a disabled
anti-virus program. We argue that users should be informed
of this design decision which places users at greater risk and
perhaps have a choice of deciding ”security levels” of their
anti-virus to balance usability and security.
We did not compare our algorithm with other malware
TABLE IV: Average Performance of 57 Commercial AntiVirus Services (from VirusTotal)
TP

TN

FP

FN

Accuracy

0.56

0.95

0.05

0.44

77.49%

detection algorithms because our binary and malicious files
did not match the format of the files required to run these
algorithms. Additionally, it did not make sense to compare
the accuracy between algorithms tested on different datasets.
As a result, we compared our algorithm to other state of
the art machine learning classifiers using the data obtained

by extracting certain features from the original binary and
malicious files. We tested the data with the support vector
machine classifier [18], binary decision tree classifier [19],
and the discriminant analysis classifier [20]. The resulting
accuracies are displayed for the DLL features (Table V),
strings features (Table VI), and byte sequence features (Table
VII).
TABLE V: Other Classifier Performance on DLLs
ML Classifier

TP

TN

FP

FN

Accuracy

SVM
Binary Decision Tree
Discriminant Analysis

466
444
360

124
100
113

58
82
33

10
32
21

79.64%
79.94%
74.57%

TABLE VI: Other Classifier Performance on Strings
ML Classifier

TP

TN

FP

FN

Accuracy

SVM
Binary Decision Tree
Discriminant Analysis

440
442
438

130
125
116

52
57
66

36
34
38

86.63%
86.17%
84.19%

TABLE VII: Other Classifier Performance on Byte Sequences
ML Classifier

TP

TN

FP

FN

Accuracy

SVM
Binary Decision Tree
Discriminant Analysis

471
460
362

90
76
85

92
106
61

5
16
19

85.26%
81.46%
80.27%

The accuracy produced by the other machine learning
classifiers significantly varied across the individual feature
sets. For the DLL feature sets, the other machine classifiers
performed roughly around the same as our classifier. Our
classifier performed better than the support vector machine,
binary decision tree, and discriminant analysis classifiers for
the byte sequences feature set. Finally, all three of the other
machine learning classifiers performed much better than our
classifier on the strings feature set. However, our combined
classifier still yields the highest accuracy overall.
B. Limitations
Program obfuscation may have provided a barrier to the
extraction of strings from all our files (see II). Designers of
malware programs sometimes attempt to avoid detection by
obfuscating their code. When code is obfuscated, the program
is packed in a manner that makes fields of the file hard to
read. This can inhibit static analysis methods, such as reading
printable strings from an executable. This code packing does
not hinder the actual execution of the program because at
runtime wrapper program unpacks the program. However,
prior to runtime it is often difficult to determine whether
a program is in fact packed or unpacked. Possible program
obfuscation could adversely impact the efficacy of the strings
features set [21].
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C. Future Work
We only used the Naive Bayes classifier on the individual
features sets to distinguish between malicious and benign
files. Although the Naive Bayes classifier requires only a
small amount of training data to estimate the parameters of a
probability distribution and is easy to implement, it relies on
the conditional independence of variables within each class.
This likely resulted in a loss of accuracy as dependencies
almost always exist within variables. Other more sophisticated
boosting classifiers such as Adaboost or RobustBoost that
can model the dependencies between these variables could
be tested on the individual feature sets. It would also be
interesting to test some novel malware detection algorithms
such as those cited in the previous works section on the benign
and malicious files dataset directly.
Additionally, since false negatives are much more harmful to
the user than false positives, further work could involve modifying the algorithm to focus on minimizing false negatives.
The potential drawback to doing this however is that if the
chance of a false negative is small enough, further tweaking
the algorithm to minimize the number of false negatives could
significantly worsen the performance of the algorithm. To top
it off, minimizing the number of false negatives could lead to
an increase in the number of false positives. Although false
positives do not compromise the security of the system, they
can discredit the integrity of the classifier and hinder usability.
VI. C ONCLUSION
We investigated the application of static analysis and machine learning techniques to identify and distinguish malicious
Windows software from benign software. The static nature of
our methods allows our tools to analyze software portable executables without actually running the program and potentially
compromising a user’s machine.
Our main contributions include applying various machine
learning techniques to the problem of malware detection, comparing our results to current state-of-the-art detection tools,
and identifying a potential security vulnerability in the design
decisions of current anti-virus software. We used data mining
techniques to extract meaningful, static features from PEs and
subsequently applied Naive Bayes on our extracted features to
classify executables as malicious or benign. Furthermore, we
compared our results to the anti-virus program Virus Total
and other machine learning classifiers like support vector
machines, binary decision trees, and discriminant analysis.
Finally, we identified a security vulnerability in the design
tradeoffs of current anti-virus software. Prioritizing the minimization of false positives over minimizing false negatives can
allow malware to infiltrate a user’s machine undetected.
As machine learning techniques progress and improve, we
anticipate further improvement of machine learning performance in the detection of malware. We believe that further
research in the application of these methods to security problems could lead to safer, more secure systems.
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