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FARSITE is a… 

u  Serverless 

u  Secure 

u  Distributed 

u  Byzantine-fault-tolerant 

file system 
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FARSITE is Byzantine-fault-
tolerant (BFT) 

u  Byzantine failure: an arbitrary failure of a distributed 
system, which may include stopping, crashing, 
processing requests incorrectly, corrupting local state, 
and/or producing incorrect or inconsistent outputs 

u  Can snowball into catastrophic failure of a system 

u  Can be due to software failure, hardware failure, malicious 
users/clients, … 

u  Byzantine-fault-tolerance: resilience to Byzantine 
failures 

u  Usually requires that less than one-third of the system is 
faulty 

u  Greater # of independent components in BFT system can offer greater 
resilience. However… 
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BFT doesn’t scale! 

Request using a 
single client / 
single server 
model: 
•  2 message delays 

•  2 messages 

Request using a client 
and 4-node BFT group 
(BFT 4) model: 
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users BFT group clients 

• Using Byzantine 
agreement protocol, 
assign sequence 
numbers to messages 
• Prepare-commit 

among 2 T + 1 servers 

T = tolerable faults 
R = count of replicas 

R > 3 T 

• Deterministically 
update metadata 
• Reply to client 

Farsite System - Metadata 
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BFT doesn’t scale! 

Request using a 
single client / 
single server 
model: 
•  2 message delays 

•  2 messages 

Request using a client 
and 4-node BFT group 
(BFT 4) model: 

•  5 message delays 

•  32 messages 

Request using a client 
and n-node BFT group 
(BFT n) model: 
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BFT doesn’t scale! 

Request using a 
single client / 
single server 
model: 
•  2 message delays 

•  2 messages 

Request using a client 
and 4-node BFT group 
(BFT 4) model: 

•  5 message delays 

•  32 messages 

Request using a client 
and n-node BFT group 
(BFT n) model: 

•  5 message delays 

•  2*n2  messages 
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Throughput vs. Scale 
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ideal typical flat BFT 
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Solution: split load into 
numerous small BFT groups 
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These small BFT groups map 
naturally onto a hierarchical 
filesystem 
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However, with small BFT groups 
we are back to the problem of 
reliability 

u  This problem is exacerbated by snowball effect… 
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BFT Group Size # of member failures it 
can tolerate 

1000 332 

10 3 

4 1 



Machine Failures at Scale 
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Group Failures at Scale 
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System Failure at Scale 
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Solved with Byzantine Fault 
Isolation (BFI) 
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FARSITE machines may perform 
one or more of the following 
roles: 

u  Directory group: BFT group 
with BFI that stores directory 
and file metadata for a 
portion of the filesystem. 

u  File host: Stores file content. 

u  Client: A machine that 
directly interacts with the 
user. 
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Availability and reliability 
through replication 

u  Directory groups employ BFT replication 

u  File hosts employ simple raw replication due to its 
simplicity and to avoid performance overhead 

u  Functions of an unavailable machine are migrated 
to one or more other machines after some 
extended period of time 

u  Availability is improved by caching file data locally 
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Privacy and authentication 
through cryptography 

u  Upon creation of a file/directory, a symmetric key is 
created 

u  For each authorized reader of the file/directory, the 
symmetric key is encrypted using the reader’s public 
key 

u  The encrypted symmetric keys are stored alongside 
the file/directory 
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Integrity 
through Byzantine-fault-tolerance 
techniques 

u  “As long as fewer than one third of the members of 
a directory group are faulty or malicious, the 
integrity of the directory metadata is maintained” 

u  File data integrity is ensured through the use of a 
hash tree over the file data blocks 
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Consistency 
through leases of variable granularity and 
duration 

u  Content leases govern which client machines 
currently have control over a file’s content. 

u  Read-only or Read/Write 

u  Single writer, multi reader 

u  Single file or entire directory 

u  Expiration time 

u  Name leases allow for creation of directories/files. 

u  Single file or entire directory 

u  Expiration time 
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Consistency (Contd.) 
through leases of variable granularity and 
duration 

u  Windows file-sharing semantics. 

u  Read 

u  Write 

u  Delete 

u  Exclude-read 

u  Exclude-write 

u  Exclude-delete 
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Consistency (Contd.) 
through leases of variable granularity and 
duration 

u  Access leases to handle Windows deletion 
semantics. 

u  Public indicates that lease holder has file open 

u  Protected includes meaning of public lease, and further 
indicates that no other client will be granted access 
without first contacting the lease holder 

u  Private includes the meaning of a protected lease, and 
it further indicates that no other client has any access 
lease on the file 

u  If a client has a private access lease on a file, it is 
guaranteed that no other client has an open handle, 
so it can delete the file as an entirely local operation. 
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Durability 
through transaction logging 

u  File modifications are committed to local cache 
and logged in update log 

u  Update log is pushed to directory group periodically 
as well as when a file lease is recalled 
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Scalability 
through namespace delegation 

u  Overloaded directory group can delegate part of its 
namespace to another group 
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Reasonable performance 
through client caching, hint-based pathname 
translation, and lazy update commit 

u  Hint-based pathname translation: 

u  Each client maintains a cache of pathnames and their 
mappings to directory groups 

u  A client translates a path by finding the longest-matching 
prefix in its cache and contacting the indicated directory 
group 

u  Three cases: 

1.  Contacted group manages the pathname 

2.  If group manages only a path prefix of the name, then it replies 
with all of its delegation certificates, which the client adds to its 
hint cache 

3.  If the group does not manage a path prefix of the name, then 
it informs the client and the client removes the stale hint 
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Questions 

u  Due to FARSITE’s use of a limited number of file host 
machines, FARSITE does not help to alleviate some 
of the downsides of traditional servers that are 
mentioned: 

u  Direct cost in equipment, physical plant, and personnel 

u  Dedicated administrative staff, upon whose 
competence its reliability depends 

u  Physically centralized servers are vulnerable to 
geographically localized faults 

u  Does FARSITE provide enough benefits to make it 
worthwhile? 
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