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Abstract: The objective of the cell suppression problem (CSP) is to protect sensitive cell values in
tabular data under the presence of linear relations concerning marginal sums. Previous algorithms
for solving CSPs ensure that every sensitive cell has enough uncertainty on its values based on the
interval width of all possible values. However, we find that every deterministic CSP algorithm is
vulnerable to an adversary who possesses the knowledge of that algorithm. We devise a matching
attack scheme that narrows down the ranges of sensitive cell values by matching the suppression
pattern of an original table with that of each candidate table. Our experiments show that actual ranges
of sensitive cell values are significantly narrower than those assumed by the previous CSP algorithms.

Keywords: statistical disclosure control; cell suppression problem; integer linear programming

1. Introduction

The cell suppression problem (CSP) [1] has been studied for many years to properly protect
sensitive information in tabular data. The goal of CSP is to determine a set of suppressed cells that
ensure sufficient uncertainty of the values of sensitive cells under the presence of linear relations
concerning marginal sums in the table. Since CSP is known to be NP-hard, many researchers
have previously developed efficient approximate or heuristics-based algorithms [2–4]. Particularly,
the algorithm [1] based on the technique of Benders decomposition [5] has been adopted for
tools for statistical disclosure control (SDC), such as τ-ARGUS [6], SDCLink [7] and sdcTable [8],
because that algorithm guarantees to produce optimal solutions while running efficiently in many
realistic situations.

Previous research on CSP [9] has defined the safety of a suppressed table based on the notion
of a feasibility interval. We represent a suppressed cell by a variable that takes an unknown value
and examine the set of all possible values for that variable. When multiple variables are subject
to linear constraints in CSP, the range of each variable becomes a linear segment between two end
points. We call such a segment the feasibility interval of a cell variable and quantify the safety of the
corresponding suppressed cell based on the width of the interval. Previous research [1] considers a
suppressed cell safe if the width of its feasibility interval is greater than a given threshold. To obtain
the feasibility interval of a suppressed cell, we solve two linear programming problems to obtain the
minimum and the maximum bounds of that cell variable subject to the linear constraints of marginal
sums. The previous algorithms implicitly consider each combination of values for suppressed cells
feasible as long as those values satisfy the constraints of marginal sums.

However, we find that it is possible to exclude some feasible combinations of values of suppressed
cell variables if we know that a deterministic CSP algorithm (e.g., References [2,10]) is used to suppress
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the original table. We can construct a candidate table of the original table by complementing its
suppressed cells with a feasible combination of cell values. If we apply the same suppression algorithm
to the candidate table, we are supposed to reproduce the same suppressed table. Otherwise, we
conclude that that particular combination of cell values never coincide with the suppressed cell values
of the original table. Since it is possible to enumerate all feasible combinations of suppressed cell
values by solving indefinite linear equations of marginal constraints involving cell variables, we devise
a systematic way of narrowing down the ranges of the feasibility intervals. In this paper, we assume
an adversary who tries to infer sensitive cell values in a publicly released suppressed table and that
the adversary possesses the knowledge of the CSP algorithm observing the Kerckhoffs’ principle [11].

We develop a matching attack for computing the effective feasibility intervals of suppressed cells
in tabular data. The main idea is to compute the feasibility intervals of suppressed cells incrementally
while performing the matching test on the suppression pattern of each candidate table. If a candidate
table reproduces the suppression pattern of the original table, we consider that the cell values of
that candidate table feasible and expand the ranges of their effective feasibility intervals accordingly.
We assume that a deterministic CSP algorithm applies a pre-determined threshold for the minimum
width of a feasibility interval to each sensitive cell of a table. We find that the number of feasible
combinations of cell values largely depends on the dimension of the null space of a matrix representing
the linear constraints of the original table. That is, when the dimension of the null space is small,
the width of an effective feasibility interval is often significantly narrower than that assumed by the
CSP algorithm violating the security requirement of the minimum interval width.

We evaluate the effectiveness and computational performance of the proposed matching attack
with a large number of synthetically generated frequency tables in which the sensitivity of each
cell is determined by comparing its value with a given minimum frequency threshold. We use our
implementation of the CSP algorithm [7], which ensures a given minimum width threshold on the
feasibility interval of each sensitive cell. Our experiments demonstrate that the matching attacks are
both feasible and practical for tables of small and medium sizes compromising the safety of about 46%
to 83% of the sensitive cell values.

We summarize our contributions in this paper as follows:

1. We devise the new matching attack scheme on a suppressed table to narrow down the ranges of
sensitive cell values exploiting the fact that some algorithms for CSP are deterministic.

2. We implement the matching attack, which systematically enumerates all the combinations of
candidate values for suppressed cells, performs the matching test on each candidate table and
computes the effective feasibility intervals of sensitive cells.

3. We experimentally show that the proposed attack is effective to a large number of synthetically
generated frequency tables and that there is a significant risk of many sensitive cell values being
identified exactly.

The rest of the paper is organized as follows. Section 2 describes the formulation of the CSP
introducing the notion of the feasibility interval, based on which we determine the safety of suppressed
tabular data. We finally define our adversary model justifying our assumptions on the capability of an
adversary. Section 3 describes the matching attack that systematically examines all candidate tables
and performs the matching test, and Section 4 demonstrates the effectiveness of the matching attacks
experimentally. Section 5 discusses related work and Section 6 concludes.

2. Background

In this section, we first formulate the cell suppression problem (CSP) introducing the notion of
the feasibility interval. Previous algorithms for CSP implicitly use the safety definition for suppressed
tables based on the minimum width of the feasibility intervals of sensitive cells. We next define the
adversary model, justifying our assumptions on an adversary’s knowledge on the CSP algorithm and
its security parameters for inputs to the algorithm.
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2.1. Disclosure Risks in Tabular Data

We first describe disclosure risks in tabular data, which contain sensitive information on
individuals. Tabular data are produced from microdata that consist of records of an individual
respondent’s variables (i.e., attributes) such as age, income and so on. There are two types of tabular
data—frequency tables and magnitude tables. Both types of tables classify records of microdata into
a set of cells that correspond to a particular value combination of grouping variables. For example,
Figure 1 shows a pair of frequency and magnitude tables whose cells are crossed by two variables M
and P. The variables M and P represent a geographical region where the respondent of a record resides
and that respondent’s occupation, respectively. Both variables are categorical variables whose domains
are a finite set of discrete values. The frequency table on the left shows the numbers of respondents
that belong to each cell of the table. The magnitude table on the right shows the income sums of those
in each cell. We here assume that there is another quantitative variable income I in each record of
the microdata.
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Figure 1. Disclosure scenarios with example frequency and magnitude tables.

Now we suppose that an adversary knows that someone possesses attributes M2 and P3 and
that that person’s record is included in the tables in Figure 1. Those attributes of a person are
easily observable to her neighbors. Since there is a single respondent with the attributes M2 and P3,
the adversary can identify that respondent uniquely. If the adversary also obtains the magnitude
table in Figure 1, he can infer the exact amount of salary of the identified respondent, which appears
in cell (M2, P3) of the magnitude table. Therefore, a respondent who belongs to a cell of a single
unit has a significant risk of disclosing his sensitive information to an adversary who can learn some
of the respondent’s attributes. Similarly, there is a disclosure risk in a cell with a small number of
units. For example, consider cell (M3, P5) with two units in the frequency table in Figure 1. This time,
we assume an internal adversary who himself contributes to cell (M3, P5) as a respondent. If he can
identify another respondent in cell (M3, P5) by knowing his attribute values, the adversary can infer
the income of that respondent by subtracting the amount of his salary from the value in (M3, P5) of the
magnitude table. In general, we model an adversary as a set of colluding respondents who contribute
their records to tabular data and thus consider cells with low frequency in a table unsafe.

2.2. Overview of the Cell Suppression Problem (CSP)

We protect sensitive information in tabular data by suppressing the values of unsafe cells that
are determined by applying some sensitivity rule [9] to each cell of the table. For example, we apply
the minimum frequency rule to a frequency table such that each cell will be suppressed if its value
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is less than a given threshold for the minimum frequency. We call this process primary suppression
and call suppressed cells in primary suppression primary suppressed cells accordingly. However,
to perform primary suppression on a table is not sufficient to protect sensitive cell values because
it is usually trivial to restore the original values by utilizing linear relationships among cell values
concerning marginal sums. We, therefore, perform secondary suppression that additionally suppresses
the values of non-sensitive cells to prevent an adversary from recomputing the cell values of primary
suppressed cells. We call non-sensitive cells that are suppressed in secondary suppression secondary
suppressed cells.

We illustrate this two-stage cell suppression procedure with an example of a frequency table in
Figure 2. We first determine sensitive cells using the minimum frequency rule with a threshold value
of 10. In this example, we determine that cell (M1, P1,) is sensitive and suppress that cell value in the
process of primary suppression. Since it is trivial to restore the suppressed value by considering a linear
relationship either on the row sum or the column sum, we additionally suppress three non-sensitive
cells (M1, P2), (M2, P1), and (M2, P2).

*60

*60

*60

*60

*60

*60

0 7
633 21

* 21- 7
633 21

Figure 2. Two-step procedure for protecting sensitive cells in a frequency table. We consider the
cell (M1, P1) sensitive because its value—7—is smaller than the minimum frequency threshold—10.
We represent primary and secondary suppressed cells by symbols − and ∗ respectively.

It is, however, not clear whether this particular choice of secondary suppressed cells adequately
protects sensitive information in the primary suppressed cell. Also, we need to minimize information
loss due to secondary suppression while protecting the value of the primary suppressed cell.
We therefore define CSP at a high level as follows:

Definition 1 (Cell Suppression Problem (CSP)). Given a secondary suppressed table T and a set S of primary
suppressed cells in T, CSP determines a set S′ of secondary suppressed cells with the minimum information loss
under the constraint that the value of each primary suppressed cell p ∈ S is properly protected.

We next describe the security definition on a primary suppressed cell in Section 2.3 and
formulate the optimization problem of minimizing information loss in the framework of integer
linear programming (ILP) in Section 2.4.

2.3. Safety of Suppressed Tabular Data

To determine whether a given choice of secondary suppressed cells properly protects the values
of primary suppressed cells, we need to verify that each primary suppressed cell has enough
uncertainty on its value under the presence of linear relations concerning marginal sums. We consider
a two-dimensional table T of r rows by c columns without loss of generality. Figure 3 shows linear
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relations in table T. We denote by aij the value of cell (i, j) in T and express the linear relations on
marginal sums as follows:

∑c
j=1 aij = ai(c+1) for every row i, and (1)

∑r
i=1 aij = a(r+1)c for every column j. (2)

We also assume that every cell takes a non-negative value as in the case of a frequency table,
that is,

aij ≥ 0 for every cell (i, j) (3)

Statistical disclosure control in tabular data 5

Note that, in theory, the only safe way for protecting all the tables from a mi-
crofile, is to jointly protect them as a single linked table. Unfortunately, in many
cases the size of the resulting table would be excessive for current LP or MILP
technology.

2.2 Modelling tables

Since linked tables are the more general case, a model for them is valid for all types
of tables. However we will exploit the particular structure of two-dimensional, three-
dimensional and 1H2D tables.

2.2.1 Two-dimensional tables

A two-dimensional table of r+ 1 rows and c+ 1 columns as that of Figure 5 is
modeled by the following constraints.

c

∑
j=1

ai j = ai(c+1) i= 1, . . . ,r

r

∑
i=1

ai j = a(r+1) j j = 1, . . . ,c.
(1)

Constraints (1) can be represented by the bipartite network of Figure 6. This al-
lows the application of efficient network optimization algorithms, such as those for
minimum-cost network flows, or shortest-paths [1]. This fact was originally noticed
in [2], and it has been extensively used in other works [4, 5, 6, 9, 14, 23, 29].

Fig. 5 General two-
dimensional table.

a11 . . . a1c a1(c+1)
. . . . . . . . . . . .
ar1 . . . arc ar(c+1)
a(r+1)1 . . . a(r+1)c a(r+1)(c+1)

2.2.2 Three-dimensional tables

The linear constraints of a three-dimensional table of r+1 rows, c+1 columns and
l+1 levels (levels refer to categories of third variable) are

cX

j=1

aij = ai(c+1) i = 1, . . . , r

rX

i=1

aij = a(r+1)j j = 1, . . . , c

c columns

r rows

Figure 3. Linear relationships among cell values concerning marginal sums. We denote the value of a
cell (i, j) by aij. Since there are r rows and c columns in the table, there are r + c linear equations.

Suppose that we suppress some cells in T and obtain a suppressed table T′. To quantify the
uncertainty of suppressed cell values in T′, we introduce a cell variable xij for each cell (i, j) of T′.
We also introduce the notion of a suppression pattern y, which is a binary matrix of the same size as
table T′. The suppression pattern y specifies which cells in table T′ are suppressed such that:

yij =

{
1 if cell (i, j) in tabel T′ is suppressed

0 otherwise
(4)

We can obtain the lower bound xij of each primary suppressed cell (i, j) by solving the ILP
problem below.

minimize xij (5)

subject to
c

∑
j=1

xij = xi(c+1) for every row i (6)

r

∑
i=1

xij = x(r+1)c for every column j (7)

xij = aij if for every cell (i, j) with yij = 1 (8)

xij ≥ 0 for every cell (i, j) (9)

Equation (8) sets the value for xij to be the actual cell value aij if that cell is suppressed in T′,
which is indicated by the value yij in suppression pattern y. Similarly, we can obtain the upper bound
xij of cell (i, j) by computing the maximum value of xij under the same constraints (6)–(9) of the above
ILP problem.

We now define the feasibility interval of a suppressed cell in table T′ as follows.
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Definition 2 (Feasibility interval). Given a suppressed table T′ with a suppression pattern y, the feasibility
interval for a suppressed cell (i, j) is an interval [xij, xij] between the lower and upper bounds of cell variable xij
and its width is defined as the delta between the two end points; that is,

wij = xij − xij. (10)

We quantify the uncertainty of a primary suppressed cell with the width of its feasibility interval
and require that the width of the feasibility interval of every primary suppressed cell is greater than a
given threshold value δ for the minimum width, as shown in Figure 4.

�

Upper%boundLower%bound Cell%value

Threshold δ

Feasibility
interval

aijxij xij

Figure 4. The safety condition on a primary suppressed cel at (i, j) based on the notion of its feasibility
interval. The thick line represents the feasibility interval of a cell. A parameter δ is a threshold value
for the minimum width of the feasibility interval.

We consider that a suppressed table T′ is safe if every primary suppressed cell in T′ is safe.

Definition 3 (Safety of a suppressed table T′). Given a suppressed table T′ with a suppression pattern y,
a set of primary suppressed cells P, and a minimum threshold δ, we say that a table T′ is safe if, for every primary
suppressed cell (i, j) ∈ P,

wij > δ (11)

holds.

Example 1. Consider the secondary suppressed table T′ in Figure 2. Suppose that the minimum width δ for
feasibility intervals is 10. we compute the lower and upper bounds x11 and x11 of the primary suppressed cell
(1, 1) with the following constraints.

x11 + x12 + x13 = 78 (12)

x21 + x22 + x23 = 81 (13)

x31 + x32 + x33 = 132 (14)

x11 + x21 + x31 = 77 (15)

x12 + x22 + x32 = 83 (16)

x13 + x23 + x33 = 131 (17)

x13 = 60 (18)

x23 = 11 (19)

x31 = 60 (20)

x32 = 12 (21)

x33 = 60 (22)

(x11, x12, x13, x21, x22, x23, x31, x32, x33, ) ≥ 0, (23)
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which can be simplified by eliminating variables for non-suppressed cells as follows.

x11 + x12 = 78− 60 (24)

x21 + x22 = 81− 11 (25)

x11 + x21 = 77− 60 (26)

x12 + x22 = 83− 12 (27)

x13 + x23 + x33 = 131 (28)

(x11, x12, x21, x22) ≥ 0 (29)

By solving the two problems of ILP, we obtain x11 = 0 and x11 = 17 respectively. Therefore, the feasibility
interval w11 = 17− 0 > 10 = δ. Since a cell (1, 1) is the only primary suppressed cell in T′, we conclude that
table T′ is safe.

2.4. Cell Suppression Problem (CSP)

We now formulate the CSP. Obviously, the more we suppress cells in a table, the greater the
uncertainty of the value of each suppressed cell is and thus the safer the table is. However, if we
suppress too many cells, the suppressed table with such significant information loss is not useful for
any data analysis. Therefore, we aim to minimize information loss due to secondary suppression.
The goal of solving a CSP for a given table is to determine the minimum set of cells to be suppressed
that is sufficient to protect sensitive information in primary suppressed cells.

We formulate CSP as an optimization problem of minimizing information loss under the safety
condition in Definition 3 as follows.

Definition 4 (Cell suppression problem (CSP)). Given a table T, a set of primary suppressed cells P, and a
threshold δ for the minimum width of a feasibility interval, a CSP determines the suppression pattern y such that:

minimize
r

∑
i

c

∑
j

yij (30)

subject to wij ≥ δ for every primary suppressed cell xij ∈ P, (31)

where wij is the width of cell (i, j)’s feasibility interval in Definition 2.

For the simplicity of the presentation, we measure the information loss of a suppressed table by
the number of suppressed cells as given in Equation (30). Our matching attack in Section 3 is applicable
to any goal function of CSP.

2.5. Adversary Model

An adversary in this paper tries to infer sensitive cell values in a publicly released table. We assume
that such an adversary knows the suppression algorithm for solving CSPs based on the Kerckhoffs’
principle [11], which is one of the basic principles in cryptography. τ-ARGUS [6], which is a software
program for solving a CSP, are publicly available with its source code and manual [12] that describes
the algorithms in detail. We also assume that an adversary knows security parameters, such as
threshold values for the minimum frequency of cell values and the minimum width of a feasibility
interval, because researchers who conduct data analysis on microdata at a secure on-site (e.g., [13])
need to know output checking rules to get a permission from an output checker at a statistics office
to bring their produced tables back home. For example, Statistics Netherlands publishes reference
guidelines for output checking [14], which mentions 10 units as the minimum frequency of cell values
in frequency tables. National Statistics Center in Japan publishes information on output checking rules
including security parameters for tabular data at [15].
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Even if a statistics agency keeps security parameters secret, an adversary can narrow down the
ranges of those parameters by examining published suppressed tables, which are determined to be
safe. We argue that security by obscurity does not work for CSP because the ranges of those security
parameters are significantly smaller than key space in cryptography and we cannot change security
parameters randomly as we do for a secret key in cryptography when they are disclosed by malicious
insiders. The adversary can utilize the fact that a threshold for the minimum frequency must be
smaller than any cell value of a published table and that a threshold for the minimum width of a
feasibility interval must be smaller than the feasibility interval of any suppressed cell in published
tables. Remember that the feasibility interval of each suppressed cell can be computed by solving the
two linear programming problems in Equations (5)–(9).

3. Matching Attack

In this section, we describe the matching attack that eliminates a subset of candidate tables whose
suppression patterns generated by the same CSP algorithm do not match with that of the original table.
The attack computes the effective feasibility interval of each suppressed cell in the original table by
only considering the range of cell values in the matched candidate tables. The width of an effective
feasibility interval is possibly smaller than that defined in Definition 2, violating the safety property in
Definition 3. Note that our attack is applicable only to frequency tables in which a threshold for the
minimum width of the feasibility interval of each sensitive cell is determined independently of cell
values in a table.

3.1. Overview of the Matching Attack

We describe the matching attack on a secondary suppressed table produced by a deterministic
CSP algorithm. Our attack exploits the fact that such a deterministic algorithm always outputs the
same suppressed table from the same input table. For example, the optimal algorithm [10] and the
network flow algorithm [2] in τ-ARGUS and the algorithm in SDCLink [7] are deterministic. The R
package sdcTable [8] uses one of the CSP algorithms in τ-ARGUS underneath to solve a CSP.

Figure 5 shows a conceptual scheme of the matching attack. An adversary first obtains the original
suppressed table and enumerates every possible candidate table of the original table by complementing
the suppressed cells of the suppressed original table with values that satisfy the constraints in (1), (2),
and (3). The adversary next applies the CSP algorithm to each candidate table. We here assume that
the adversary knows the CSP algorithm and its security parameters as described in Section 2.5. If a
resulting suppressed table is the same as the suppressed original table, we consider that candidate
table a real candidate; otherwise, we eliminate it from the list of candidate tables.

Original(
table

Candidate
tables

Suppressed
original(
table

CSP
algorithm

Suppressed
candidate
table

Matching

Complement/candidate/cell/values

Figure 5. Conceptual scheme of the matching attack. The matching attack compares the original
suppressed table with each candidate table generated by complementing values to suppressed cells in
the original suppressed table.
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The main idea of the attack is to recompute the feasibility intervals of the suppressed cells in
the suppressed original table by only considering the range of cell values in the matched candidate
tables. We call the feasibility intervals recomputed with the real candidate tables the effective feasibility
intervals. On the other hand, the feasibility interval in Definition 2 considers all candidate tables
satisfying the linear and non-negativity constraints. Therefore, the width of the effective feasibility
interval of a suppressed cell could be smaller than that of the feasibility interval in Definition 2 such
that an adversary can infer that cell value more accurately than assumed by the CSP algorithm.

3.2. Enumerating Candidate Tables

We enumerate candidate tables by obtaining solutions of indefinite equations (1) and (2) involving
cell variables of suppressed cells in the original table. We assume that cell variables for non-suppressed
cells are replaced with the actual cell values as we do in Example 1 in Section 2.3. We denote the linear
equations in (1) and (2) in a matrix form as follows.

Ax = b (32)

where A is the coefficient matrix, x is a column vector of cell variables, and b is a column vector of
marginal sums either on a row or a column. We here assume that we order cell variables in a table in a
sequential order either by row or column.

Let N(A) be the null space of matrix A such that

N(A) = {y ∈ Zn | Ay = 0} (33)

where n is the number of cell variables and Z is the set of integers. If x1, x2 ∈ Zn are solutions to
Ax = b, that is Ax1 = b and Ax2 = b, then A(x1 − x2) = 0. Thus, the difference between any two
solutions belongs to the null space N(A). Therefore, any solution to the equation Ax = b can be
expressed as the sum of a fixed solution v and some element in N(A); that is, the set S of all solutions
to Ax = b is defined as follows.

S = {v + y | Av = b ∧ y ∈ N(A)}. (34)

Since the null space is represented by the linear combinations of independent vectors, we can
enumerate all possible solutions that satisfy the non-negative constraints in (3) systematically.

Example 2. Suppose that we have a suppressed table in Table 1. There are four suppressed cells whose cell
variables are v1, v2, v3, and v4, respectively.

Table 1. An example of a suppressed table. Each suppressed cell i is represented by a cell variable vi.

P1 P2 P3 P4 Sum

M1 15 15 12 10 52
M2 19 x1 13 x2 55
M3 8 8 11 14 41
M4 9 x3 26 x4 44

Sum 51 46 62 33 192

Then, the linear equations of the form Ax = b in (32) are represented as




1 1 0 0
0 0 1 1
1 0 1 0
0 1 0 1







x1

x2

x3

x4


 =




23
9

23
9


 . (35)
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A vector v = [14, 9, 9, 0]T is a solution to Equation (35) and the null space N(A) is represented as

N(A) =

{
k
[
1 −1 −1 1

]T
| k ∈ Z

}
(36)

Since each variable takes a non-negative value, we represent the set S of all possible combinations of cell
values as

S =

{[
14 9 9 0

]T
+ k

[
1 −1 −1 1

]T
| k ∈ Z ∧ 0 ≤ k ≤ 9

}
(37)

In this example, the dimension of the null space is 1, but, in general, the null space is represented
as a linear combination of multiple column vectors.

3.3. Algorithm for the Matching Attack

Our attack computes the effective feasibility interval of each suppressed cell by considering the
cell values of candidate tables whose suppression pattern matches with that of the original table.
We formally define the effective feasibility interval of a suppressed cell as follows.

Definition 5 (Effective feasibility interval). Suppose that the function solveCSP for solving a CSP takes
a table tbl and a list of security parameters parms as inputs and outputs a suppressed table stbl. Given a
suppressed table T′, the function solveCSP and its security parameters parm, the effective feasibility interval for
a suppressed cell (i, j) is defined as [x̌ij, x̂ij] where

x̂ij = max{xij | x ∈ S ∧ ∀(i, j) : xij ≥ 0 ∧ solveCSP(T′(x), parms) = T′}, and (38)

x̌ij = min{xij | x ∈ S ∧ ∀(i, j) : xij ≥ 0 ∧ solveCSP(T′(x), parms) = T′}. (39)

The width ẃij of the effective feasibility interval [x̌ij, x̂ij] is defined as

ẃij = x̂ij − x̌ij. (40)

We denote S by the set of all solutions in (34) to Ax = b in (32) and T′(x) by the table whose suppressed
cells in T′ are complemented with the values of a cell vector x.

Algorithm 1 shows the pseudocode of the matching attack, which computes the effective feasibility
intervals of suppressed cells in Definition 5. The algorithm takes a suppressed table stbl, a minimum
frequency t and a threshold width δ for the minimum width of the feasibility interval of a suppressed
cell as inputs and outputs a list of actual feasibility intervals for the suppressed cells in the input
table stbl.

Line 1 obtains a list of cell variables in a suppressed table stbl. Each variable vi has an entry
vars[i], which maintains its minimum and maximum values. Lines 2–5 initialize each variable vi’s
minimum and maximum values to ∞ and 0, respectively. Line 6 generates the linear equations of
a matrix form (32) from the input suppressed table stbl by calling the function genLinearEquations,
which produces the coefficient matrix A representing the linear equations regarding marginal row
sums and column sums. Lines 7 obtains a fixed solution v to linear equations Ax = b by calling the
function getFixedSolution, which chooses the solution v closest to the origin of the coordinate system.
We implement this function using the lpSolve package [16] for ILP in the R language. Line 8 computes
the null space N(A) with the function getNullSpace. We represent the null space of A by the span of
column vectors in N(A). Line 9 enumerates all candidate solutions to Ax = b where xi ≥ 0 for all i
and put them into set S. The function getAllSolutions adds each linear combinations of column vectors
in N(A) into the fixed solution v and put into set S if all the components of the resulting solution take
a non-negative value as specified in (34).
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Algorithm 1 Function matchingAttack(T0, s, δ)

Input: a suppressed table: stbl, a minimum frequency t, a threshold width: δ
Output: a set of actual feasibility intervals for the suppressed cells: list

1: vars← getListOfVariables(stbl)
2: for i = 1 to length(vars) do

3: vars[i].min← ∞
4: vars[i].max ← 0
5: end for
6: (A, b)← genLinearEquations(stbl)
7: v← getFixedSolution(A, b)
8: N(A)← getNullSpace(A)
9: S← getAllSolutions(v, N(A))

10: for all solution s ∈ S do

11: tbl ← complement(stbl, s)
12: stbl′ ← solveCSP(tbl, t, δ)
13: if stbl′ = stbl then

14: for each variable i in vars do

15: if s[i] < vars[i].min then

16: vars[i].min← s[i]
17: else if s[i] > vars[i].max then

18: vars[i].max ← s[i]
19: end if
20: end for
21: end if
22: end for
23: return vars

The for loop in lines 10–22 performs the matching test on every candidate table tbl and
incrementally obtain the effective feasibility interval of each suppressed cell in stbl. Line 11 prepares a
candidate table tbl by complementing suppressed cells in stbl with each solution s in the set S of all
solutions. Line 12 performs cell suppression on a candidate table tbl with the function solveCSP for
solving a CSP. As we discuss the adversary model in Section 2.5, we assume that an adversary uses the
same deterministic algorithm solveCSP and security parameters t and δ as is used to produce an input
suppressed table stbl. Line 13 checks whether a suppressed candidate table stbl′ is same as the input
table stbl. If so, lines 14–20 updates the feasibility intervals of each suppressed cell if the candidate cell
values are outside the current ranges of the feasibility intervals. After examining all possible solutions
for cell variables, line 23 returns a list of variables with their effective feasibility intervals.

4. Evaluation of the Matching Attacks

We evaluate the effectiveness of the matching attack in Section 3.1 experimentally using
synthetically generated tables. We measure how the matching attack narrows down the widths
of the feasibility intervals of primary suppressed cells by comparing them with those of the effective
feasibility intervals computed by Algorithm 1.

4.1. Setup

We implement the matching attack in Algorithm 1 in the R language. The program consists of
about 700 lines of code in total. Also, to implement the function solveCSP in that algorithm, we use our
implementation of the program for solving CSP based on the technique of Benders decomposition [5]
in the R language [7]. We prepare synthetic two-dimensional frequency tables for the experiments as
follows. We prepare 50 square tables of the same size in terms of the number of cells. We vary the
number of cells, 16, 25, 36, and 49. We set the value of each cell in those tables to a randomly drawn
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from a Gaussian distribution with the average 15 and the standard deviation 10. We choose a threshold
for the minimum frequency to be 5 and choose a threshold δ for the minimum width of the feasibility
interval of every sensitive cell to be 8.

We perform cell suppression on each synthetic table Ti using the CSP algorithm and produce the
secondary suppressed table T′i . We next perform the matching attack in Algorithm 1 on T′i with the
same security parameters. We conduct our experiments on a Mac pro with the 3.5 GHz 6-Core Intel
Xeon E55 processor and 64 GB main memory.

4.2. Safety of Primary Suppressed Cells

We first evaluate how many primary suppressed cells in the test tables are unsafe; that is,
the widths of their effective feasibility intervals are smaller than the minimum width of 8 in the
case of our experiments. Table 2 shows the ratios of unsafe primary suppressed cells whose effective
feasibility intervals become shorter than the threshold for the minimum width. The ratio for each table
size is computed by dividing the sum of unsafe primary suppressed cells by the sum of all primary
suppressed cells in 50 test tables of that size. The bar chart in Figure 6 displays the same results
graphically. The results show that about 46% to 83% of primary suppressed cells violate the safety
requirement in Definition 3. We observe that, as the size of a table becomes larger, the ratio of unsafe
cells increases.

We next examine how the ratio of unsafe cells depends on the dimension of the null space N(A)

of the coefficient matrix A of a suppressed table in Section 3.2. Table 3 shows the ratios of unsafe
cells by crossing tables with the dimensions of the null spaces and the number of cells in those tables.
The results show that the lower the dimension of the null space is, the higher the risk of having unsafe
cells in the table.

Table 2. The ratio of unsafe primary suppressed cells attacked by the matching algorithm. We count
the total sums of unsafe primary suppressed cells and primary suppressed cells in 50 different tables of
each size.

#Cells in a Table
#Unsafe Primary
Suppressed Cells

#Primary
Suppressed Cells

Ratio of
Unsafe Cells

16 48 104 0.46
25 117 170 0.69
36 190 230 0.83
49 226 271 0.83

16 25 36 49

#Cells in a table
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30
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#Unsafe cells
#Primary suppressed cells

Figure 6. The number of unsafe primary suppressed cells compromised by the matching algorithm.
The left bar and the right bar of each table size show the number of unsafe primary suppressed cells
and that of primary suppressed cells, respectively.
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Table 3. The ratio of unsafe cells by crossing the dimension of the null space and table size.

#Cells in a Table
Dimension of the Null Space

1 2 3 4

16 0.83 0.42 0.17
25 1.00 0.71 0.57 0.83
36 1.00 0.87 0.78 0.82
49 0.81 0.89 0.73

Total 0.88 0.73 0.75 0.77

Figure 7 shows the number of candidate tables in dependence to the dimension of the null space
of a suppressed table in box plot graph. We show the results for each size of tables. We see that
when the dimension of the null space of a suppressed table is low, there are only a small number of
possible combinations of cell values, and, therefore, the widths of the effective feasibility intervals of
the suppressed cells become very slim.
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Figure 7. The number of candidate tables in dependence to the dimension of the null space of a table.

4.3. Distributions of the Widths of the Effective Feasibility Intervals of Unsafe Cells

We next examine how accurately we can infer the ranges of unsafe cells. Table 4 shows the
distributions of the widths of the effective feasibility intervals of unsafe primary suppressed cells.
We show the same results in histograms in Figure 8. Surprisingly, we are able to determine the exact
values of about 40% of the unsafe cells in tables of 36 cells and 49 cells. These results show that
there are significant risks of revealing the exact values of sensitive cells under the presence of the
matching attack.
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Table 4. The distribution of unsafe cells with respect to their widths of the effective feasibility intervals.

#Cells in a Table Width of an Effective Feasibility Interval #Unsafe Cells

16

0 6
1 6
2 7
3 20
4 1
5 0
6 4
7 4

25

0 16
1 22
2 23
3 41
4 6
5 3
6 5
7 1

36

0 75
1 33
2 45
3 31
4 5
5 0
6 1
7 0

49

0 92
1 33
2 28
3 57
4 4
5 4
6 5
7 3
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Figure 8. Distribution of the widths of effective feasibility intervals of primary suppressed cells.
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4.4. Efficiency of the Attacks

We evaluate how efficiency we can perform matching attacks. We measure the average latency
of executing the matching attacks in Algorithm 1 on 50 different suppressed synthetic tables for each
table size. We use the proc.time function in the R language. Table 5 shows the average latency for tables
of varying number of cells from 16 to 36. We see that the average latency increases exponentially as the
table size grows because the numbers of the combinations of candidate cell values grow exponentially
and the CSP algorithm based on the Benders decomposition is an exponential-time algorithm in
the worst case. However, we believe that the matching attack is feasible with many of the publicly
published tables that contain only small number of suppressed cells.

Table 5. Latency of performing matching attacks. We take the average latency of 50 matching attacks
for each table size.

#Cells in a Table Latency (Second)

16 1.412
25 102.2
36 538.9

5. Related Work

To the best of our knowledge, there is no previous work on algorithmic attacks on optimally
suppressed tabular data.

However, several researchers [17,18] study the issue of algorithm-based attacks on anonymized
microdata in the context of privacy-preserving data publishing. The standard safety metrics for
anonymized microdata is k-anonymity [19] and its variants (e.g., [20,21]). The k-anonymity model
classifies tuple attributes into three categories: identifiers, quasi-identifiers (QIDs), and sensitive
attributes, and defines the notion of equivalence class where all tuples in the same class possess the
same set of values for the QIDs. The metrics of k-anonymity is syntactic in the sense that it requires
that the size of every equivalence class is greater than a given threshold k. Many k-anonymity
algorithms [22–26] are designed to achieve this property by generalizing values in QIDs while
minimizing information loss.

Wong et al [17] observes that most anonymization algorithms adopt the minimality principle
to minimize information loss based on some criteria, and shows that sensitive information could
be revealed from anonymized data based on the privacy metrics of l-diversity [20] if an adversary
knows that the algorithm divides tuples into equivalence classes depending on the values of sensitive
attributes. They also propose the primary metrics m-confidentiality that guarantees that an adversary
who additionally possesses the knowledge on the anonymization algorithm cannot have confidence of
more than 1/m on an individual’s sensitive attribute value.

Although the concept of m-confidentiality is similar to safety conditions on feasibility intervals,
which are extended to support continuous or ordered values, there is no efficient and systematic way
of solving the inverse problem to verify the conditions of m-confidentiality. It is in general necessary
to execute the anonymization algorithm with all possible instances of input microdata. On the other
hand, our contribution in this paper is to show experimentally that it is possible to eliminate a large
portion of possible candidate tables that could be an input to the CSP algorithm by conducting the
matching test.

Jin et al. [18], who are also motivated by the issue of information disclosure from l-diversified
anonymized data, establishes the requirements for algorithm-safe anonymization. The algorithm-safe
anonymization guarantees that the conditional probability on a given instance of original microdata
does not change even if the knowledge on the anonymization algorithm is added to the conditional
premise. Although they also identify conditions for algorithm-safe anonymization, that result is not
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directly applicable to algorithms for CSP. It is still not clear how to generate safe suppressed frequency
tables under the presence of the matching attack.

6. Conclusions

In this paper, we describe the novel matching attack to infer sensitive cell values of a suppressed
table exploiting the fact that the CSP algorithm, which is used to suppress a target table, is deterministic.
The key idea is to eliminate candidate tables whose suppression patterns do not match with that of the
target table. We experimentally demonstrate that the matching attack is successful to narrow down the
ranges of a large portion of sensitive cell values to be smaller than the specified minimum width of
their feasibility intervals. We show that when the dimension of the null space of the coefficient matrix
of a target table is low, there is significant risks of having unsafe cells whose values can be inferred
accurately within a small range. As future work we plan to explore the possibility of developing a
non-deterministic algorithm for CSP, which is resilient to the matching attack in this paper.
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