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Purpose 

  Semiconductor technology enables fabrication of multi-
processor system-on-chip (MPSoC) 

  But, semiconductor technology is increasingly sensitive to soft 
(transient) errors [1]  

  Much work on fault tolerance for safety-critical applications; 
focus ensuring meeting hard deadlines 

  For general purpose application, average execution time (AET) 
while ensuring fault detection and fault handling is most 
important 

[1] European Design Automation Roadmap, Ed. 6, March 2009 
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Purpose 

  We have for an MPSoC and a set of jobs analyzed:  
  rollback recovery with check-pointing (RRC)  

  voting (active replication) 

  in terms of average execution time:  
  per job 

  per system  
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Outline 

  Preliminaries 
  Job-level optimization 

  System-level optimization 
  Conclusions 
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Shorter execution segments:  
Lower penalty to detect and handle errors  

but 
Higher penalty due to communication overhead 
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Assumptions 

  Assumption 1: Memories, buses etc are considered fault-
tolerant which means errors only occur in the processors 

  Assumption 2: If multiple errors hit processors, it is extremely 
unlikely that the effect is the same; hence, the contexts of the 
processors will be different 

Preliminaries 
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Outline 
  Preliminaries 

  Job-level optimization 
  Rollback recovery with checkpointing (RRC) 

  Voting (Active replication) 

  System-level optimization 
  Conclusions 
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Rollback recovery with checkpointing 

  Checkpoints can reduce average execution time 

  If a fault occurs, re-execute from the previous checkpoint 

Checkpoints 
Execution segment 

Job 

Job-level optimization 
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ES ES ES 

Rollback recovery with checkpointing 

ESi : Execution segment i 

τ = τoh + τb + τc  where:   
τb : Time for data transfer (bus communication) 

τc : Time for comparison (error detection) 
τoh : Time for checkpoint overhead 

ESk τ ESk+1 τ ESk+1 

Error occur Error detected Re-execution of ESk+1 

Preliminaries 

ES ES ES ESk τ ESk+1 τ ESk+1 
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Rollback recovery with checkpointing 

Job-level optimization 
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Rollback recovery with checkpointing 

  We have derived a formula to find the optimal number of 
checkpoints in respect to the AET while taking communication 
into account: 

Job-level optimization 
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Voting 

Job-level optimization 
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Job Job Job 

Voting 

Jobi : Job nr i 

τ = τoh + τb + τc where:   
τb : Time for data transfer (bus communication) 

τc : Time for comparison (error detection) 
τoh : Time for checkpoint overhead 

Jobk τ Jobk+1 τ Jobk+1 

Error occur Error detected Re-execution of Jobk+1 

Preliminaries 
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Voting 

Job-level optimization 
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Voting 

  We have derived a formula to optimize voting in respect to the 
AET while taking communication into account: 

Job-level optimization 



19 

Outline 

  Preliminaries 

  Job-level optimization 
  System-level optimization 

  Problem formulation 

  Experimental results 

  Conclusions 
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Problem formulation 

  Given an MPSoC with m processors, the objective is to 
minimize the average execution time (AET) for n jobs with 
processing (execution) times 

  Multiprocessor scheduling problem (MSP): 
  Given: n jobs, p1, p2, … ,pn processing times and m machines 

  Find an assignment for the jobs to the machines such that the total 
execution time is minimized 

System-level optimization 
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Problem formulation 

  The equivalence between MSP and our problem: 
  a job is a job, and  

  a machine is a cluster (group) of processors  

  Since MSP is NP-complete, our problem also is NP-complete 

  We use integer linear programming (ILP) to solve the problem 
  The problem size grows with the number of jobs and 

processors but in practice there is a limit on the number of jobs 
and especially on the number of processors, therefore ILP is 
justified 

System-level optimization 
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Problem formulation 

  3 optimization problems: 
  Pv: Given that voting is to be used, the problem Pv is to define the

 clusters, which processors and how many, and assign clusters to
 each job 

  Prrc: Given that RRC is to be used, the problem Prrc is to select
 clusters for each job and the number of checkpoints for each job 

  Pv+rrc: The problem Pv+rrc is to select for each job, voting or RRC,
 and for each job using voting, define the clusters (which
 processors and how many), and for each job using RRC select the
 number of checkpoints and select which cluster to use 

System-level optimization 
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Problem formulation 

Rollback recovery with checkpointing problem (Prrc) 

System-level optimization 
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Experimental results 

Given: 

  An MPSoC with 2 to 9 processors 
  10 jobs with fault-free execution times 500, 600, 700 … 1400 µs 

  An error probability, P=0.05 
  Communication overhead: τb = 5 µs, τc = 3 µs, τoh = 3 µs 

System-level optimization 
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Experimental results 

We compare: 
  Pv - voting 

  Prrc - roll-back recovery with checkpointing 

  Pv+rrc - voting and roll-back recovery with checkpointing 

  against Pref 

  Pref uses RRC with minimal communication (only one 
checkpoint at the end of the job) 

System-level optimization 
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Experimental results 

System-level optimization 

1 2 3 4 5 6 7 8 9 10 0 

0.5 

1 

1.5 

2 

2.5 x 10 4 

Av
er

ag
e 

Ex
ec

ut
io

n 
Ti

m
e 

(A
ET

) [
us

] 

Number of processors 

Reference 
Voting 
RRC 
Voting+RRC 



27 

Experimental results 

System-level optimization 
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Experimental results 

  Voting results are better than Pref (2-41%) 

  RRC results are around 46% better than Pref 
  V+RRC does not significantly improve the results compared to RRC 

  Results indicate that voting is a costly fault-tolerant technique 

System-level optimization 
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Conclusions 

  European Design Automation Roadmap, March 2009, points
 out soft errors as a major obstacle 

  For general-purpose systems, analysis support to evaluate
 fault-tolerance schemes is missing 

  We defined a mathematical framework assuming an MPSoC,
 jobs, and an error probability 

  At job-level:  
  derived formulas to find the optimal number of checkpoints in

 respect to AET (including communication) when employing RRC  

  defined mathematical formulas to optimize AET (including
 communication) at various number of processors (replicas) 

Conclusions 
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Conclusions 

  At system-level, ILP used to map jobs to processors while
 finding the fault tolerance scheme such that the AET is optimal 

  The results show: 
  RRC is a better technique than voting in reducing the AET 

  RRC is around 46% better than our reference technique (Pref ) 

Conclusions 
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