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Abstract

We compare the sets of experimentally validated long intergenic non-coding (linc)RNAs from human and mouse and apply
a maximum likelihood approach to estimate the total number of lincRNA genes as well as the size of the conserved part of
the lincRNome. Under the assumption that the sets of experimentally validated lincRNAs are random samples of the
lincRNomes of the corresponding species, we estimate the total lincRNome size at approximately 40,000 to 50,000 species,
at least twice the number of protein-coding genes. We further estimate that the fraction of the human and mouse
euchromatic genomes encoding lincRNAs is more than twofold greater than the fraction of protein-coding sequences.
Although the sequences of most lincRNAs are much less strongly conserved than protein sequences, the extent of
orthology between the lincRNomes is unexpectedly high, with 60 to 70% of the lincRNA genes shared between human and
mouse. The orthologous mammalian lincRNAs can be predicted to perform equivalent functions; accordingly, it appears
likely that thousands of evolutionarily conserved functional roles of lincRNAs remain to be characterized.
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Introduction

The great majority of mammalian genome sequences are

transcribed, at least occasionally, a phenomenon known as

pervasive transcription [1–4]. More specifically, tiling array

analyses of several human chromosomes have shown that over

90% of the bases are transcribed in at least one cell type [1,5–8].

The analogous analysis in mouse has demonstrated transcription

for over 60% of the genome [9–11]. Among the transcripts there

are numerous long intergenic non-coding RNA (lincRNA), i.e.

RNA molecules greater than 200 nucleotides in length that are

encoded outside other identified genes. Some of the lincRNAs

have been shown to perform various regulatory roles but the

majority remain functionally uncharacterized [7,12–17]. Further-

more, the fraction of the genome allotted to lincRNAs remains

unknown.

A popular view that the vast majority of lincRNAs are by-

products of background transcription, ‘‘simply the noise emitted

by a busy machine’’ [18,19], is rooted in their typically low

abundance and poor evolutionary conservation compared to

protein-coding sequences and small RNAs such as miRNAs and

snoRNAs [20]. However, some of the lincRNAs do contain

strongly conserved regions [21], and most lincRNAs show reduced

substitution and insertion/deletion rates suggestive of purifying

selection [12,22,23].

Given the general lack of strong sequence conservation,

identification of lincRNAs on genome scale relies on expression

analysis which makes comprehensive characterization of the

mammalian lincRNome an elusive goal. The combination of

different experimental approaches applied to transcriptomes of

several species has resulted in continuous discovery of new

transcripts [24], with the FANTOM project alone cataloguing

more than 30,000 putative long non-coding transcripts in mouse

tissues by full-length cDNA cloning [11,25]. The Support Vector

Machine method has been applied to classify transcripts from the

FANTOM3 project into coding and non-coding ones and

accordingly estimate the number of long non-coding RNA in

mouse. This analysis has led to the identification of 14,000 long

non-coding RNAs and an estimate of the total number of such

RNAs in the FANTOM3 data at approximately 28,000 [26].

Here we re-analyze the most reliable available sets of human

and mouse lincRNAs using the latest next generation sequencing

(RNAseq) data and apply a maximum likelihood approach to

obtain a robust estimate of the size of the mammalian lincRNome.

The results suggest that mammalian genomes are likely to encode

at least twice as many lincRNAs as proteins.

Results

Estimation of the sizes of human and mouse lincRNomes
We performed comparative analysis of the recently reported

validated sets of 4662 human lincRNAs [27] and 4156 mouse

lincRNAs [12,20,23] (see Methods for details) in an attempt to

produce robust estimates of the human and mouse lincRNome

sizes, and to measure the turnover of lincRNA genes in

mammalian evolution. The validated sets consist of lincRNA

species for which a specific profile of expression across tissues –

and hence distinct functionality – are supported by multiple lines

of evidence. Assuming that these sets of lincRNAs are random

samples from human and mouse lincRNomes, comparison of the
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validated sets should yield robust estimates of the lincRNome size

for each species. For this analysis, we deliberately chose to employ

the validated sets only rather than the available larger sets of

reported putative lincRNAs in order to reduce the effect of

transcriptional noise and other artifacts.

A substantial fraction of the vast mammalian transcriptome,

most likely the lower expressed transcripts, is expected to be non-

functional. Therefore, to minimize the contribution of transcrip-

tional noise, cut-off values were imposed on expression levels of

lincRNA genes and their putative orthologs that were used for the

lincRNome size estimation. Similarly, a series of cut-off values was

applied for the fraction of indels in pairwise genomic alignments

(see Methods for details).

A computational pipeline was developed to compare the sets of

validated lincRNAs from human and mouse and to identify

expressed orthologs by mapping the sequences to the respective

counterpart genome and searching the available RNAseq data

[28] (Figure 1). We then applied a maximum likelihood (ML)

technique to estimate the total number of lincRNA genes in the

human and mouse genomes as well as the number of orthologous

lincRNA genes (see Online Methods). The following simplifying

assumptions were made:

1. A lincRNA sequence in one species has at most one ortholog in

the other species (that is lineage-specific duplications are

disregarded).

2. The sets of experimentally validated lincRNAs are random

samples from complete sets of lincRNAs (lincRNomes) for the

corresponding species.

3. The experimentally validated lincRNA sets for human and

mouse are uncorrelated with each other.

Let Lh and Lm be the sizes of the experimentally validated sets of

lincRNAs for human and mouse, respectively. Also let Kh be the

number of confirmed human lincRNAs that have an expressed

orthologous sequence in mouse and Km be the corresponding

number of mouse lincRNAs. Finally, Kb is the number of

confirmed, expressed human lincRNAs whose orthologs in mouse

are also confirmed lincRNAs. If the orthology relations between

the human and mouse lincRNAs are strictly one-to-one, the

number of confirmed mouse lincRNAs for which the human

ortholog is also a confirmed lincRNA should be Kb as well. This is

indeed the case in practice, with a few exceptions.

Given assumption (1), the lincRNAs can be partitioned into

three pools: i) those present in both species, pool size Nb, ii) unique

to human, Nh-Nb, and ii) unique to mouse, Nm-Nb; here Nh and Nm

are the total sizes of the complete human and mouse lincRNomes,

respectively. Assumption (2) allows us to compute the probability

of observing a particular set of Kh, Km and Kb simply by counting

the number of possible samples of Lh and Lm lincRNAs drawn at

random from the respective pools of Nh and Nm that result in the

given set of Kh, Km and Kb values:

P(Kh,Km,Kb; Nh,Nm,Nb,Lh,Lm)

~
C
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Maximizing the probability P in Eq. (1) with respect to Nh, Nm

and Nb, we obtain (see Methods for details):
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Kb
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To assess the robustness of the estimates, ranges of open reading

frame size thresholds used to eliminate putative protein-coding

genes and RPKM (reads per kilobase of exon model per million

mapped reads [29]) thresholds used to gauge the expression level

were employed (Tables 1 and 2). The ML estimates converged at

approximately 50,000 lincRNAs encoded in the human genome

and approximately 40,000 lincRNAs encoded in the mouse

genome (Table 1 and Figure 2). These are conservative estimates

given the use of strict thresholds on predicted open reading frame

size and expression level (Table 1), so the actual numbers of

lincRNAs are expected to be even greater.

Approximately two-thirds of the lincRNA genes were estimated

to share orthologous relationships (Figure 2 and Table 1). The

subsets of lincRNAs with the increasing expression levels were

found to be smaller and slightly but consistently more conserved

(Table 2), a result that is compatible with our previous observation

of positive correlation between sequence conservation and

expression level among lincRNAs [23].

We next used the length distributions of human and mouse

lincRNAs in the validated sets to estimate the total lengths of the

lincRNomes and the fraction of the genome occupied by the

lincRNA-encoding sequences, once again under the assumption

that the validated sets are representative of the entire lincRNomes.

Strikingly, the fraction of the human and mouse euchromatic

genome sequence dedicated to encoding lincRNAs was found to

be more than twofold greater than the fraction allotted to protein-

coding sequences and greater even than the total fraction encoding

mRNAs (including untranslated regions) (Table 3).

Discussion

The relatively poor sequence conservation and often low

expression of lincRNAs hamper robust estimation of the size of

the lincRNome from expression data alone and render compar-

ative-genomic estimation an essential complementary approach.

Strikingly, the estimates obtained here by combining comparative

genomic and expression analysis suggest that the mammalian

lincRNome is at least twice the size of the proteome [30,31]. Given

Author Summary

Genome analysis of humans and other mammals reveals a
surprisingly small number of protein-coding genes, only
slightly over 20,000 (although the diversity of actual
proteins is substantially augmented by alternative tran-
scription and alternative splicing). Recent analysis of the
mammalian genomes and transcriptomes, in particular,
using the RNAseq technology, shows that, in addition to
protein-coding genes, mammalian genomes encode many
long non-coding RNAs. For some of these transcripts,
various regulatory functions have been demonstrated, but
on the whole the repertoire of long non-coding RNAs
remains poorly characterized. We compared the identified
long intergenic non-coding (linc)RNAs from human and
mouse, and employed a specially developed statistical
technique to estimate the size and evolutionary conserva-
tion of the human and mouse lincRNomes. The estimates
show that there are at least twice as many human and
mouse lincRNAs than there are protein-coding genes.
Moreover, about two third of the lincRNA genes appear to
be conserved between human and mouse, implying
thousands of conserved but still uncharacterized functions.

The Mammalian lincRNome
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that intron-encoded long-non-coding RNAs and non-coding

RNAs encoded in complementary strands of protein-coding genes

(long antisense RNAs) [32] are disregarded in these estimates, the

total set of lncRNAs and the fraction of the genome dedicated to

the lincRNA genes are likely to exceed the respective values for

protein-coding genes several-fold.

In order to assess the reliability and robustness of the model with

respect to parameters, we produced series of estimates of the total

size of the human and mouse lincRNomes and their conserved

subset with varying thresholds on expression level, extent of

sequence similarity and the maximum allowed open reading frame

size. Nevertheless, it is impossible to rule out some sources of bias

that might have affected the estimates. For example, some

orthologous lincRNA genes might remain undetected because

they were not included in the UCSC genome alignments due to

high divergence or synteny breaks in (for example, inversions or

translocations). Such under-detection of orthologs could cause an

underestimate of evolutionary conserved lincRNA genes although

it has been reported that the of breakpoints is not large (,250) for

the human/mouse genomic comparison [33], so this type of bias is

likely to be negligible. Another, potentially more serious source of

bias could be a correlation between two lists of lincRNA genes

which again would result in biased estimates of evolutionary

conserved lincRNA genes. However, because the human and

Figure 1. Computational pipeline to characterize the lincRNome. The subset of orthologous lincRNAs (Kb) was obtained by comparing
genomic positions of mouse and human lincRNA genes (minimal overlap 100 nucleotides), with further manual inspection of the genomic
alignments. This comparison yielded 196 pairs of unique orthologous pairs of human and mouse lincRNA genes (Kb). Of the 4662 human lincRNAs
(Lh), corresponding alignable regions in mouse were detected for 3529. These sequences were designated putative orthologs and checked for
evidence of expression using RNAseq data for mouse tissues. Of the 3369 putative lincRNAs, for which the exon models could be determined, 2872
showed expression level greater than zero (Kh). Similarly, the subset of mouse lincRNAs with expressed putative orthologs (Km) was identified by
searching for evidence of expression in human tissues. Of the 4156 mouse lincRNAs (Lm), for 3157 corresponding alignable regions with expression
level greater than zero were identified in mouse. After applying ORF (,120 nucleotides), indel and expression thresholds (see Methods for details),
final results (Figure 2 and Table 1) were obtained using a Maximum Likelihood Model (see Methods for details) and Lm, Lh, Km, Kh, Kb as input
parameters (shown by dashed arrows) to estimate the size of the human lincRNome (Nh), the mouse lincRNome (Nm) and the orthologous subset of
the two lincRNomes (Nb). For details of the procedures see Methods.
doi:10.1371/journal.pcbi.1002917.g001

The Mammalian lincRNome
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mouse lincRNA sets were obtained using quite different

approaches [12,20,23,27], there is no reason to expect that any

strong correlation between the two lists would be caused by the

employed experimental and/or computational procedures. An

under-estimate of the number of orthologous lincRNAs as well as

the total size of the mouse lincRNome also might be caused by

smaller RNAseq dataset for mouse (10 tissue/cell types, see

Methods for details) compared to human (16 tissue/cell types).

This difference could explain the systematically smaller predicted

numbers of mouse lincRNA genes (Tables 1 and 2). More

generally, given that expression of a large fraction of lincRNAs

appears to be tissue-specific, the availability of sufficient data for

relatively small numbers of tissue/cell types could cause substantial

underestimate of the size of both lincRNomes and their conserved

fraction. Thus, the estimates obtained here should be regarded as

highly conservative, essentially low bounds the lincRNome size

and the set of orthologous lincRNA genes.

Some of the transcripts identified as lincRNAs potentially might

represent fragments generated from long (alternative) 59UTRs or

39UTRs of protein-coding genes. Such transcripts could results

from utilization of alternative poly(A) addition signals and/or

could represent alternative splice forms separated by long introns

[3,18,19,34]. If many purported lincRNAs actually are fragments

of protein-coding genes, one would expect a strong correlation to

exist between the expression of lincRNAs and neighboring

protein-coding genes. Cabili and co-workers analyzed this

correlation for the set of validated human lincRNA genes [27].

Their analysis focused on those protein-coding genes that had a

lincRNA neighbor on one side and a coding neighbor on the

other side, and used a paired test to compare the correlation

between each protein-coding gene and its lincRNA neighbor with

that between the same protein-coding gene and its protein-coding

gene neighbor. This comparison showed a weak opposite trend,

namely that expression of pairs of coding gene neighbors was, on

average, slightly but significantly more strongly correlated than

the expression of neighboring lincRNA/protein-coding gene

pairs. The results of this analysis appear to be best compatible

with the hypothesis that any co-expression between lincRNAs

and their protein-coding neighbors results from proximal

transcriptional activity in the surrounding open chromatin [35].

These findings effectively rule out the possibility that the majority

of lincRNAs are fragments of neighboring protein-coding genes

Table 1. RPKM-based estimates of the numbers of all and orthologous lincRNAs.

ORF thresholds

,90 nt ,120 nt ,150 nt None

Lh 2,961 3,603 3,989 4,662

Lm 2,806 3,332 3,644 4,156

Kh 1,655 2,030 2,249 2,641

Km 1,947 2,308 2,531 2,888

Kb 130 155 170 196

Nh 44,34667308 53,64968099 59,38968563 68,69369224

Nm 35,72265817 43,63866516 48,20766876 55,99967444

Nb 24,78664007 30,22764481 33,48364741 38,91465135

%conservation(human/mouse) 56/69 56/69 56/69 57/69

Two expression and four indel thresholds were applied to putative orthologous lincRNA genes (Kh and Km).
doi:10.1371/journal.pcbi.1002917.t001

Table 2. Estimates of the numbers of all and orthologous lincRNAs with varying expression thresholdsa.

Expression thresholds (RPKM)

90% 80% 70% 60% 50% 40% 30% 20% 10%

Lh 3141 2792 2443 2094 1745 1396 1047 698 349

Lm 2530 2249 1967 1686 1405 1124 844 562 281

Kh 1819 1638 1433 1242 1042 842 640 427 217

Km 1838 1653 1451 1242 1050 847 646 437 226

Kb 145 139 130 117 96 80 72 49 25

Nh 42,458 39,814 33,202 27,267 22,228 19,085 14,780 9,393 6,225

Nm 33,719 31,738 26,502 21,682 17,897 15,250 11,830 7,502 4,897

Nb 24,424 23,057 19,479 15,994 13,184 11,396 8,914 5,742 3,808

% 58/72 58/73 59/74 59/74 59/74 60/75 60/75 61/77 61/78

aIndel threshold: 95%, ORF threshold: 120 nt (see Methods). Expression thresholds were applied to lincRNA genes (Lh, Lm, and Kb) and putative orthologous lincRNA
genes (Kh and Km).
% stands for conservation percentage as in Table 1.
doi:10.1371/journal.pcbi.1002917.t002

The Mammalian lincRNome
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although there are anecdotal observations that 39UTR-derived

RNAs can function not only in cis to regulate protein expression

but also intrinsically and independently in trans, likely as non-

coding RNAs [36].

The possibility that some lincRNA genes encode short peptides

that are translated, perhaps in a tissue-specific manner, is the

subject of an ongoing debate [13,37–40]. It is extremely hard to

rule out such a role for a fraction of purported lincRNAs as

Table 3. The fractions of the human and mouse genomes allotted to protein-coding and lincRNA-coding sequencesa.

Human Mouse

Protein-coding genes, number 19,042 20,210

Protein-coding sequences, total length (Mb)/% genome 32.6/1.23 33.5/1.27

UTRs, total length (Mb)/% genome 21/0.79 19/0.72

lincRNAs, validated set, number 4,662 4,156

lincRNAs, validated set, total length (Mb) 6.2b 7.8

lincRNAs, genomic estimate, number 53,649 43,638

lincRNAs, genomic estimate, total length (Mb)/%genome 72.5/2.7 81.9/3.1

aThe data on protein-coding genes and the total size of the euchromatic genomes are from [31,63].
bThe total length of the human lincRNome is likely to be an underestimate caused by the use of RNAseq data to calculate the lengths of lincRNAs in the human
validated set [27].
doi:10.1371/journal.pcbi.1002917.t003

Figure 2. The human and mouse lincRNomes. The figure shows the estimated numbers of lincRNA genes in human and mouse, and the
estimate for the size of the set of orthologous lincRNAs. The circles show the estimated sizes of the human and mouse lincRNomes (Nh and Nm,
respectively), and the overlap shows the estimated number of orthologous lincRNAs (Nb). For each of these values, the analytically determined 95%
confidence intervals are indicated; bootstrap analysis yielded more narrow confidence intervals (see Methods for details). The small, filled circles (blue
and green for human and mouse, respectively) show the validated sets of lincRNAs (Lh and Lm, respectively), and the overlap area between these
circles shows orthologous expressed, validated lincRNAs (Kb).
doi:10.1371/journal.pcbi.1002917.g002

The Mammalian lincRNome

PLOS Computational Biology | www.ploscompbiol.org 5 February 2013 | Volume 9 | Issue 2 | e1002917



becomes obvious from the long-standing attempts to investigate

potential functions of the thousands upstream open reading frames

(uORFs) that are present in 59UTR of protein-coding genes in

eukaryotes [41–44]. Although some of the uORFs are translated,

the functions of the produced peptides if any remain unclear [45].

Even application of modern high-throughput techniques in simple

eukaryotic model systems so far have failed to clarify this issue. For

example, analysis of 1048 uORFs in yeast genes has supported

translation of 153 uORFs [46]. Furthermore, numerous uORF

translation start sites were found at non-AUG codons, the

frequency of these events was even higher than for uAUG codons

even though the frequency of non-AUG starting codons is

extremely low for protein-coding genes [46]. Another intriguing

recent discovery is the potential presence, in the yeast genome, of

hundreds of transiently expressed ‘proto-genes’ that are suspected

to reflect the process of de novo gene birth [40]. However, the

functionality of these peptides remains an open question.

Establishing functionality of short ORFs in mammalian genomes

is an even more difficult task. For example, analysis of translation

in mouse embryonic stem cells revealed thousands of currently

unannotated translation products. These include amino-terminal

extensions and truncations and uORFs with regulatory potential,

initiated at both AUG and non-AUG codons, whose translation

changes after differentiation [47]. However, contrary to these

emerging indications of abundant production of short peptides, a

recent genome-wide study has reported very limited translation of

lincRNAs in two human cell lines [48]. In general, at present it

appears virtually impossible to annotate an RNA unequivocally as

protein-coding or noncoding, with overlapping protein-coding and

noncoding transcripts further confounding the issue. Indeed, it has

been suggested that because some transcripts can function both

intrinsically at the RNA level and to encode proteins, the very

dichotomy between mRNAs and ncRNAs is false [38].

Taking all these problems into account, here we adopted a

simple, conservative approach by excluding from the analysis

lincRNAs containing relatively long ORFs, under a series of ORF

length thresholds. However, it should be noted that human and

mouse lincRNAs used in this study had been previously filtered for

the presence of evolutionary conserved ORFs and the presence of

protein domains, and the most questionable transcripts were

removed at this stage [12,20,23,27]. For example, 2305 human

transcripts were excluded from the stringent human lincRNA set

[27] under the coding potential criteria (the presence of a Pfam

domain, a positive PhyloCSF score, or previously annotated as

pseudogenes). The majority of these discarded transcripts (1533)

were previously annotated as pseudogenes [27]. Similar to the

stringent set of lincRNAs, these transcripts are expressed at lower

and more tissue-specific patterns than bona fide protein-coding

genes, suggesting that these effectively are non-coding transcripts.

Nevertheless, Cabili and co-workers employed a conservative

approach and excluded them from the stringent lincRNA set [27].

Questions about functional roles of lincRNAs and the fraction

of the lincRNAs that are functional loom large. For a long time,

the prevailing view appeared to be that, apart from a few

molecular fossils such as rRNA, tRNA and snRNAs, RNAs did not

play an important role in extant cells. More recently, the opposite

position has become popular, namely that (almost) every

detectable RNA molecule is functional. It has been repeatedly

pointed out that this view is likely to be too extreme [49,50].

Although it has been shown that many lincRNA genes are

evolutionarily conserved and perform various functions [7,12–17],

an unknown fraction of lincRNAs should be expected to result

from functionally irrelevant background transcription [19]. In the

present work, phylogenetic conservation is the principal support of

functional relevance of lincRNAs. Given that neutrally evolving

sequences in human and mouse genomes are effectively saturated

with mutations and show no significant sequence conservation

[51–53], expression of non-coding RNAs at orthologous genomic

regions in human and mouse should be construed as strong

evidence of functionality. It should be noted, however, that

sequence conservation gives the low bound for the number of

functional lincRNAs, and the lack of conservation is not a reliable

indication of lack of function. First, the possibility exists that

orthologous genes diverge to the point of being undetectable by

sequence comparison, e.g. because short conserved, functionally

important stretches are interspersed with longer non-conserved

regions, as is the case in Xist, H19, and similar lincRNAs [54,55]

[20].

The results of this work predict that, despite the fact that on

average sequence conservation between orthologous lincRNAs is

much lower than the conservation between protein-coding genes

[12,23], 60 to 70% of the lincRNAs appear to share orthologous

relationship between human and mouse, which is only slightly

lower than the fraction of protein-coding genes with orthologs,

approximately 80% [51]. These findings imply that, even if many

of the species-specific lincRNAs are non-functional, mammalian

lincRNAs perform thousands of evolutionarily conserved func-

tional roles most of which remain to be identified.

Methods

The human and mouse validated lincRNA sets
As the human lincRNA data set, the ‘stringent set’ of 4662

lincRNAs, which is a subset of the over 8000 human lincRNAs

described in a recent comprehensive study [27], was used. The

validated set of mouse lincRNA genes was constructed by merging

our previously published set of 2390 lincRNA transcripts with the

set of 3051 transcripts produced by Ponting and coworkers [12].

After the merge, a unique list of 4989 GenBank transcript IDs was

generated, coordinates of the newest mouse assembly, mm9, were

downloaded in BED format from the UCSC Table Browser [56],

and entries shorter than 200 nt were discarded. Overlapping

chromosomal coordinates were merged using the mergeBed utility

from BEDtools package [57], with the command line option -s

(‘‘force strandedness’’, i.e. merge overlapping features only if they

are on the same strand), and unique IDs were assigned to the

resulting 4156 mouse lincRNA clusters. (format: mlclust_N where

mlclust stands for mouse lincRNA cluster, and N is a unique

integer number; see Supporting Table S1).

Expression of lincRNAs
Expression of the lincRNAs was assessed by analysis of the

available RNAseq data. For human, the run files of the Illumina

Human Body Map 2.0 project for adipose, adrenal, brain, breast,

colon, heart, kidney, liver, lung, lymph node, ovary, prostate,

skeletal muscle, testis, thyroid, white blood cells, were downloaded

from The NCBI Sequence Read Archive (SRA, http://www.ncbi.

nlm.nih.gov/Traces/sra; Study ERP000546; runs ERR030888 to

ERR030903). For mouse, RNAseq data of the ENCODE project

[58] for tissues: bone marrow, cerebellum, cortex, ES-Bruce4,

heart, kidney, liver, lung, mouse embryonic fibroblast cells (MEF)

and spleen, were downloaded from the UCSC Table Browser [56]

FTP site (ftp://hgdownload.cse.ucsc.edu/goldenPath/mm9/

encodeDCC/wgEncodeLicrRNAseq/).

Pre-built Bowtie indices of human and mouse, based on UCSC

hg19 and mm9, were downloaded from Bowtie FTP site (ftp://

ftp.cbcb.umd.edu/pub/data/bowtie_indexes/hg19.ebwt.zip and

ftp://ftp.cbcb.umd.edu/pub/data/bowtie_indexes/mm9.ebwt.zip,

The Mammalian lincRNome
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respectively). The reads were aligned with the cognate genomic

sequences using TopHat [59].

The TopHat-generated alignments were analyzed using an ad

hoc Python script that accepts alignments and genomic coordi-

nates in SAM and BED formats, respectively, and uses the HTSeq

Python package (http://www-huber.embl.de/users/anders/

HTSeq) to calculate the number of aligned reads (‘‘counts’’).

The RPKM (i.e. reads per kilobase of exon model per million

mapped reads [29]) values were calculated from the counts values.

Because we were interested to determine whether particular

regions are expressed in any of the analyzed tissues, the maximum

value among all tissues was assigned as the expression level of

lincRNA genes and putative orthologous lincRNA genes.

Identification of open reading frames (ORFs)
An ORF was defined as a continuous stretch of codons starting

from the ATG codon or beginning of the cDNA (to take into

account potentially truncated cDNAs) and ending with a stop

codon. The ORFs were identified by using the ATG_EVALUA-

TOR program [60] combined with the ORF predictor from the

GeneBuilder package [61] with relaxed parameters (the program

was required to correctly predict 95% of the human and mouse

cDNA training sets [61]). Control experiments with independent

human and mouse cDNA data sets [61] showed a 94–98% true

positive rate depending on the ORF length threshold (90, 120 or

150 nucleotides). However, a high rate of false positives is expected

for such relaxed parameters. Analysis of human and mouse introns

and UTRs data sets showed false positives rates of 10–20%

depending on the threshold [60,61]. For the purpose of the present

analysis, false positives in ORF identification represent random

removal of lincRNA sequences from the samples resulting in

conservative estimates of the total lincRNA number. Thus, we

used the ORF cut-off values of 90, 120 or 150 nucleotides to

remove putative mRNAs for short proteins separately from the

human and mouse sets of lincRNAs.

Comparative genomic analysis of the lincRNA sets
To obtain the subset of human lincRNAs with expressed

orthologs in mouse (Kh), human lincRNA gene coordinates of

assembly hg19 were converted to mouse mm9 using the liftOver

tool of the UCSC Genome Browser [62]. Out of the 4662 human

lincRNAs (Lh), for 3529 putative orthologous regions were

identified in the mouse genome. These sequences were checked

for the evidence of expression in mouse tissues using the RNAseq

data. Exon coordinates of putative lincRNAs were obtained by

mapping their coordinates onto exons of all known genes of mm9

assembly of UCSC Genome Browser. The sums of exons were

then used in expression level calculation to normalize for sequence

length. Out of the 3369 putative lincRNAs for which the exon

models could be determined, 2872 had expression level greater

than zero. Similarly, the subset of mouse lincRNAs with expressed

putative orthologs in human (Km) was found by converting the

coordinates of initial 4156 mouse lincRNAs (Lm) from mm9 to

hg19 and searching for the evidence of expression in human

tissues. The exon models could be determined for 3656 of the

3677 putative lincRNAs, out of which 3157 had expression level

greater than zero.

The subset of orthologous lincRNAs (Kb) was obtained by

selecting those lincRNAs whose putative orthologs in another

species overlap with the validated lincRNAs of that species. That

is, we searched for the overlap of putative orthologs of human

lincRNAs (in hg19 coordinates) with the mouse lincRNAs (in mm9

coordinates, minimal overlap 100 nucleotides). The overlap was

determined using intersectBed from BEDtools package with the

command line option -s (‘‘force strandedness’’). This resulted in

196 pairs of unique human and mouse lincRNAs. Approximate

indel values were estimated from the sequence length differences

between the lincRNAs and their orthologs, i.e. the following

formula was used:

INDEL~ LllincRNA{Lortholog

� ��
LllincRNAzLortholog

� �

where LllincRNA is the total length of lincRNA exons, and Lortholog

is the total length of the exons of lincRNA ortholog. Manual

examination of orthologous lincRNA alignments and putative

orthologs suggested that approximately 5% of the alignments with

the largest INDEL values were unreliable. Thus, all lincRNA

alignments with INDEL .95% were removed from further

analysis. Similarly, a cut-off was imposed on expression level of

putative human and mouse orthologs of lincRNA. This cut-off was

set at the lowest 5% of the expression levels of the 196 orthologous

validated lincRNA genes (Supporting Table S1). All putative

orthologs of lincRNA genes with lower expression values were

discarded under the premise that these low values could represent

experimental noise, i.e. the top 95% of the expression values

EXP95% was used for all analyses (Table 1 and Supporting Table

S1). In addition, EXP90%, 80%, 70%, 60%, 50%, 40%, 30%,

20%, 10% were calculated to compare subsets of lincRNAs

expressed at different levels (Table 2). We also used different sets of

expression/indel filters combined with the 5 input parameters (see

Results) in different experiments (Tables 1 and 2); no substantial

differences between results were found (see Discussion for details).

For calculating the 5 input parameters (see Results), all the

collected information was stored in an SQLite database, and after

applying ORF, indel and expression thresholds, final data sets

were assembled (Tables 1, 2 and Supporting Table S1).

Maximum likelihood estimates
Using the experimentally validated sets of human and mouse

lincRNAs and the assumptions described in the main text the

probability of observing a particular set of Kh, Km and Kb for the

given values of Lh and Lm is given by equation (1) in the main text.

Using the Sterling’s approximation for the factorial, we obtain the

system of nonlinear equations for the sizes Nh and Nm of the pools

and their overlap Nb that maximize the likelihood P in Eq. (1)

0~
L log P

LNh

~log
(Nh{Nb)(Nh{Lh)

Nh(Nh{Lh{NbzKh)
ð3Þ

0~
L log P

LNm

~log
(Nm{Nb)(Nm{Lm)

Nm(Nm{Lm{NbzKm)
ð4Þ

0~
L log P

LNb

~log
Nb(Nh{Lh{NbzKh)(Nm{Lm{NbzKm)

(Nh{Nb)(Nm{Nb)(NbzKb{Kh{Km)
ð5Þ

Solving the system (3–5) for Nh, Nm and Nb we obtain Equation (2)

(see main text).

The confidence region around the maximum likelihood estimate

Eq. (5) is an ellipsoid in the {Nh,Nm,Nb} space. The directions of its

axes are given by the eigenvectors of the Jacobian matrix J of second

derivatives of log P and the magnitudes of the ellipsoid’s axes are

given by the inverse square roots of the negatives of the eigenvalues.

Computing the second derivatives of log P and evaluating them at

the maximum likelihood point, we obtain
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We found that the confidence ellipsoid is highly elongated, and

therefore the estimates for the pool sizes are strongly correlated

with each other. The analytically estimated 95% confidence

intervals are shown in Table 1.

In addition, a bootstrap analysis of the lincRNA numbers was

performed. For this purpose, the initial sets of human and mouse

lincRNAs were randomly resampled 1000 times and the

calculation of the final numbers was performed using 95% indel

and expression (RPKM) levels, and all ORF thresholds. The

results of bootstrap analysis are given in the Supporting Table S1.

The 95% confidence intervals estimated using the boostrapping

procedure (Supporting Table S1) were smaller than the analyti-

cally obtained 95% confidence intervals (Table 1), thus we used

the latter as conservative estimates of the 95% confidence

intervals.

Supporting Information

Table S1 Comprehensive information on the human and mouse

lincRNA sets.

(XLS)
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