Evolution of the same phenotype independently in multiple populations is a common occurrence during adaptive evolution. These alternatives contribute variants that are eventually able to lead to high levels of parallel evolution. This is due to mutation rate variation across a genome, which can explain variation in the extent of parallelism in our system. In addition, the number of available beneficial mutations correlates with parallel evolution, and environmental heterogeneity is a factor that constrains adaptation. Overall, our results stress the importance of environment in driving parallel evolutionary changes and point to a number of avenues for future work to understand when evolution is predictable.

**Key words:** parallel evolution, experimental evolution, *Pseudomonas fluorescens*, selection environment, environmental heterogeneity.

**Introduction**

How repeatable is adaptive evolution? If, as Stephen Jay Gould famously put it, we were to rewind the tape of life and play it again, would the outcome be the same? Gould’s answer was no. Evolution, he argued, was the result of too many stochastic events with highly contingent effects to be predictable at all but the crudest scales. A retrospective study of the history of life could make sense of how evolution had occurred and be used to guide thinking for the future, Gould held, but the genetic and mechanistic details underlying adaptive evolution would be nearly impossible to predict.

Despite Gould’s skepticism, or perhaps because of it, evolutionary biologists take special note when evolution has been repeated (e.g., Zhang and Kumar 1997; Odeen and Hastad 2003; Harrison et al. 2005; Liu et al. 2010). Repeated evolution of the same phenotype independently in multiple populations, or parallel evolution, seems so unlikely to happen by chance alone that, when it occurs, we usually take it to be strong evidence of adaptation, even in the face of alternative explanations such as chance. Another possibility is mutation rate variation across a genome, which could lead to high levels of parallel evolution if more mutable regions more often contribute variants that are eventually selected during adaptive evolution. These alternatives notwithstanding, compelling examples of repeated evolution probably reflect an unusual set of circumstances: Strong selection acting on genetic systems that are highly constrained in the kind of genetic variation they produce. Our ability to predict when this sort of situation arises or, more generally, the probability of parallel evolution, remains rudimentary at best (but see Conte et al. 2012 for a meta-analysis of the available data from natural populations).

Some progress toward making predictions regarding the probability of parallel evolution can be made, however. As a first step it is important to recognize that the likelihood of observing parallel evolution should depend on the level of the biological hierarchy we are examining. The most repeatable phenotype to evolve during adaptation is fitness itself: Provided there is sufficient genetic variation in the traits associated with fitness and selection is modestly strong, fitness must increase. Thus, the probability of parallel evolution of fitness among multiple independent populations founded from the same genotype or population is necessarily high. However, the probability of parallel evolution should decrease when we examine the traits that underlie fitness because there are probably many different combinations of phenotypes, and even more combinations of genotypes, that can generate high fitness. Repeatability should thus be highest at
the level of fitness, lower at the level of phenotypes, lower still at the level of the genes themselves, and lowest at the level of individual mutations or nucleotides.

A second step involves making more quantitative predictions about the factors governing the probability of parallel evolution. Genetic models of adaptation like Fisher’s geometric model (Fisher 1930) and Gillespie’s mutational landscape evolution. Genetic models of adaptation like Fisher’s geometric model (Fisher 1930) and Gillespie’s mutational landscape model (Gillespie 1983, 1991) can be used to make such predictions at the locus or nucleotide level (Orr 2005; Chevin et al. 2010). The central idea is that, among the many possible genetic routes to adaptation, the ones most often followed are those where selection is strong and genetic variation for fitness is abundant. Any factor that modulates the strength of selection or the amount of genetic variation for fitness in that particular environment can impact the probability of parallel evolution.

To see this more clearly, and to articulate more precisely the predictions that can be made, imagine a situation where a large population composed of a single ancestral genotype is situated some distance from a fitness optimum in a single environment. Genetic variation in fitness arises by mutation, and selection leads to a series of successive fixation events resulting in an adaptive walk toward the optimum. Beneficial mutations are more abundant the farther the starting genotype is from the fitness optimum (e.g., Schoustra et al. 2009), meaning that there are likely to be many routes to adaptation available to a mal-adapted population. The probability of parallel evolution should therefore increase as a population adapts because the number of possible adaptive routes available declines as a population approaches a fitness optimum. Orr (2005) has calculated the probability of parallel evolution in the mutational landscape model precisely. Under natural selection, it is $Z/(n+1)$, where $n$ is the number of beneficial mutations available to a given sequence. The available evidence on this relationship is mixed: One study suggests the expected negative relationship between distance to the optimum and the degree of parallelism (Gresham et al. 2008), whereas another observed no evidence of a relationship (Kryazhimskiy et al. 2014).

Now, imagine the population inhabits a spatially heterogeneous environment composed of many different patches with different conditions of growth such that selection is divergent. Strong divergent selection and weak dispersal among patches are expected to lead to the evolution of niche specialization and the maintenance of diversity because beneficial mutations have environment-specific effects, improving fitness in the environment in which they are selected but not in alternative environments. Independently evolved populations from the same selection environment are thus expected to display more parallelism than those from different environments. Indeed, a pattern of higher parallelism within, compared with between, selection environments has been suggested in previous work (Gresham et al. 2008; Spor et al. 2014); however, a formal characterization and comparison of these patterns at the level of genetic changes is lacking.

On the other hand, in a heterogeneous environment where divergent selection is weak relative to dispersal, a single generalist genotype that has high fitness across all patches is expected to evolve because only those beneficial mutations that improve fitness across all patches are likely to be fixed. It seems reasonable to expect that there should be fewer mutations that improve fitness across many environments simultaneously than there are mutations that improve fitness in any single environment, because “generalist” mutations can be selected in both heterogeneous and single environments whereas mutations with environment-specific effects can only be selected in those environments where they actually improve fitness. If so, then we expect the probability of parallel evolution to be higher in populations living in heterogeneous environments where dispersal rate is high enough to drive the evolution of generalists, compared with populations living in more homogeneous environments that tend to drive the evolution of specialists.

Efforts to test these predictions empirically remain limited, in part because many of the theoretical predictions rely on quantities that are difficult to estimate (e.g., distance to the optimum, environmental heterogeneity, as discussed above). For example, Chevin et al. (2010) showed that the degree of pleiotropy can have an important impact on the degree of parallel evolution. Unfortunately this quantity is difficult to estimate in an evolutionary meaningful way (e.g., Rodriguez-Verdugo et al. 2014); however, it is notable that Spor et al. (2014) found that the only gene in which they detected repeat mutations across replicate experimentally evolved yeast populations was one that previous work suggests is highly pleiotropic. Far more common are studies that investigate the genetic basis of striking examples of parallel phenotypic evolution in naturally replicated populations (e.g., Wittkopp et al. 2003; Colosimo et al. 2005; Steiner et al. 2009) or the molecular details underlying a number of traits that appear repeatedly across diverse groups of species (e.g., Yokoyama and Radlwimmer 2001; Copley 2004; Fernald 2006; Castoe et al. 2009). There has been some attempt to quantify the probability of parallel evolution at the locus and nucleotide level in replicated selection experiments with microbes (e.g., Tenailon et al. 2012; Herron and Doebeli 2013; Kryazhimskiy et al. 2014; Spor et al. 2014). Despite occasionally striking examples of parallel evolution at some loci, on average parallel evolution at the gene level is fairly low, typically in the range of 0–20% or so, and even lower at the nucleotide level (reviewed in Kassen 2014). In phage the situation is quite different, however: Rates of parallel evolution at the nucleotide level are approximately 50% (Wichman and Brown 2010), likely due to the higher mutation rate and more compact genomes of phage relative to bacteria and yeast.

Here, we explore the factors governing the probability of parallel evolution in experimentally evolved populations of bacteria. In a previous paper, we investigated the effect of selection environment on the rate and extent of evolutionary changes in fitness and phenotype in these populations (Bailey and Kassen 2012). We observed clear differences between populations in their evolutionary trajectories, prompting us to further explore the generation-1000 populations using whole-genome sequencing in an
attempts to link the evolved phenotypic differences to underlying genomic differences. More specifically, we examine genomic changes in 15 independently evolved populations of the bacteria *Pseudomonas fluorescens*, all initiated from the same starting genotype, and selected in five different selection environments for approximately 1,000 generations. The selection environments varied in the particular resources available for growth, the number of those resources, and the arrangement of those resources in space. The design of this experiment thus allows us to test the predictions outlined above regarding the change in the probability of parallel evolution as a function of 1) selection environment, 2) the degree of adaptation, and 3) the degree of heterogeneity in the environment. We also examine parallel evolution across multiple levels of biological organization including, in descending order of expected parallelism, fitness, resource phenotype, metabolic phenotype, mutation-bearing genes and nucleotide changes and confirm the expectation that degree of parallelism decreases as one moves down this biological hierarchy from fitness to nucleotide. Taken together, our data thus provide valuable insight into the factors governing the probability of parallel evolution at a range of levels, from fitness down to the nucleotide.

**Results**

Fifteen populations of *P. fluorescens* SBW25 initiated from the same ancestral genotype were independently evolved for approximately 1,000 generations in five different selection environments, for a total of three replicate populations per selection environment. The three single-resource selection environments contained one type of sugar resource: Either glucose, mannose, or xylose, whereas the two multiresource environments contained all three sugar resources. In the multiresource environments the three sugars were provided in a single, well-mixed patch (MIX), or in three spatially separate patches each containing one of the three sugar types, with random dispersal between patches occurring every 24 h (SPAT). The ancestral *P. fluorescens* SBW25 varied across these five selection environments in how well it was initially adapted—for example, SBW25 reaches cell densities over 10-fold higher in glucose and mannose compared with xylose when grown for 24 h at a 1 M sugar concentration (see Materials and Methods). We refer readers to our previous work for further details regarding the experimental set-up and evolved fitness and phenotype dynamics (Bailey and Kassen 2012). At the end of the experiment each evolved population, as well as the ancestral genotype, was genome sequenced and the resulting sequences compared with the complete *P. fluorescens* SBW25 genome (NC 012660.1; 6,722,540 bp; 6,584 genes). All detected mutations are detailed in supplementary table S1, Supplementary Material online.

**Genetic Sequencing**

Mutational changes were detected in all populations after 1,000 generations of selection, with the number of changes per population ranging from 1 to 6 (mean = 3.4667) for a total of 52 mutational changes across 15 independent populations. The detected mutations consisted of 24 single nucleotide polymorphisms (SNPs), 8 insertions, and 20 deletions. We expect that most, if not all, of these arising mutations had beneficial fitness effects. Our reasoning is that the large population sizes and low mutation rate in our experimental system imply that drift and hitchhiking, respectively, are unlikely to have played a significant role in the evolutionary dynamics. Instead, the evolutionary dynamics should be mainly dictated by selection. Indeed, the majority of mutations detected in our experiment were non-synonymous (50 of 52), upon which selection is most able to exert influence. These non-synonymous mutations are thus likely to confer beneficial fitness effects. Interestingly, the two detected synonymous mutations also turned out to have significant beneficial fitness effects, a topic explored in a previous paper (Bailey et al. 2014).

We detected substantial amounts of within-population genetic polymorphism—26 of the 52 detected mutations were present at frequencies less than 1; however, there was no significant difference in the frequency of detected polymorphisms across selection environments (analysis of variance [ANOVA], F4,10 = 0.6557, P = 0.6362). Most insertions and deletions were small and expected to result in loss of function to a single gene, with three notable exceptions—a 2,864-bp deletion (spanning three genes) in a xylose-selected population, a 3,175-bp deletion (spanning two genes) present in two independent MIX-selected populations, and a 35,110-bp deletion (spanning 32 genes) in a glucose-selected population. We did not detect any gene-scale duplication events. The number of mutations per population varied by selection environment (table 1; resampled...
ANd populations selected in the SPAT environment having the largest number of mutations. These differences appear to be driven by mutations in genes not known to be related to motility (resampled ANOVA on nonmotility-related genes: $P = 0.0361$; resampled ANOVA on motility-related genes: $P = 0.8215$). Details of the observed mutations are summarized in supplementary table S1, Supplementary Material online.

**Parallel Evolution as a Function of Biological Hierarchy**

**Fitness**

The relative fitness of all populations increased by 24.6% ($\pm 2.3\%$ SE) after 1,000 generations of evolution and this change in fitness did not differ significantly across selection environments (ANOVA, $F_{4,10} = 0.767$, $P = 0.571$; see Bailey and Kassen 2012 for further details). However, the way in which populations gained those fitness improvements differed across selection environments. Figure 1A shows how evolved populations differ in their fitness in mannose and xylose (two of the three component sugar resources used in the resource-use fitness assays). Selection environment drove the evolution of different resource-use phenotypes (nested-ANOVA, interaction of selection environment and assay environment [$S \times A$]: $F_{8,140} = 15.192$, $P < 0.001$), with the exception of the X and MIX environments. Within each selection environment, replicate populations did not differ in their resource-use phenotype—including the interaction of population and assay environment ($P \times A$) did not significantly improve the ANOVA model fit ($\chi^2$ test comparing model log-likelihoods: $P = 0.9966$).

**Catabolism**

The first two principle components of the Biolog growth assay data (explaining 15.8% and 6.53% of the total variation, respectively) were used as a summary of catabolic phenotype. With this phenotypic measure, populations do appear to group loosely by selection environment (fig. 1B), but this effect was not significant (nested-ANOVA, $S \times A$: $F_{4,158} = 1.5066$, $P = 0.200$). Catabolic phenotype differed significantly by population, independent of selection environment—including $P \times A$ significantly improved model fit ($\chi^2$ test comparing model log-likelihoods, $P < 0.001$).

**Gene-Level Changes**

At the gene level, there was substantial overlap between populations in the changes that occurred—50% of the 22 mutation-bearing genes were seen in at least two independently evolving populations (fig. 2A), and the gene with the greatest number of repeat changes (PFLU4443, likely coding for a flagellar regulatory protein) was mutated in eight independent populations. The mutation-bearing genes for which function could be predicted were distributed across seven functional categories with the greatest proportion of mutation-bearing genes found in the cell motility category—about 25% (fig. 28). Interestingly, those genes that were repeatedly mutated in selection environments that otherwise did not share any carbon resources (e.g., between populations from the mannose and the glucose environments, respectively) were significantly associated with motility ($\chi^2 = 7.0911$, df = 1, $P = 0.0077$). Gene ontology (GO) enrichment analysis showed significant enrichment for genes related to cell motility, and this enrichment was consistent across all selection environments ($P < 0.0001$).

**Nucleotide-Level Changes**

The majority of the mutational changes detected by whole-genome sequencing were unique (45 of the total 52); however, there were three examples of the same change occurring in multiple independently evolved populations. Those changes were 1) a 11-bp deletion resulting in a frameshift in the fruR gene, seen in two SPAT populations; 2) an SNP resulting in a stop gained in the PFLU1301 gene, seen in a MIX population and two SPAT populations; and 3) a 3,175-bp

---

**Fig. 1.** (A) Fitness relative to the ancestor in mannose and xylose (two of the three component resources), for each of the 15 populations. (B) Catabolic phenotype (measured as growth on 95 carbon substrates) for each of the 15 populations summarized by their location in the first two dimensions of principle component space. See Bailey and Kassen (2012) for further details on these phenotypic changes. Points and error bars represent mean $\pm$ standard error (N = 6) for each population.
deletion resulting in the loss of the part of the PFLU2574 and all of the PFLU2575 gene, seen in two MIX populations. Due to the protocol we used to initiate the replicate populations in this experiment (all initiated from the same ancestral population—a clonal population grown up overnight from a single cell), we are unable to distinguish whether these repeat mutations arose de novo in each population independently or were already present at very low frequencies in the founding population. Thus, it is possible that we have overestimated the degree of parallel evolution at the level of the nucleotide in this study; however, note that the frequency of repeat nucleotide-level changes across populations in our experiment is quite similar to that seen in comparable experiments (e.g., Tenaillon et al. 2012).

Using a common measure of similarity (Jaccard index), we compared degree of parallelism across levels of biological hierarchy. Degree of parallelism follows a clear decreasing trend, as expected, as one moves from fitness all the way down to phenotype (fig. 3).

Quantitative Tests of the Probability of Gene-Level Parallel Evolution

Effect of Selection Environment

We estimated the probability of parallel evolution at the gene-level using the Jaccard Index ($J$), which describes the likelihood that the same gene is mutated in two independent populations. Observed values of $J$ ranged the full spectrum of possibilities, from 0 to 1, and the distributions in each

![Fig. 2.](image1.png)

**Fig. 2.** (A) Distribution of mutations across the mutation-bearing genes of the 15 independent populations. (B) Proportion of mutation-bearing genes from all 15 populations categorized by predicted function.

![Fig. 3.](image2.png)

**Fig. 3.** Degree of parallelism across levels of biological hierarchy. Degree of parallelism is estimated as the mean Jaccard index for populations compared within and between selection environments. Error bars show standard error of all Jaccard index values calculated for a given category.
selection environment appear complex and quite zero-heavy. Figure 4A shows the mean J values between populations from different selection environments (black lines and boxes), and between populations evolved within the same selection environment (gray lines and boxes). Mean J values that are significantly higher than expected, given the set of all mutation-bearing genes observed, are indicated by solid lines. Some degree of overlap in genetic change was seen between populations in almost all pairs of selection environments (with the exception of the xylose–mannose comparison), and the mannose–SPAT comparison showed significantly more overlap than expected. Although replicate populations evolving within the same selection environment all overlapped to some extent, populations evolving in the mannose and the SPAT environments were significantly more similar than expected. J values calculated with only the motility-related genes—those genes expected to have more general, less environment specific, fitness consequences—showed a similar picture (see supplementary fig. S1, Supplementary Material online).

A more general picture of the results comes from examining the average degree of parallel evolution among pairs of populations from the same or different environments. On average, independently evolved populations from the same environment had significantly higher probabilities of parallel evolution compared with those from different environments (resampled ANOVA, main effect of within/between environments; P = 0.0004). This effect was variable across treatments, however, and driven largely by the populations from mannose, SPAT, and marginally xylose, environments (mannose P = 0.0444, SPAT = 0.0157, xylose P = 0.0517; fig. 4B). Independently evolved populations from within the glucose and MIX populations, on the other hand, were no more similar to each other than to populations from other selection environments (glucose P = 0.4583, MIX P = 0.5271).

**Distance to the Optimum**

Variation among selection environments in the probability of parallel evolution is not associated with distance to a fitness optimum (fig. 5A; resampled linear regression, P = 0.9225). There is, however, a marginally significant negative relationship between the frequency of beneficial mutations in a given selection environment (estimated in an independent assay, see Materials and Methods) and the degree of parallel evolution (resampled linear regression: fig. 5B; P = 0.0600), as expected from theory. We note that this marginal significance must be taken with some caution, as the relationship is largely driven by populations evolved in the SPAT environment. When the SPAT populations are removed from the regression analysis, a negative trend remains but the relationship is no longer significant (P = 0.665).

**Effect of Environmental Heterogeneity**

We noted previously that the probability of parallel evolution was markedly higher in the SPAT environment than in most other treatments, consistent with the idea that the combination of divergent selection and gene flow restricts the number of mutations capable of improving fitness relative to a situation involving divergent selection without gene flow. The absence of increased parallelism in the MIX environment, moreover, implies that this result is not a general effect of environmental heterogeneity per se but, rather, a product of the specific properties of the SPAT environment involving sequential rounds of divergent selection followed by gene flow.

**Discussion**

Parallel evolution is often taken to be compelling evidence of natural selection for a particular phenotypic or genetic

---

**Fig. 4.** (A) Mean Jaccard index for all mutation-bearing genes, both within (gray) and between (black) selection environments. Solid lines indicate comparisons with significantly higher similarity than expected. (B) Jaccard index (J) by selection environment for all population comparisons of the genes bearing mutations. Diameter of each circle is proportional to the number of observations at that value. Open circles indicate between-environment comparisons; black lines indicate the mean between-environment J value for each selection environment. Filled gray circles indicate within-environment comparisons; gray lines indicate the mean within-environment J value for each selection environment. ** indicates between- and within-environment J values are significantly different at P < 0.01 and * indicates significance at P < 0.05.
Parallel Evolution and the Hierarchy of Biological Organization

We have documented the extent and variation in evolutionary parallelism in experimentally evolved populations of _P. fluorescens_ selected in a range of environments across multiple levels of biological organization, from fitness and phenotype to genotype. The degree of parallelism varied from complete overlap at the level of fitness, where all 15 populations increased fitness by the same amount, to nearly absent at the level of nucleotide changes: Only three repeated nucleotide changes occurred out of a total of 48 unique changes observed. In between, at the level of phenotype and the level of mutation-bearing genes, the degree of parallelism varied substantially among replicate populations in the same environment and across selection environments. These results suggest a pyramid-like relationship between the traits associated with a particular level of organismal organization and the variety of routes to evolution. Fitness, as the trait most important for adaptation, sits at the top of the pyramid and so is likely to most often result in parallel evolution. Below fitness are a wider range of phenotypes, and even more combinations of genotypes, that can contribute to improving fitness, and this is reflected in ever-lower degrees of parallelism. Our work provides a comprehensive view of this pattern of parallelism spanning from nucleotides to fitness, and confirms numerous previous studies showing this same hierarchical pattern for various parts of this nucleotide to fitness spectrum (e.g., Woods et al. 2006; Fox et al. 2011; Tenaillon et al. 2012; Nguyen et al. 2012; Bedhomme et al. 2013).

Phenotypic and Genetic Parallelism Vary among Selection Environments

On average, and consistent with intuition, the degree of parallelism was higher among replicate populations from the same environment and lower when populations are compared across environments at both the phenotypic and genetic level. In terms of resource-use phenotype, we saw that, as expected, populations evolving in different selection environments tended to have different phenotypes, whereas populations evolved in the same selection environment did not differ significantly (fig. 1A). An exception to this trend involved the xylose-selected and MIX-selected populations,

---

**Fig. 5.** (A) Degree of parallel evolution (calculated for each replicate population as the mean within-environment Jaccard Index) over starting distance from the fitness optimum (estimated in each selection environment as the log difference in 24-h density between ancestral and evolved populations). Line indicates the nonsignificant linear regression fit. (B) Degree of parallel evolution versus the frequency of beneficial mutations in a given selection environment estimated from fitness assays of mutants described in Kassen and Bataillon (2006). Line shows the marginally significant linear regression fit (P = 0.06). Points are jittered in the x axis direction for ease of display.
which both had similar resource-use phenotypes characterized by adaptations specific to xylose (see Bailey and Kassen 2012 for further discussion of this). Notably, however, the genes associated with adaptation to xylose differed between these two environments. For example, all populations selected in xylose evolved what appear to be loss-of-function mutations in PFLU2366—a gene coding for a putative GntR family regulatory protein. However, mutations in PFLU2366 were not a distinguishing feature of populations evolved in the MIX environment. These gene-level differences suggest that the details of the environment are very important in driving selection and that these details may drive evolved differences in phenotype too subtle to detect with our phenotype assays.

We saw a similar pattern, of more pronounced parallelism among populations from the same environment compared with those from distinct environments, at the gene level as well. However it is interesting to note that the degree of parallelism varied among environments, with some displaying markedly higher levels than others. What factors explain this variation is not entirely clear and we discuss each in turn below.

**Degree of Adaptation**

Recent theoretical work by Chevin et al. (2010) and Orr (2005) suggests that there should be a negative relationship between the degree of adaptation and the probability of parallel evolution. The rationale behind this prediction is straightforward: A mal-adapted population located some distance from a fitness optimum has many more possible beneficial mutations available to it than one located at the optimum itself, as by definition no mutation can be beneficial for a population that resides on a fitness peak. In the selection environments used here, ancestral populations started at a range of distances from their fitness optima, allowing us to test this prediction directly. We found no evidence of such a relationship. However we did find marginal support for the idea that the relative number of beneficial mutations available to selection across environments is negatively related to the degree of parallel evolution, as expected from theory. Notably, there is no significant effect of distance to the optimum on the relative number of available beneficial mutations in our system (linear regression, $F_{1,3} = 0.1346, P = 0.7380$). Evidently these two factors, while correlated in analyses of Fisher’s geometric model (Chevin et al. 2010), are not strongly linked in our system. Nevertheless this result lends support to the idea that the number of beneficial mutations available to selection is a key parameter determining the likelihood of parallel evolution, consistent with the suggestion by Orr (2005).

**Degree of Pleiotropy**

Chevin et al. (2010) point out that high degrees of pleiotropy can increase the probability of parallel evolution by effectively restricting the phenotypic dimensions along which selection can act. The degree of pleiotropy is challenging to measure as it requires knowing the “realized” or “effective” number of traits, $m$, that respond to selection and how this varies across environments. Unfortunately our knowledge of the

Environmental Heterogeneity

Environmental heterogeneity generates divergent selection which, depending on the level of gene flow, can lead either to the evolution of specialized types for each environment or a single generalized type that maintains high fitness across a broad range of environments. The latter situation might be expected to lead to high levels of parallel evolution if the supply of mutations that are favorable across a range of conditions is fewer than those that could increase fitness in any of the component environments. Consistent with this expectation, we observed the evolution of a broadly adapted generalist type in the SPAT treatment of the initial experiment and this treatment also showed the highest levels of parallel evolution. Notably, parallel evolution was low in the MIX treatment that, while containing the same range of resources as SPAT, lacked any spatial structure and led to the emergence of xylose-specialists. It is possible that larger population sizes in the SPAT environment (due to the logistics of our experimental setup, see Materials and Methods) could have contributed to its high degree of parallelism as compared with the MIX populations in two possible ways. First, when population sizes are larger rare beneficial mutations with a large fitness effect would be uncovered more often, leading to a higher probability of parallelism. This explanation seems an unlikely one in our experiment, however, because the rate of adaptation in SPAT was actually slower than that in MIX (Bailey and Kassen 2012), contrary to what we would expect when population size limits the supply of beneficial mutations, and so the rate of adaptation. Second, in very large populations, clonal interference can bias the arising mutations to ones with very large effects, again leading to a higher probability of parallel evolution. However, this is also unlikely to have occurred, as clonal interference is also expected to drive the fixation of fewer mutations (Gerish and Lenski 1998), while in fact we saw the opposite—a greater number of mutations in the SPAT populations compared with the others. We suggest instead that selection for generalists may act as a constraint on the supply of beneficial mutations and so lead to higher levels of parallel evolution. It is further notable that adaptation to the SPAT environment involves more genetic changes than adaptation in the other selection environments in genes unrelated to motility (table 1), suggesting that they are not adaptations to common conditions of culture. Whether these mutations represent the accumulation of a series of mutations that independently increase fitness on each component resource separately or represent adaptations to the fluctuating nature
of the SPAT treatment remains unclear at this point but represents an interesting avenue for future work.

**Mutation Rate Heterogeneity**

It is also possible that the variation in the degree of parallel evolution seen in this study is influenced by variation in mutation rates across the genome. Mutation rate is known to vary across genomes on many scales—from increasing mutation rates with increasing distance from the origin of replication (Mira and Ochman 2002), to the general mutational bias toward AT (Hershberg and Petrov 2010). Some genes under selection may have higher mutation rates than the other genes under selection in that environment, and that potential bias in mutation rate might lead to biases in the particular mutations that fix. Thus, one would expect populations evolving in environments where mutation rates vary widely across the genes under selection to show a high degree of parallel evolution, whereas populations evolving in environments where mutation rate is more consistent across the genes under selection would be less likely to evolve in parallel.

Our lack of knowledge of mutation rate variation in this species, and *Pseudomonads* more broadly, prevents us from testing this prediction directly here. Ongoing work is aimed at characterizing genome-wide variation in mutation rates and selection in *Pseudomonads* using both experimental and theoretical approaches.

**General versus Environment-Specific Adaptations**

We observed a number of genetic changes in these populations that appear to be general adaptations to well-mixed lab conditions. In particular, those mutations that occur in motility-related genes are commonly predicted to result in loss-of-function of flagella assembly and so are expected to result in fitness improvements common to all conditions in our experiment. Indeed, preliminary work involving allelic loss-of-function of flagella assembly and so are expected to result in fitness improvements common to all conditions in our experiment. Indeed, preliminary work involving allelic replacement of a subset of these mutations lends support to this interpretation (Hinz A, personal communication). Repeated evolution of loss of motility is not surprising for populations selected in well-mixed liquid media where the ability to move is unnecessary, as assembly and use of the complex machinery required for locomotion is likely to be quite costly (Bardy et al. 2003). Thus, these types of mutations might be expected to generate high degrees of parallel evolution across selection environments in our system. Indeed, at the level of phenotype this is certainly the case: In all but one of the populations we identified mutations predicted to be related to motility. Some amount of parallel evolution in this trait also occurred across environments at the gene level—those few gene-level changes that were shared across all three single-resource environments were all genes associated with motility. However, interestingly the availability and arrangement of resources still appears to constrain, to some extent, which motility genes bear mutations in a given population (see supplementary fig. S1, Supplementary Material online). Variation in motility-gene mutations between selection environments must be due to pleiotropic effects of motility genes on resource transport and/or catabolism that we are unable to detect, further underscoring the importance of environmental context on evolutionary processes.

**Conclusions**

As genome sequencing continues to become faster and cheaper, evolution experiments with large numbers of replicate populations will help to identify more clearly the factors affecting the probability of parallel evolution—a value inherently difficult to characterize simply because it is the outcome of so many stochastic events. Our ability in this study to detect differences between selection environments despite widely varying and complex distributions of parallelism estimates, and with only three replicate populations per environment, is indicative of how important environmental context is for the rates and processes of adaptation. At the most basic level, it appears the availability of beneficial mutations drives the observed differences in parallel evolution in our system as predicted by theory. However in contrast to theory, degree of parallel evolution does not vary with distance to the fitness optimum in our system, and although heterogeneity in the environment does seem to play a role there are certainly other as of yet unidentified mechanisms at work. Indeed, in this experiment and others, the distribution of available beneficial mutations is difficult to characterize and the factors responsible for determining this key distribution are often unclear. Future theoretical, comparative, and experimental work is necessary to further expound the mechanisms driving parallel evolution, and to continue working toward an understanding of how and when evolution is predictable.

**Materials and Methods**

**Selection Experiment**

We used a clonal isolate of the bacterium *P. fluorescens* SBW25lacZ to found 15 independent lines. This strain is isogenic to *P. fluorescens* SBW25 save for the insertion of the lacZ gene, a selectively neutral marker (Zhang and Rainey 2007). Colonies with lacZ are blue on agar plates supplemented with 40 mg/l of 5-bromo-4-chloro-3-indolylbeta-D-galactopyranoside (X-Gal), and can easily be distinguished from the pale yellow colonies of the unmarked strain. All strains and evolving populations were frozen at −80°C in 16% (v/v) glycerol. Populations were all initiated from a single ancestral population grown up overnight from a single cell and cultured in 24-well plates (Costar, Corning Incorporated), with 2 ml of media in each well, in an orbital shaker (150 rpm) at 28°C. The culture media consisted of M9 minimal salts (1 g/l NH4Cl, 3 g/l KH2PO4, 0.5 g/l NaCl, and 6.8 g/l Na2HPO4) supplemented with 15 mg/l CaCl2, 0.5 g/l MgSO4, and a carbon source. Three monosaccharides were used as carbon sources: Mannose, glucose (both C6H12O6), and xylose (C5H10O5). When grown in a 1 M sugar concentration for 24 h (150 rpm at 28°C), SBW25 reaches cell densities over 10-fold higher in glucose (mean ± SE = 5.33 ± 1.09 x 109 colony forming units [CFUs]) and mannose (5.76 ± 0.54 x 109 CFUs) compared with xylose (1.33 ± 0.15 x 109 CFUs). For this reason, concentrations
were adjusted to control for population size resulting in environments containing 9.57 mg/l of mannose and glucose, and 255.22 mg/l of xylose. Single-resource and multiresource environments were constructed containing one sugar type and all three sugar types, respectively. Two types of multiresource environments were created: 1) Fine-grained: Three sugars in a single well (MIX); and 2) coarse-grained: Three sugars available, each in a different well with population mixing and redistribution at each 24-h transfer (SPAT).

In total, the experiment consisted of three replicates in each of five different selection environments. Every 24 h (~6.6 generations), a subsample of each culture was transferred to fresh media. In treatments consisting of a single microwell (the single-resource environments and MIX), 20 μl of culture was transferred. In treatments consisting of multiple microwells (SPAT), each microwell also received 20 μl but this transferred volume was made up of equal parts by volume of samples from each of the microwells making up that selection environment. This transfer regime was repeated for 150 transfers resulting in approximately 1,000 generations of selection. Genome sequence data of the evolved populations confirmed that there was no external- or cross-contamination over the course of the evolution experiment. See Bailey and Kassen (2012) for further methodological details.

Fitness and Phenotype Assays
Fitness of the evolved populations in their selection environment and in the three single resource environments was estimated by competing evolved strains against the ancestral genotype lacking the lacZ neutral marker. Each strain was first estimated by competing evolved strains against the ancestral environment using a mixed effects nested-ANOVA as in the resource-phenotype comparison. We note that our estimates of fitness assume that populations are still in exponential growth phase after 24 h. However, if this is not always the case it may lead to underestimates of growth rate and potentially overestimates of the degree of parallelism at the level of catabolic phenotype. Although we do not have growth curve data to rule out this possibility, we suggest that the assumption likely does hold for the most part, as OD measures from Biolog assays tend to continue to increase when left for second 24-h period of growth (data not shown).

Generation Sequencing and Analysis
For each evolved population and the ancestral SBW25 genotype, genomic DNA was extracted from an overnight culture using the Promega Wizard Genomic DNA Purification kit. 75-bp paired-end Illumina sequencing was performed by the Michael Smith Genome Sciences Centre. Mean coverage across all 15 populations was approximately 60-fold (mean = 60.91; range 43.15—89.88) at a quality score of 20. We performed pair-end mapping of reads on the Pf SBW25 reference genome number NC 012660.1, called and filtered snps/indels, and annotated with respect to the reference genome using the pipeline outlined in the supplementary information of Dettman et al. (2012). We called and filtered snps/indels again using the BRESEQ pipeline (Barrick et al. 2009) to validate the previously identified snps/indels and also to identify larger-scale insertion/deletions that the BRESEQ pipeline is better suited to detect. Mutational changes in the sequence data identified by either pipeline were checked by viewing the mapped reads, and a subset of those mutational changes were then confirmed using targeted sequencing. A number of mutations initially detected in the whole-genome sequencing analysis were

\[
\omega = \left( \frac{f_{\text{final}}}{f_{\text{initial}}} \right)^{1/\text{doublings}},
\]

where \( f_{\text{initial}} \) and \( f_{\text{final}} \) are the ratios of the frequency of the evolved population to the frequency of ancestral populations before and after competition, respectively, and doublings refers to the number of doublings or generations that occur between the initial and final measurements. Similar results arising from temporally independent replicate assays suggest the absence of both external- and cross-contamination during these assay experiments.

Resource-use phenotype (a three-trait phenotype consisting of a fitness measure in each of the three resources—glucose, mannose, and xylose) was compared across selection environment and population using a mixed effects nested-ANOVA, where population was modeled as a random effect nested within selection environment, and all other variables were modeled as fixed effects. This resulted in the following model, trait value = \( P + S + A + P \times A + S \times A \), where \( P \) is population, \( S \) is selection environment, \( A \) is assay environment, and in this case "trait value" is relative fitness of a population in a given assay environment.

The catabolic profiles of the evolved strains were characterized using GN2 Biolog microwell plates containing 95 different carbon sources plus a negative control well. Strains were grown from frozen overnight in 6 ml King’s B media (28°C, shaken at 150 rpm), starved for 2 h (20 μl of each culture in 20 ml M9 minimal salts at 28°C, 150 rpm), and then 150 μl was transferred into each well of the Biolog plates. Optical density (OD) was measured at the time of inoculation and after 24 h of growth (28°C, 150 rpm), and growth rate on each carbon substrate was calculated as

\[
r = \ln(\text{OD}_{\text{final}}) - \ln(\text{OD}_{\text{inal}}).
\]

Growth rates were then adjusted relative to the control well by subtracting the maximum growth rate estimate obtained from the control wells (0.09), and setting all negative growth estimates to zero. The adjusted growth estimates were transformed into their principle components (first adjusting and scaling the data, then transforming using the “pr.comp” function in R). We then restricted our analysis to the first two principle components (all other principle components described less than 5% of the total variation) and then compared these summary catabolic phenotypes across population and selection environment using a mixed effects nested-ANOVA as in the resource-phenotype comparison. We note that our estimates of growth assume that populations are still in exponential growth phase after 24 h. However, if this is not always the case it may lead to underestimates of growth rate and potentially overestimates of the degree of parallelism at the level of catabolic phenotype. Although we do not have growth curve data to rule out this possibility, we suggest that the assumption likely does hold for the most part, as OD measures from Biolog assays tend to continue to increase when left for second 24-h period of growth (data not shown).

\[
\omega = \left( \frac{f_{\text{final}}}{f_{\text{initial}}} \right)^{1/\text{doublings}},
\]

where \( f_{\text{initial}} \) and \( f_{\text{final}} \) are the ratios of the frequency of the evolved population to the frequency of ancestral populations before and after competition, respectively, and doublings refers to the number of doublings or generations that occur between the initial and final measurements. Similar results arising from temporally independent replicate assays suggest the absence of both external- and cross-contamination during these assay experiments.

Resource-use phenotype (a three-trait phenotype consisting of a fitness measure in each of the three resources—glucose, mannose, and xylose) was compared across selection environment and population using a mixed effects nested-ANOVA, where population was modeled as a random effect nested within selection environment, and all other variables were modeled as fixed effects. This resulted in the following model, trait value = \( P + S + A + P \times A + S \times A \), where \( P \) is population, \( S \) is selection environment, \( A \) is assay environment, and in this case "trait value" is relative fitness of a population in a given assay environment.

The catabolic profiles of the evolved strains were characterized using GN2 Biolog microwell plates containing 95 different carbon sources plus a negative control well. Strains were grown from frozen overnight in 6 ml King’s B media (28°C, shaken at 150 rpm), starved for 2 h (20 μl of each culture in 20 ml M9 minimal salts at 28°C, 150 rpm), and then 150 μl was transferred into each well of the Biolog plates. Optical density (OD) was measured at the time of inoculation and after 24 h of growth (28°C, 150 rpm), and growth rate on each carbon substrate was calculated as

\[
r = \ln(\text{OD}_{\text{final}}) - \ln(\text{OD}_{\text{inal}}).
\]

Growth rates were then adjusted relative to the control well by subtracting the maximum growth rate estimate obtained from the control wells (0.09), and setting all negative growth estimates to zero. The adjusted growth estimates were transformed into their principle components (first adjusting and scaling the data, then transforming using the “pr.comp” function in R). We then restricted our analysis to the first two principle components (all other principle components described less than 5% of the total variation) and then compared these summary catabolic phenotypes across population and selection environment using a mixed effects nested-ANOVA as in the resource-phenotype comparison. We note that our estimates of growth assume that populations are still in exponential growth phase after 24 h. However, if this is not always the case it may lead to underestimates of growth rate and potentially overestimates of the degree of parallelism at the level of catabolic phenotype. Although we do not have growth curve data to rule out this possibility, we suggest that the assumption likely does hold for the most part, as OD measures from Biolog assays tend to continue to increase when left for second 24-h period of growth (data not shown).
located in intergenic repeat regions. However, these putative mutations were not well supported due to very low coverage (repeat regions are difficult to accurately sequence), and are unlikely to have fitness effects even if they are real. Thus, we removed those putative mutational changes from any further analyses. Because we sequenced population genomic DNA, as opposed to that of single clones, we were able to detect evolved polymorphisms in our populations. We classified variation in reads at a given locus as a true population polymorphism (as opposed to sequencing error) when at least 10% of the reads differed from the others for a given allele.

We classified the mutation-bearing genes into functional groups using predicted Clusters of Orthologous Groups (COGs) classifications (Tatusov et al. 2000) provided in the Pseudomonas Genome Database (Winsor et al. 2011). In particular, we were interested in identifying genes with predicted “cell motility” functions, as mutations in these genes may simply be general adaptations to living in a well-mixed lab environment, whereas we suggest that mutations in genes with non cell motility related functions are more likely to be resource-specific adaptations. We also identified the GO enrichment for all mutations observed in experiment and for mutations observed in each selection environment, using the “Batch-Genes,” a tool that is part of GOEAST (Zheng and Wang 2008). We ran this analysis using both the P. aeruginosa PA01 and P. protegens Pf-5 GO databases as there was no P. fluorescens GO database available for this software. Analyses with the two different GO databases gave identical results.

**Gene-Level Parallel Evolution Comparisons**

We quantified similarity in genetic changes between pairs of populations using the Jaccard Index $J$. Given two sets, $G_1$ and $G_2$, of the mutation-bearing genes found in populations 1 and 2, respectively,

$$J(G_1, G_2) = \frac{|G_1 \cap G_2|}{|G_1 \cup G_2|}. \quad (2)$$

That is, $J$ is the number of genes mutated in both populations divided by the total number of genes mutated in population 1 or in population 2. $J$ ranges from 0 to 1, with 1 indicating identical genotypes and 0 indicating no shared mutation-bearing genes. This value was calculated for all pairs of evolved populations, both within and between selection environments. Due to the nonindependence of $J$ estimates, statistical significance of the mean $J$ value for each “comparison set” was estimated using a resampling procedure. By “comparison set” we mean a set of all pairwise population comparisons of a particular type; for example, all mannose-evolved to glucose-evolved population comparisons would make up a single “comparison set.” For each comparison set, the populations’ mutation-bearing genes were resampled from the set of all mutation-bearing genes identified in the combined 15 population data set. For each population, the number of resampled mutations was set equal to the number of actual mutations in that population. $J$ was recalculated for each comparison in the set, and a new mean $J$ was calculated. This procedure was repeated 50,000 times for each comparison set, generating distributions of mean $J$ values.

Using these distributions, we calculated the probability of observing the actual mean $J$ values or greater by chance alone ($P$ value). Significance was assigned to probabilities less than 0.003—an experiment-wide $P$ value of 0.05, Bonferroni-adjusted for 15 comparison sets. Calculation of $J$ and significance testing were performed for all mutation-bearing genes and also for the subset of those mutation-bearing genes that were related to motility-related.

We contrasted estimates of similarity within- and between-selection environments by subtracting the average between-environment $J$ values from the average within-environment $J$ values for each replicate population. With this metric, a positive value indicates that a population is more similar on average to populations selected in the same selection environment, whereas a value of zero indicates that there is no systematic difference between comparisons of populations selected in the same environment versus different environments. For reasons of nonindependence we again used resampling methods, testing whether the mean differences are significantly greater than zero, and whether the effect differs with selection environment. For this test, the calculated within/between environment differences were randomly reassigned to a selection environment, and $t$ statistics were calculated using an ANOVA procedure. This was repeated 50,000 times, generating distributions to which the actual $t$ statistics were compared and $P$ values were then calculated.

We compared across levels of biological hierarchy using a common measure of parallelism—the Jaccard index. For gene and nucleotide level parallelisms, the Jaccard index was calculated as described above. At the level of fitness, the Jaccard index was simply defined as a 0 or 1 for any given comparison, depending on whether the given pair of populations being compared was significantly different from each other or not (as determined by pairwise $t$-tests using Bonferroni corrected experiment-wide $P$ values < 0.05). For the level of resource-use phenotype, Jaccard index could be 0, 1/3, 2/3, or 1 for any given comparison, depending on whether the given pair of populations being compared was significantly different from each other in all, 1, 2, or none of the resources tested (again, determined by pairwise $t$-tests using Bonferroni corrected experiment-wide $P$ values > 0.05). At the level of catabolic-phenotype Jaccard index was calculated similarly, but with only two categories of comparison—PC1 and PC2.

We used the Jaccard similarity index measures to look for a relationship between degree of parallel evolution at the gene level and 1) distance to the fitness optimum and 2) the relative number of beneficial mutations available. To estimate distance to the fitness optimum we used the log difference between ancestral and evolved absolute fitness in each selection environment, where absolute fitness was estimated as cell density of a population after 24-h growth. We note that although cell density is just one component of absolute fitness, it is arguably the most important component given our experimental protocol. Having a high cell density, and so large population size, after 24 h is clearly highly beneficial in an experimental setup where populations are bottlenecked to
1% of their size every 24 h. In addition, we note that our measure of absolute fitness assumes that evolved populations have reached a fitness optimum within the time course of the experiment; characterizations of these fitness trajectories suggest that this may in fact be the case (Bailey and Kassen 2012).

To estimate the relative number of beneficial mutations available, we assayed the fitness of a collection of nalidixic acid resistant mutants (described in Kassen and Bataillon 2006) in each selection environment. We then counted the number of mutants that were significantly more fit than the ancestor and divided that number by the total number of mutants tested, to obtain an estimate of the frequency of mutations that were beneficial in a given environment. We stress that this quantity indicates the frequency of beneficial mutations within the set of mutations tested in our assay, so although it can be used as a relative measure across selection environments in our experiment, it is unlikely to be a true estimate of the frequency of beneficial mutations within the set of all possible mutations. A resampled linear regression model was used to quantify and test for the significance of these relationships. All calculations and analyses were performed using R version 3.1.2 (R Development Core Team 2014).

Supplementary Material

Supplementary table S1 and figure S1 are available at Molecular Biology and Evolution online (http://www.mbe.oxfordjournals.org/).

Acknowledgments

This work was supported by grants from the Natural Sciences and Engineering Research Council (Canada) to S.F.B and R.K., an Ontario Graduate Scholarship to S.F.B., and a grant from the Canadian Institutes of Health Research to R.K. S.F.B also acknowledges financial support from the European Research Council under the European Union’s Seventh Framework Program (FP7/20072013, ERC Grant 311341).

References


