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Module Summary

• This module introduces the concept of discrete-event simulation and
touches some of the issues involved
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Andreas Willig

Resources

• Most of the materials in the following slides is from:

– The book of Law and Kelton [4] (a standard reference for simulation!)
– The book of Raj Jain [2]
– Lecture slides from Dr. Holger Karl (TKN, TU Berlin), “A Brief

Introduction to Discrete Event Simulation” and lecture slides from
Holger Karl’s lecture “Praxis der Simulation”

Introduction to Simulation, slide 2
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Overview

• Stochastic Discrete Event Simulation

• An Example

• A Second Example

• Organization of a Simulation

• Workload Generation / Load and Error Models

• Run-Length Control / Evaluation of Results

• Experiment Planning

• Further Issues
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Disclaimer

• This unit gives an overview on the topic of discrete event simulation

• Many topics are only touched, details are provided in later units

Introduction to Simulation, slide 4
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Stochastic Discrete Event Simulation

• “A simulation is the imitation of the operation of a real-world process
or system over time. Whether done by hand or on a computer,
simulation involves the generation of an artificial history of a system
[...] to draw inferences concerning the operation characteristics of
the real system.”

(from: [1, p. 3])

• Simulations are models of a system, with software being the model
substrate, and the (numerical) performance measures being derived from
the simulation output
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Types of Systems

Remember our classification of systems:

• Static (output depends only on current but not on past inputs) vs.
dynamic

• Discrete-state (countable range) vs. continuous-state (uncountable
range)

• Discrete-time vs. continuous-time: in a discrete-time system at most
countably many state changes occur in every time interval

– either at arbitrary, but discrete times
– or at fixed times (slotted systems)

• Stochastic vs. deterministic

Introduction to Simulation, slide 6
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Types of Systems II

Computer and communication systems are mostly dynamic,
stochastic, discrete-state and discrete-time systems

A discrete event simulation of such systems needs to modify
the model’s state only at discrete times, between these times the
state is guaranteed not to change

Introduction to Simulation, slide 7
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Stochastic Discrete Event Simulation – Generalities

• Typically the workload/error processes are “random”, therefore we need:

– methods for (statistical) characterization of corresponding real-world
processes, for example to build stochastic models from

– methods for artificial generation of random numbers / processes from
such models

– methods for careful interpretation of the (random) simulation output

• The simulation is a computer program:

– written in a (general purpose or dedicated) programming language
– needs runtime – sometimes a lot

• Many problems have to be solved in most simulations
=⇒ general simulation frameworks are helpful

Introduction to Simulation, slide 8
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Overview

• Stochastic Discrete Event Simulation

• An Example

• A Second Example

• Organization of a Simulation

• Workload Generation / Load and Error Models

• Run-Length Control / Evaluation of Results

• Experiment Planning

• Further Issues
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An Example

• Example system:

– computer with network interface card (NIC)
– video application generates packets of fixed sizes at varying rate (VBR)
– app puts packets into buffer of 3 packets size; further packets dropped
– network processor transmits packets from within the buffer,

transmission takes one second, afterwards the buffer is freed

• Performance measures:

– packet loss rate at the buffer
– packet waiting time in buffer
– throughput of the network processor

Introduction to Simulation, slide 10
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Example System Overview

Application
Processor
NetworkPacket

Buffer

Packet Losses

Figure 1: Example System
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Example System Evolution

• The simulation time is denoted as tS, we start at tS = 0

• The packet arrival times are scheduled for:

– ta,1 = 0.3 s
– ta,2 = 1.5 s
– ta,3 = 1.8 s
– ta,4 = 4.0 s
– ta,5 = 4.1 s
– ta,6 = 4.2 s
– ta,7 = 4.3 s
– . . .

In practice, often only one arrival in the future is known . . .

Introduction to Simulation, slide 12
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Example System Evolution – State Variables

• We introduce four state / counter variables:

– N : # packets in the system (initial: N = 0)
– I: denotes the state of the NIC (true = transmitting, false = idle)
– L: # packet losses at the buffer (initial: L = 0)
– F : # finished packets (initial: F = 0)

The system state is characterized by N and I, the other variables are needed to obtain the statistics for

our performance measures

Introduction to Simulation, slide 13
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Example System Evolution II

• The future event set (FES) at tS = 0 is thus

e(0) = {(0.3; a, 1) (1.5; a, 2) (1.8; a, 3) (4.0; a, 4) (4.1; a, 5) (4.2; a, 6) (4.3; a, 7) . . .}

FES = set of events which are already known to happen in the future, along with arrival times and types

Introduction to Simulation, slide 14
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Example System Evolution III

• The next event (packet arrival from application) happens at time 0.3
sec; the following actions are taken:

– The arrival event is removed from the FES, resulting in:

e(0.3) = {(1.5; a, 2) (1.8; a, 3) (4.0; a, 4) (4.1; a, 5) (4.2; a, 6) (4.3; a, 7) . . .}

– The packet is stored in an empty buffer
– N is incremented to N = 1, I is set to true

– Time tS is advanced from tS = 0 to tS = 0.3
– The network processor starts packet transmission at ts,1 = 0.3 and

schedules end of packet transmission for tf,1 = 1.3, resulting in

e(0.3) = {(1.3; f, 1) (1.5; a, 2) (1.8; a, 3) (4.0; a, 4) (4.1; a, 5) (4.2; a, 6) (4.3; a, 7) . . .}
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Example System Evolution IV

• The next event (finishing packet transmission) happens at time 1.3 s;
the following actions are taken:

– Time tS is advanced from tS = 0.3 to tS = 1.3
– The finished packet is removed from its buffer, and the network

processor goes idle (N = 0 and I=false after this)
– F is incremented (F = 1 after this)
– The finishing event is removed from the FES, resulting in:

e(1.3) = {(1.5; a, 2) (1.8; a, 3) (4.0; a, 4) (4.1; a, 5) (4.2; a, 6) (4.3; a, 7) . . .}

Introduction to Simulation, slide 16
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Example System Evolution V

• The next event (packet arrival) happens at 1.5 seconds; the following
actions are taken:

– The arrival event is removed from the FES, resulting in:

e(1.5) = {(1.8; a, 3) (4.0; a, 4) (4.1; a, 5) (4.2; a, 6) (4.3; a, 7) . . .}

– The packet is stored in an empty buffer
– N is incremented to N = 1, I is set to true

– Time tS is advanced to tS = 1.5
– The idle network processor starts transmission of the packet at ts,2 =

1.5; its finishing time is scheduled for tf,2 = 2.5, resulting in:

e(1.5) = {(1.8; a, 3) (2.5; f, 2) (4.0; a, 4) (4.1; a, 5) (4.2; a, 6) (4.3; a, 7) . . .}

Introduction to Simulation, slide 17
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Example System Evolution VI

• The next event (packet arrival) happens at 1.8 seconds; the following
actions are taken:

– The arrival event is removed from the FES, resulting in:

e(1.8) = {(2.5; f, 2) (4.0; a, 4) (4.1; a, 5) (4.2; a, 6) (4.3; a, 7) . . .}

– The packet is stored in an empty buffer
– N is incremented to N = 2
– Time tS is advanced to tS = 1.8

Introduction to Simulation, slide 18
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Example System Evolution VII

• The next event (finishing packet transmission) happens at 2.5 s; the
following actions are taken:

– Time tS is advanced to tS = 2.5
– The finished packet is removed from its buffer (N = 1 after this)
– F is incremented (F = 2 after this)
– The finishing event is removed from the FES, resulting in:

e(2.5) = {(4.0; a, 4) (4.1; a, 5) (4.2; a, 6) (4.3; a, 7) . . .}

– Since there is another packet in the system, transmission starts at
ts,3 = 2.5, the finishing time is scheduled for tf,3 = 3.5 resulting in

e(2.5) = {(3.5; f, 3) (4.0; a, 4) (4.1; a, 5) (4.2; a, 6) (4.3; a, 7) . . .}

state variable I is not modified, processor is immediately busy again

Introduction to Simulation, slide 19
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Example System Evolution VIII

• The next event (finishing packet transmission) happens at 3.5 s; the
following actions are taken:

– Time tS is advanced to tS = 3.5
– The finished packet is removed from its buffer
– N is decremented to N = 0 and I is set to I=false

– F is incremented (F = 3 after this)
– The finishing event is removed from the FES, resulting in:

e(3.5) = {(4.0; a, 4) (4.1; a, 5) (4.2; a, 6) (4.3; a, 7) . . .}

– Since there is no further packet in the system the processor goes idle

Introduction to Simulation, slide 20
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Example System Evolution IX

• The next event (packet arrival) happens at 4.0 seconds; the following
actions are taken:

– The arrival event is removed from the FES, resulting in:

e(4.0) = {(4.1; a, 5) (4.2; a, 6) (4.3; a, 7) . . .}

– The packet is stored in an empty buffer
– N is incremented to N = 1, variable I is set to I=true

– Time tS is advanced to tS = 4.0
– The idle network processor starts transmission of the packet at ts,4 =

4.0; its finishing time is scheduled for tf,4 = 5.0, resulting in:

e(4.0) = {(4.1; a, 5) (4.2; a, 6) (4.3; a, 7) (5.0; f, 4) . . .}

Introduction to Simulation, slide 21
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Example System Evolution X

• The next event (packet arrival) happens at 4.1 seconds; the following
actions are taken:

– The arrival event is removed from the FES, resulting in:

e(4.1) = {(4.2; a, 6) (4.3; a, 7) . . .}

– The packet is stored in an empty buffer
– N is incremented to N = 2
– Time tS is advanced to tS = 4.1

Introduction to Simulation, slide 22
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Example System Evolution XI

• The next event (packet arrival) happens at 4.2 seconds; the following
actions are taken:

– The arrival event is removed from the FES, resulting in:

e(4.2) = {(4.3; a, 7) . . .}

– The packet is stored in an empty buffer
– N is incremented to N = 3
– Time tS is advanced to tS = 4.2

Introduction to Simulation, slide 23
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Example System Evolution XII

• The next event (packet arrival) happens at 4.3 seconds; the following
actions are taken:

– The arrival event is removed from the FES, resulting in:

e(4.3) = {. . . . . .}

– The packet is dropped, since all buffers are full
– L is incremented to L = 1
– Time tS is advanced to tS = 4.3

• And so on . . .

Introduction to Simulation, slide 24
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Discussion

• The model state is given by N , I, L, F , tS and the FES

• The models state changes only upon arrival of certain events:

– packet arrival times
– packet departure times.

Between these times the models state is constant

• The simulation time tS:

– is explicitly represented
– is only advanced upon event arrivals
– is advanced in “arbitrary” steps, not in fixed time units

Be careful: simulation time vs. simulated time . . .

Introduction to Simulation, slide 25
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Further Discussion

• The future events are explicitly represented, the FES is modified by:

– Handling the next event: look up the event with smallest arrival time,
remove it from FES and modify model state according to this event

– Scheduling/creation of new events while handling an event

• An event consists at least of the following attributes:

– its arrival time

– its type (e.g. packet arrival vs. finishing packet transmission)
– its receiver (e.g. in case of multiple network cards)
– and possibly further, event-specific parameters

Introduction to Simulation, slide 26
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Evaluation of Performance Measures

• How to compute the performance measures?

• For a given arrival sequence ta,1, ta,2, ta,3, . . . the throughput in time
interval (0, t] and the loss rate in (0, t] are simply given by:

throughput =
F

t
loss rate =

L

t

Introduction to Simulation, slide 27
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Evaluation of Performance Measures II

• The average packet waiting time in the buffer (including transmission):
for all packets i which are not dropped compute the time difference
tf,i − ta,i and form the average:

1

n

∑

i

(tf,i − ta,i)
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Evaluation of Performance Measures – Questions

• How many arrival / finishing events are needed to compute “accurate”
performance metrics?

– And what does “accurate” mean?

• What happens if we choose another, “similar” arrival sequence?

– Will we get “similar” values for performance measures?
– What does “similar” mean after all?

Introduction to Simulation, slide 29
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Further Discussion

• We could vary some parameters:

– number of buffers
– mean arrival rate, variance of interarrival times, correlation, . . .
– variable packet lengths (and hence transmission times)
– more than one NIC

Introduction to Simulation, slide 30
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Overview

• Stochastic Discrete Event Simulation

• An Example

• A Second Example

• Organization of a Simulation

• Workload Generation / Load and Error Models

• Run-Length Control / Evaluation of Results

• Experiment Planning

• Further Issues

Introduction to Simulation, slide 31



Andreas Willig A Second Example

A Second Example

• Let us look at a single checkout counter in a store, including a waiting
line / queue

• Objectives: determine

– How long do customers have to wait in the queue?
The first customer? On average? Customers with red hair?

– How many customers are in the queue?
– How much of the time is the cashier busy?
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How Does the System Work?

• When the cashier is idle:

– A newly arriving customer proceeds directly into service, the cashier
becomes busy

• When the cashier is busy:

– The customer joins end of the queue (FIFO service)
– When server becomes idle again, it checks the queue:
∗ if empty, the server remains idle
∗ if nonempty, the server picks the customer in front of the queue and

starts service

• Nonpreemptive service!

Introduction to Simulation, slide 33
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Relevant Parameters

• Customer interarrival times (batches?)

• How long does it take to serve a customer? (service times)

• How is the queue organized?

FIFO is only one option ...

• How is the service organized?

Preemptive vs. nonpreemptive

Introduction to Simulation, slide 34
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Evaluation Assumptions

• The performance objectives are determined by simulation under the
following assumptions:

– Poisson process for customer arrivals: customer interarrival times are
iid and exponentially distributed with parameter λ > 0 ( =⇒ mean
interarrival time = 1/λ)
iid = independent and identically distributed

– Service times are iid exponentially distributed with parameter µ > 0
– Infinite queue
– FIFO service

• These assumptions correspond to a simple queueing system, the M/M/1
system, so we have analytical results available for comparison!
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Evaluation Assumptions II

• A number of 10000 customers has been simulated

• Performance measures have been determined from simulation:

– Average server (cashier) utilization
Theoretical value: ρ = λ

µ

– Average waiting times in queue
Theoretical value: ρ

µ−λ

– Average queue length
Theoretical value: ρ2

1−ρ

Introduction to Simulation, slide 36
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Evaluation Assumptions III

• The exponential “random variables” are generated from an integer
random number generator – specifically, a linear congruential generator

has been used:

x[0] := seed

x[n+1] := (a · x[n] + c) mod m

for certain constants a, c and m
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Example Results

mean

inter-

arrival

time

mean

service

time

theor.

avg.

utili-

zation

simul.

avg.

utili-

zation

theor.

avg.

number

in queue

simul.

avg.

number

in queue

theor.

avg.

waiting

time

simul.

avg.

waiting

time
1 0.5 0.5 0.49917 0.5 0.513099 0.5 0.51246

1 0.1 0.1 0.09983 0.01111 0.011055 0.01111 0.011040

1 0.9 0.9 0.89588 8.1 7.17325 8.1 7.12282

2 0.8 0.4 0.39934 0.26667 0.271702 0.533333 0.542721
2 1.8 0.9 0.89589 8.1 7.17381 16.2 14.2456
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Example Results II

• Observation: not a single result matches exactly the theoretical values

• What happens if we choose a different random number seed (leading to
different sequences of generated random numbers)?

– fix mean interarrival time = 1, mean service time = 0.5

seed

mean

inter-

arrival

time

seed

mean

service

time

theor.

avg.

utili-

zation

simul.

avg.

utili-

zation

theor.

avg.

number

in queue

simul.

avg.

number

in queue

theor.

avg.

waiting

time

simul.

avg.

waiting

time

12345 6789 0.5 0.49121 0.5 0.482985 0.5 0.485767

4711 5434 0.5 0.49917 0.5 0.513099 0.5 0.51246

1 3 0.5 0.50340 0.5 0.49663 0.5 0.496924

Introduction to Simulation, slide 39



Andreas Willig A Second Example

Example Results III

• Observation: some results are smaller, other ones larger than the
theoretical values

• What happens if we average the results?

seed

mean

inter-
arrival

time

seed

mean

service

time

theor.

avg.

utili-

zation

simul.

avg.

utili-

zation

theor.

avg.

number

in queue

simul.

avg.

number

in queue

theor.

avg.

waiting

time

simul.

avg.

waiting

time

12345 6789 0.5 0.49121 0.5 0.482985 0.5 0.485767

4711 5434 0.5 0.49917 0.5 0.513099 0.5 0.51246

1 3 0.5 0.50340 0.5 0.49663 0.5 0.496924

Avg. 0.4979 0.49755 0.49838
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Interpretation

• In this example the average seems to get closer to the theoretical value,
but:

– Is this always true?
– How many results must we include into the average?
– What is the “precision” of such an average?

• Another question: what does the average mean if the theoretical values

are not known?

– Specifically: how should we know how “precise” the average is?

• These questions will discussed in some detail later! (stochastic
confidence)
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Example Results IV

• Let us have another look: some simulated values are quite far away from
the theoretical values

mean

inter-

arrival
time

mean

service

time

theor.

avg.
utili-

zation

simul.

avg.
utili-

zation

theor.

avg.

number

in queue

simul.

avg.

number

in queue

theor.

avg.
waiting

time

simul.

avg.
waiting

time
1 0.9 0.9 0.89588 8.1 7.17325 8.1 7.12282

2 1.8 0.9 0.89589 8.1 7.17381 16.2 14.2456

• Why? A software bug? But then: why are the results for lower
utilizations better? After all, the same code has been used . . .

• Large variances are the problem!
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Example Results V

• How to deal with that? Let us increase the number of customers . . .

Number

of custo-

mers

theor.

avg.

utili-

zation

simul.

avg.

utili-

zation

theor.

avg.
number

in queue

simul.

avg.
number

in queue

theor.

avg.

waiting

time

simul.

avg.

waiting

time
10 0.9 0.51922 8.1 0.205292 8.1 0.178378
100 0.9 0.9448 8.1 11.3715 8.1 10.4965

1000 0.9 0.8751 8.1 5.46195 8.1 5.4201

10000 0.9 0.8958 8.1 7.17381 8.1 7.12282

100000 0.9 0.8968 8.1 7.68953 8.1 7.717

1000000 0.9 0.899 8.1 7.94133 8.1 7.94867
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Interpretation

• So, increasing the number of customers seems to give better results

Does this always work? No, for example “self-similar” arrivals cause troubles, to be discussed later on

• Key question: how long is long enough? Especially when you do not
know the theoretical results?

• Observation: the results for only 10 or 100 are really far away – why?

– A highly utilized server has probably a “full” queue
– But: the system starts with an empty queue, the first customers have

small waiting times – should we really include these values?
– When does the influence of such initial conditions disappear?

• We will consider “transient removal” in some detail later

Introduction to Simulation, slide 44



Andreas Willig Overview

Overview

• Stochastic Discrete Event Simulation

• An Example

• A Second Example

• Organization of a Simulation

• Workload Generation / Load and Error Models

• Run-Length Control / Evaluation of Results

• Experiment Planning

• Further Issues
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Organization of a Simulation

• For any event it must be known how to handle it and who handles it

• One alternative is to provide a single routine for event handling. This
routine:

– stores the state in global variables
– discriminates events according to their types and parameters
– determines the new state depending on the current state and the

type/parameters of the current event
– becomes “spaghetti”-like for all but the smallest simulations

=⇒ This approach scales poorly to larger problems
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Alternative: Object-Oriented Simulation

• We break our simulation program into a number of modules and
understand events as messages sent between these modules

• Each module provides its own event handler and has its own state

• Events are addressed to modules and are handled by this module’s event
handler

Addressing modules for an event is not the best solution, though . . .

• This concept is very similar to object-oriented programming
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Hierarchical Modules

• It would be nice to have some means for hierarchical modules; for
example an Internet router module consists of:

– n modules for line cards
– one module for the switching matrix
– one module for the control processor (executing a routing protocol)
– . . .

• An Internet simulation could consist of

– several routers
– several end hosts (which in turn consist of several submodules)

• We will have to say more on ways to organize a simulation . . .
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Simulation Tools

• A simulation tool should offer amongst others:

– Methods and concepts for structuring a simulation into (hierarchical)
modules, to make it more manageable

– Separation between general simulation tasks (e.g. event processing)
and application-specific tasks
A module’s event handler should contain almost exclusively application-specific code and almost no

FES handling, invocation of event handlers, etc

– Support for creation of artificial stochastic load and error models
(random number / random variate generation)

– Support for collecting statistics and obtaining performance measures
– Support for controlling simulation experiments: setting input variables,

controlling the run-length . . .
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Some Simulation Tools

• Free simulation tools (various licenses):

– OMNet++ (http://www.omnetpp.org/): general discrete event
simulation package

– NS Network Simulator (http://www.isi.edu/nsnam/ns): discrete
event simulator for many protocols from the TCP/IP world (and more)

– Ptolemy (http://ptolemy.eecs.berkeley.edu): lower layers

• Some commercial tools:

– OPNET: http://www.mil3.com/products/modeler/home.html
– CSIM 18/19: www.mesquite.com
– . . .
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Overview

• Stochastic Discrete Event Simulation

• An Example

• A Second Example

• Organization of a Simulation

• Workload Generation / Load and Error Models

• Run-Length Control / Evaluation of Results

• Experiment Planning

• Further Issues
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Workload Generation

• A workload:

– specifies the interarrival times, resource demands and types of service

requests

– should be reproducible
– should be representative

• Fundamental workload types:

– traces (trace-driven simulation)
– synthetic workloads (artificially generated within simulation)
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Trace-Driven Simulation

• Measure workload of a real system and record the service types, their
arrival times, and resource demands

• Store the information into a trace-file

• The simulation is fed from the trace-file

• This method is very “saleable” but not always the best one
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Synthetic Workloads

• For a given service type i we have to specify:

– The interarrival times Yi,1, Yi,2, Yi,3, . . . of service requests
– The respective resource demands Di,1,Di,2,Di,3, . . .

• Two types of workloads are frequently used for a given service type:

– “Independent stream approach” or “renewal workloads”: the
interarrival times and the resource demands are realizations of iid
random variables

– A more complex stochastic process could be used to generate both
interarrival times and service demands
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The “Independent-Stream” Approach

• Interarrival times and resource demands are realizations of iid random
variables (renewal process)

• Conceptually simple

• How to find the distribution?

• How to generate the independent realizations having the obtained
distribution?

That is: how to generate random numbers?
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How to find the Distribution

• Two cases can be distinguished:

– We have real data available (e.g. from measurements): infer a
distribution from this data

– No real data available: guess a distribution / pick a “reasonable one”

• When we have no real data:

– Try to find a suitable theoretical distribution from a priori knowledge
– Apply some rules of thumb
– Otherwise choose maximum entropy distributions: uniform, Gaussian,

. . .
These distributions express the maximum uncertainty about the distribution, thus you make the

fewest assumptions
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Guessing a Distribution – Rules of Thumb

• Use a-priori knowledge about the process in question to choose / reject
theoretical distributions

• Example: interarrival times are always non-negative =⇒ a zero-mean
normal distribution is not a candidate

• Example: if the range is known to be bounded, choose:

– uniform distribution if nothing is known about relative frequencies
– triangular distribution if one value occurs more often
– beta distribution if you want to vary mean and variance arbitrarily
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Inferring a Distribution I

• Starting point is some real-world service arrival data (measurements)

• We have the following options:

– Use the data to specify a so-called empirical distribution

– Use the data to fit the parameters of a theoretical distribution and to
judge the approximation quality
this requires much fewer parameters . . .

• In either case we form a histogram of the real data
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Inferring a Distribution – Fitting of Theoretical

Distributions

• Three steps are involved:

– Find a suitable candidate class of theoretical distributions (e.g.
exponential vs. normal vs. binomial . . . )

– Estimate parameters of the theoretical distribution from observations
– Judge the quality of the approximation and either accept it or look for

other parameters / candidate class of distributions
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Inferring a Distribution – Fitting of Theoretical

Distributions II

• How to guess a candidate class?

– Look at the shape of the histogram and compare visually with well-
known densities / probability mass functions

– Find certain summary statistics of the real-world data and use these
to find candidates. Examples:
∗ Only positive values and coefficient of variation ≈ 1

=⇒ Exponential distribution is a candidate
∗ Skewness ≈ 0

=⇒ Symmetric distributions are candidates
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Inferring a Distribution – Fitting of Theoretical

Distributions III

• Assume that we have selected a class of theoretical distributions: How
to estimate its parameters from the real-world data?

– method of moments
– maximum-likelihood estimation

• Given that we have a theoretical distribution and determined its
parameters: How to judge the quality of the approximation?

– “visual” comparison (histogram-based)
– χ2 test
– Kolmogorov-Smirnov test
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How to Generate Random Variates

• True random numbers vs. pseudo-random numbers:

– True random numbers are generated from a real random source (e.g.
like in the Linux /dev/random); we cannot infer the next value from
the values generated so far

– Pseudo-random numbers are generated according to a fixed algorithm;
the numbers are not random, but appear random to an external

observer

We can infer the next value from the previous ones

• In discrete-event simulations pseudo-random numbers are preferred due
to their reproducibility (debugging!)
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How to Generate Random Variates

• Typically one proceeds in two steps:

– Generate a uniformly distributed integer over some range [0,M ] and
transform these into values from U(0, 1) (affine transformation)

– Use a value u drawn from U(0, 1) to generate a random variate of
some given distribution (e.g. normal, exponential, etc.)
There are several algorithms available to do this
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Generation of Uniformly Distributed Integers

• Several methods available:

– linear congruential generators
– Fibonacci generators
– shuffling generators
– Mersenne twister
– . . .

• Linear congruential method:

x[0] := seed

x[n+1] := (a · x[n] + c) mod m

Looks easy? The tricky part is choice of a, c and m
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Generation of Arbitrary Random Variates

• Suppose we want to generate values for a random variate X having a
distribution function

F (x) = Pr [X ≤ x]

• Several methods available:

– Inverse transformation method
– Composition technique
– Convolution method
– Rejection technique
– Box-Muller method (for normal random variates)
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The “Stochastic Process” Approach to Workload

Generation

• A more complex stochastic process is used to generate both interarrival
times, service demands or error processes

• Several types of stochastic processes are frequently used, e.g.:

– compound or nonhomogeneous Poisson processes (incl. MMPP)
– Markov processes / Markov chains
– AR, MA, or ARMA processes
– (fractional) Brownian motion

• Parameterization from “real data” can be quite complex [3]
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Workloads / Errors Needing More Complex Stochastic

Processes

• Packets generated by an MPEG-2 / MPEG-4 video coder

• WWW traffic (self-similar)

• Errors on wireless channels (bursty, self-similar)

• Cross-traffic in an Internet edge-router

• Database requests generated by an ERP system
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Why do we care?

• As opposed to renewal processes, more complex stochastic models allow
to express correlation (i.e. dependence) between subsequent values

• We will see examples where the performance depends quite heavily on
the presence / absence of correlations

An extreme example is the buffer occupancy within a router for varying levels of “long-range dependence”

in packet arrival processes having the same long-term arrival rate [5]
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Overview

• Stochastic Discrete Event Simulation

• An Example

• A Second Example

• Organization of a Simulation

• Workload Generation / Load and Error Models

• Run-Length Control / Evaluation of Results

• Experiment Planning

• Further Issues
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Run-Length Control / Evaluation of Results

Consider our first example and lets look at the evolution of the throughput

ρ(t) = F (t)
t

over time:
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Figure 2: Throughput ρ(t) over time
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Run-Length Control / Evaluation of Results II

• If we want to find the “long term throughput” of our system: for how
long should the simulation run to achieve a prescribed accuracy?

• Which samples / observations should we take into account?

• What do we mean by accuracy?

• In general, the required number of simulation runs and / or their length
depends on the desired statistical accuracy, which in turn depends on the
variability of the data
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Accuracy

• The i-th simulation run produces observations or samples

yi,1, yi,2, yi,3, . . .

• The desired performance measure is estimated from the observations

• Estimations only approximate the desired “true” value, there is some
estimation error

• Example: estimate the “true” mean income in Germany from a subset
of 10, 100, 1000, . . . persons
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How to deal with Randomness / Estimation Errors?

• We start with a very important definition:

Definition 1 (Replication). If two runs of a simulation model have
the same input parameters / initial conditions and differ only in their
random seeds, they are called replications. If the seeds are chosen
independently, they are called independent replications.

• Simple approach to judge the estimation error:

– Run multiple independent replications
– Record performance value µ̂i for each replication i
– Look at the variability of the µ̂i
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Confidence Intervals

• Be µ the “true” value, µ̂ is estimated from observations, a > 0 and α
a so-called confidence level : the interval I = [µ̂ − a, µ̂ + a] is called a
(1−α) ·100% confidence interval, if µ ∈ I with (1−α) ·100% probability

• Find number / length of replications such that confidence interval width
|I| = a + a is below some bound ε

• Example: sample mean of n observations yi,1, . . . , yi,n of output data
from a single replication

ȳi =
1

n

n∑

j=1

yi,j
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Confidence Intervals II

• Confidence interval estimation for ȳi is based on central limit theorem,
which in turn assumes iid observations yi,j

• Problem: simulation output data is often correlated and not identically
distributed!!!

Example: customer waiting times in a queue for load ≈ 1

• Much of the methodology for finding confidence intervals and for
determining n such that the confidence intervals have a width smaller
than a prescribed ε, is centered around the question how to obtain iid
observations from correlated data
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Classification of Simulations

• This methodology depends on the type of the simulation:

– In a terminating simulation there exists some “naturally” specified
event which terminates the simulation:
∗ A bank needs to be simulated only during business hours
∗ In reliability investigations we simulate only until component failure
∗ For some other reasons we decide to stop after t time units

– Classification of nonterminating simulations:
∗ Steady-state parameter simulation
∗ Cyclic steady-state parameter simulation
∗ Simulation for other parameters
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Steady-State Simulation – Typical Behavior of

Simulation Output Data
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Figure 3: Specific sample path of a steady-state simulations
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Initial Transient Removal

• Initially, the system will not have reached steady-state =⇒ observations
from the beginning bias steady-state parameter estimation

Remember our second example?

• How to remove initial transients?

– By “eyeballing”: create a graphical representation of the performance
measures evolution over time and find a good cut-off point

– Make the replications so long that initial period becomes negligible
– Proper initialization: start in a state close to steady-state
– By batch-means method
– . . .

Introduction to Simulation, slide 78



Andreas Willig Overview

Overview

• Stochastic Discrete Event Simulation

• An Example

• A Second Example

• Organization of a Simulation

• Workload Generation / Load and Error Models

• Run-Length Control / Evaluation of Results

• Experiment Planning

• Further Issues
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Experiment Planning

• A systems performance depends on its inputs (workload, parameters,
configuration data, errors)

• The different input parameters can have a different influence on the
systems performance (e.g. of a desktop computer)

– Some can be quite important (CPU Speed)
– Others are likely unimportant (keyboard type)

Not in all cases is the influence of a parameter clear =⇒ The parameter
has to be varied to assess its importance

• It is important to identify the unimportant parameters in order to restrict
further investigations to the important ones
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Need for Experiment Planning

• To make a separate experiment / simulation run for each possible
combination of parameter values is often not feasible

Just assume that you have eight different parameters, each of which can assume five different values:

This amounts to 58 = 390625 experiments!

• Experiment planning :

– Aims for maximum information with minimum number of experiments
– Specifies: # of experiments and their parameter/value combinations

• Experiment planning is also needed for sensitivity analysis
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(Too) Simple Designs

• Some often-used experimental designs:

– full factorial design: test all parameter-/level combinations
– one factor at a time design: fix all but one parameters

• These use either a too large number of experiments or have statistical
problems

• Improved approaches:

– 2k full factorial designs
– 2k · r full factorial designs with replications
– 2k−p fractional factorial designs
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Overview

• Stochastic Discrete Event Simulation

• An Example

• A Second Example

• Organization of a Simulation

• Workload Generation / Load and Error Models

• Run-Length Control / Evaluation of Results

• Experiment Planning

• Further Issues
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Further Issues

Some further issues which will be discussed in the lecture/tutorial are:

• Comparison of systems (“which one is better?”)

• Evaluation of metrics other than mean values

• Development, verification and validation of simulation programs
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Simulation is Difficult . . .

• when small probabilities are involved or to be estimated (“rare event
simulation”), e.g. in reliability investigations

• when some components of the workload have:

– large variability or heavy-tailed distribution (e.g. WWW file sizes)
– self-similar or long-range dependent properties

• when the system is very complex and has hundreds of factors (e.g. a chip
plant with hundreds of process stages)

• when the analyst is unexperienced or has not understood the system
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