Training Japanese listeners to identify English /r/ and /l/.  
III. Long-term retention of new phonetic categories

Scott E. Lively and David B. Pisoni  
Speech Research Laboratory, Department of Psychology, Indiana University, Bloomington, Indiana 47405-1301

Reiko A. Yamada and Yoh'ichi Tohkura  
ATR Human Information Processing Research Laboratories, Kyoto, Japan

Tsuneo Yamada  
Department of Behavioral Engineering, Faculty of Human Sciences, Osaka University, Osaka, Japan  
(Received 24 June 1993; revised 9 May 1994; accepted 10 May 1994)

Monolingual speakers of Japanese were trained to identify English /r/ and /l/ using Logan et al.’s [J. Acoust. Soc. Am. 89, 874–886 (1991)] high-variability training procedure. Subjects’ performance improved from the pretest to the post-test and during the 3 weeks of training. Performance during training varied as a function of talker and phonetic environment. Generalization accuracy to new words depended on the voice of the talker producing the /r/-/l/ contrast: Subjects were significantly more accurate when new words were produced by a familiar talker than when new words were produced by an unfamiliar talker. This difference could not be attributed to differences in intelligibility of the stimuli. Three and six months after the conclusion of training, subjects returned to the laboratory and were given the post-test and tests of generalization again. Performance was surprisingly good on each test after 3 months without any further training: Accuracy decreased only 2% from the post-test given at the end of training to the post-test given 3 months later. Similarly, no significant decrease in accuracy was observed for the tests of generalization. After 6 months without training, subjects’ accuracy was still 4.5% above pretest levels. Performance on the tests of generalization did not decrease and significant differences were still observed between talkers. The present results suggest that the high-variability training paradigm encourages a long-term modification of listeners’ phonetic perception. Changes in perception are brought about by shifts in selective attention to the acoustic cues that signal phonetic contrasts. These modifications in attention appear to be retrained over time, despite the fact that listeners are not exposed to the /r/-/l/ contrast in their native language environment.

PACS numbers: 43.71.Hw, 43.71.Es, 43.71.An

INTRODUCTION

Recent studies on the perception of English /r/ and /l/ by native speakers of Japanese have demonstrated that simple laboratory procedures can be used to modify phonetic perception in adult listeners (Lively et al., 1991, 1993; Logan et al., 1991; Pisoni et al., 1994). We chose to examine the /r/-/l/ contrast because it has been argued that contrasts based on spectral cues, such as /r/-/l/, may be much more difficult for listeners to acquire than contrasts based on temporal cues, such as distinctions using voice onset time (Strange and Dittmann, 1984; Strange and Jenkins, 1978). Thus, experiments that examine the acquisition of /r/ and /l/ address one of the more difficult test cases for modifying phonetic perception using laboratory-based training procedures. In the present investigation, we wanted to determine if the high-variability identification training procedure first used by Logan et al. would be effective with monolingual speakers of Japanese. Furthermore, we wanted to know if laboratory-induced modifications in phonetic perception were retained over time.

Because this study attempts to extend the findings of Logan et al. (1991), we briefly review the assumptions, methodology, results, and limitations of their earlier study. Logan et al. trained and tested six Japanese listeners who were living in an English-speaking environment using a pretest–post-test design. Generalization to new words and a new talker was also assessed immediately after the conclusion of training. Subjects responded in a two-alternative forced-choice identification task throughout the experiment. Immediate feedback was given to subjects only during the training phase. The minimal uncertainty of the two-alternative forced-choice procedure, combined with the use of immediate feedback, was assumed to promote the formation of new phonetic categories that are robust across non-contrastive sources of stimulus variability, such as changes in voice, speaking rate, and ambient listening conditions (Jamieson and Morosan, 1986, 1989). The identification training procedure encouraged subjects to group similar objects into the same category and different objects into different categories (see Lane, 1965, 1969). During training, listeners heard tokens from five talkers who produced English words with /r/ and /l/ in five phonetic environments. The high variability of the stimulus set was assumed to be important for developing perceptual constancy (Kuhl, 1983) and was thought to provide a broad base for generalization to new items and new talkers (Posner and Keele, 1968, 1970).

Several aspects of the Logan et al. results motivated the
present investigation. First, significant increases in identification accuracy were observed from the pretest to the posttest. It should be noted that Logan et al. used the same words in the pretest and posttest that Strange and Dittmann (1984) employed in their earlier study. In Strange and Dittmann's study, Japanese subjects were trained in an AX fixed-standard discrimination paradigm. Although listeners improved during training in their ability to discriminate synthetically produced tokens that contrasted /r/ and /l/, Strange and Dittmann failed to find any change in performance when generalization was tested with naturally produced speech stimuli. The success of Logan et al. in training subjects to perceive /r/ and /l/ in English words and Strange and Dittmann's failure to find any changes in pretest-posttest performance suggest that the high-variability identification paradigm using natural speech was more effective than the low-variability discrimination paradigm using synthetic speech.

Second, significant increases in accuracy and decreases in response time were also obtained during training. Listeners' accuracy increased approximately 5% and their response latencies decreased by 125 ms for /r/'s and /l/'s in final singleton position and final consonant clusters over the course of the 3-week training period. These results indicate that the high variability of the training set, combined with the identification procedure, was effective in modifying non-native listeners' phonetic perception in a short period of time. However, given that the improvements were modest and that subjects had some exposure to English because they were living in an English-speaking environment at the time of testing, we were interested in testing a monolingual group of subjects in the present experiment in order to generalize our earlier findings to a different population of listeners.

Third, we found that performance varied significantly as a function of phonetic environment. Tokens that contained /r/ and /l/ in final singleton position were identified most accurately, while /r/'s and /l/'s as initial consonant clusters were identified least accurately. Several other studies have reported a similar pattern of findings (Gillette, 1980; Goto, 1971; Lively et al., 1993; Mochizuki, 1981; Sheldon and Strange, 1982; Strange and Dittmann, 1984). Durational and coarticulatory cues have been proposed as possible factors responsible for listeners' differential sensitivity to /r/ and /l/ in different phonetic environments (Dalston, 1975; Dissoaway-Huff et al., 1982; Henly and Shinoda, 1986). The durations of /r/ and /l/ are longest in final singleton position and shortest in initial consonant clusters (Lehiste, 1960), where accuracy is highest and lowest, respectively. Furthermore, /r/ and /l/ in final position tend to co or the preceding vowel, while /r/ and /l/ in consonant clusters may be coarticulated with preceding consonants and may not reach their steady-state targets (Sheldon and Strange, 1982).

Fourth, Logan et al. found that performance during training varied as a function of the talker who produced the stimulus words. Tokens produced by one of the female talkers were identified significantly better than tokens produced by the other talkers. This finding was surprising because all of the training and testing materials were pretaped with native speakers of English and all talkers were found to be equally intelligible. Thus, one of the goals of the present study was to replicate the finding of talker-specific effects in perceptual learning in order to determine if reliable differences do exist among our training talkers for a group of monolingual Japanese listeners.

Finally, Logan et al. found only a marginal difference in identification accuracy during the tests of generalization in which subjects had to respond to novel tokens produced by an old and new talker (old talker = 83.7%, new talker = 79.5%, p < 0.09). One of the goals of a successful training paradigm would be to show that listeners transfer learning from items presented during training to new words produced by new voices. However, evidence of transfer can be obscured by differences in intelligibility between the talkers used to test generalization. In the present investigation, we dissociated possible differences in baseline intelligibility among our talkers from transfer of training effects by pretesting the tokens used in the generalization tests with a control group of untrained monolingual Japanese listeners. If we can demonstrate that the talkers used in the transfer phase are equally intelligible, then we can rule out intelligibility differences as the source of the effects observed during generalization (Logan et al., 1993; Pruitt, 1993).

On the basis of the findings reviewed above, Logan et al. argued that the minimal uncertainty of the closed-set identification task, combined with the high variability of the stimulus items, promoted the acquisition of the English phonemes /r/ and /l/ by Japanese listeners. Subjects showed modest increases in identification accuracy from the pretest to the post-test and during training. Decreases in response times during training were also observed. These findings demonstrate that simple, laboratory-based training procedures can be effective in modifying listeners' phonetic perception in a short period of time. However, these changes appear to be specific to the voice of the talker producing the contrast and the phonetic environment in which it occurs.

Several limitations of the Logan et al. study can be identified (Logan et al., 1993; Pruitt, 1993). First, Logan et al. trained and tested only six subjects. Thus, some of the effects that they observed may have been due to the small sample size used in the original study. Second, because of subject attrition, only three listeners were able to participate in the final tests of generalization to new tokens and to a new talker. This severely limited the possibility of observing significant differences between the two talkers used in the generalization test (see, however, Lively et al., 1993). Finally, Logan et al. used subjects who had been living in the United States for several months. We assume they received some exposure to English outside of the laboratory.

Because of the theoretical importance of the Logan et al. results to issues in perceptual learning and development and the limitations of the original study noted above, we decided to carry out an extension of their training study with a larger number of monolingual Japanese listeners. We predicted that subjects would improve in their identification accuracy from the pretest to the post-test and during training. These findings would confirm the effectiveness of the high-variability training procedure. But more importantly, a replication would also establish once again the importance of methodological factors in speech perception studies and demonstrate that
adult listeners have flexible perceptual capabilities that may not be shown by specific experimental procedures (Jenkins, 1979; Pisoni et al., 1994; Pisoni and Lively, in press).

In addition to these considerations, we were also interested in retesting subjects several months after the completion of training to assess retention. If the changes observed during training are short term, then listeners' performance should return to pretest levels in the absence of any further training or feedback in their linguistic environment. This outcome might be expected because subjects in the present study were living in a monolingual Japanese speaking environment and would not be expected to have had much exposure to spoken English outside of the laboratory. However, if our training procedure produces long-term modifications in listeners' perception of /r/ and /l/, then we would predict very little change in performance from the post-test given at the end of training to follow-up tests given 3 and 6 months later. Thus, the results of the follow-up tests provide a way to measure the retention of the changes that we observed during training.

I. METHOD

A. Subjects

The subjects were 19 native speakers of Japanese (11 female, 8 male) living in Kyoto, Japan. Listeners ranged in age from 18 to 34. All of the subjects reported that they were monolingual speakers of Japanese and had never lived abroad. They had received some training in English grammar. However, conversation skills were not emphasized. No subjects reported any history of a speech or hearing disorder at the time of testing. A hearing screening performed at 25 dB HL for the frequencies 250 through 6000 Hz showed all subjects to have normal bilateral hearing acuity.

An additional group of 23 monolingual speakers of Japanese was recruited to serve in a control condition that assessed changes in performance from the pretest to the post-test without training. These subjects met the same selection criteria as the subjects who received training. All subjects in the control condition had some training in English grammar, but had little or no production skills.

B. Stimuli

The stimulus materials were identical to those employed by Logan et al. (1991). A computerized database containing approximately 20,000 words (Webster's Seventh Collegiate Dictionary, 1967) was searched to locate all minimal pairs of words contrasting /r/ and /l/. A total of 207 minimal pairs were found. These words contrasted /r/ and /l/ in word-initial and final positions, in singleton and cluster environments, and in intervocalic position. Five talkers, three male and two female, recorded tokens of the words in an IAC sound-attenuated booth using an Electro-Voice D545 microphone. Talkers were given no special instructions concerning pronunciation of the words, which were presented individually in random order on a CRT monitor located inside the booth. The utterances were edited and equated for rms amplitude using a specialized signal processing package. Files were then digitally transferred to ATR laboratories, where they were upsampled at a sampling rate of 44.1 kHz and rescaled to a resolution of 16 bits.

The stimuli were originally pretested at Indiana University with a separate group of native speakers of English to assess their intelligibility (Logan et al., 1991). An identification task was used in which listeners typed their responses on a computer terminal after hearing each stimulus. The criteria for including a word in the experiment were that it have no more than a 15% error rate across all listeners and that no errors were due to misperception of /r/ or /l/ (see footnote 2). After pretesting, a subset of 136 words (68 minimal pairs—12 initial singleton pairs, 25 initial cluster pairs, 5 intervocalic pairs, 15 final singleton pairs, and 11 final cluster pairs) from five talkers was selected for use in the training phase of the experiment.

The stimuli used in the tests of generalization were also identical to those used by Logan et al. (1991). Two sets of tokens were recorded. The first set consisted of 95 novel words produced by one of the female training talkers. In this set of stimuli, 37 words had /r/ or /l/ in initial singleton position, 32 had /r/ or /l/ in initial consonant clusters, 15 had /r/ or /l/ in final singleton position, and 11 had /r/ or /l/ in final consonant clusters. The second set of 93 novel items was produced by a new male native speaker of English. In this set of stimuli, 38 words had /r/ or /l/ in initial position, 29 had /r/ or /l/ in initial consonant clusters, 18 had /r/ or /l/ in final singleton position, and 8 had /r/ or /l/ in final consonant clusters.

Finally, the 24 minimal pairs used by Strange and Dittmann (1984) in the pretest–post-test phase of their experiment were recorded by a new male talker. Sixteen minimal pairs contrasted /r/ and /l/ in one of four phonetic environments (initial singleton, initial consonant cluster, intervocalic, final singleton). The remaining eight pairs contrasted phonemes other than /r/ and /l/. These items were processed in the same way as the other stimuli used in the present experiment.

C. Procedure

The experimental design employed a pretest–post-test procedure closely modeled after the methods used by Strange and Dittmann (1984) and Logan et al. (1991). In this design, the effects of training were assessed by comparing performance on a pretest and a post-test administered before and after a 3-week training period. We assessed retention of the new phonetic categories 3 and 6 months after the conclusion of training. Generalization to new words and a new voice was measured after training and during the two follow-up tests. A control group of native Japanese subjects who took only the pretest and post-test over the same 3-week interval was also included to insure that any changes observed in the performance of the experimental group could not be accounted for by repeated testing on the same items.

All testing and training was carried out at the ATR Human Information Processing Research Laboratories in Kyoto, Japan, and was administered individually in a quiet sound-
treated room. Subjects sat at a cubicle that was equipped with a desk, a keyboard, and a CRT monitor. Stimuli were binaurally presented over headphones (TAX-SR-Lambda Signature) at a comfortable listening level. Presentation of stimuli, feedback, and collection of responses was controlled by a microcomputer (NeXT cube). During training and tests generalization, both identification responses and latencies were collected. Latencies were measured from the onset of the stimulus presentation to the subject’s response. Feedback was given only during the training phase.

Before training began, subjects were given a pretest. This test consisted of 24 minimal pairs of words that were recorded onto digital audio tape using a DAT recorder (SONY DTC-1500ES). Two randomizations of the 48 words were recorded for a total of 96 trials. On each trial of the pretest, subjects were presented with an isolated word and were required to identify the stimulus by circling their response in an answer booklet. The same test items were presented after training (post-test phase) and again 3 and 6 months after the conclusion of training. The pretest–posttest procedure required approximately 20 min to complete.

The training phase also used a two-alternative identification task. On each trial, the two members of a minimal pair contrasting /r/ and /l/ were displayed in the lower left and right corners of the CRT for 500 ms prior to stimulus presentation. Subjects then heard a test word presented over their headphones. Responses were made by pressing a button on the keyboard: Subjects identified stimuli corresponding to words on the left side of the CRT by pressing “1” and words on the right side of the screen by pressing “2.” The position of the word containing /r/ appeared on the left side of the CRT; on the remaining trials, the work containing /l/ was on the right side. Listeners had a maximum of 10 s to respond. If no response was made, an error was scored.

Feedback was given on each trial during the training phase. If the listener responded correctly, a chime sounded and the next trial was presented 2 s later. If the subject made an error, a buzzer sounded and the stimulus word was repeated. Responses were made during the repetition phase and this procedure continued until the listener made a correct response. Correct responses and reaction times for responses made during repetitions were not included in the analysis of the data. Subjects were also shown a graphical representation of a coin on the CRT every time they made three correct responses. At the end of a training session, listeners were paid an additional bonus based on the level of their performance.

Stimuli from a set of 68 minimal pairs were each presented twice during a training session, yielding a total of 272 trials in each session. During each training session, stimuli from only one talker were presented. Subjects cycled through the set of five talkers used during training three times for a total of fifteen training sessions. Subjects were tested individually during training. Each session lasted approximately 40 min per day.

After the post-test, subjects were tested again to assess the degree to which training transferred to novel stimuli. The first test of generalization consisted of 93 novel words from minimal pairs contrasting /r/ and /l/ produced by a new talker (i.e., a talker not used in either the pretest–posttest phase or the training phase). A second test of generalization consisted of 95 novel words from minimal pairs contrasting /l/ and /l/ produced by talker 4, whom subjects had heard during training. The test stimuli consisted of new words that the subjects had not heard before. In both tests of generalization, the task was identical to the procedures used during training except that subjects did not receive any feedback. The tests of generalization were also administered individually. Both tests of generalization were repeated again 3 and 6 months after the conclusion of training.

II. RESULTS

A. Pretest–post-test

Mean accuracy scores for each subject from each test were submitted to an analysis of variance (ANOVA). Separate ANOVAs were conducted for subjects from the experimental and control groups. Phonetic environment and pretest versus post-test were within-subjects variables. Post hoc tests were conducted using Tukey’s HSD procedure.

No main effect for time of test was observed for subjects in the control group [pretest: 66%, post-test: 63%, $F(1,22) = 2.01, p > 0.05$.] The interaction between time of test and phonetic environment did not approach significance [$F(3,66) < 1$.] This result demonstrates that any changes in performance from the pretest to the post-test observed in the experimental group cannot be accounted for by repeated testing on the same items. Because no differences in performance were observed for the control subjects over the 3-week interval between the pretest and the post-test, it was not necessary to retest these subjects at 3- and 6-month intervals. As a consequence, no further attention will be given to the subjects in this control condition.

Figure 1 displays accuracy in the pretest and post-test as a function of phonetic environment for the trained listeners. Overall, subjects improved significantly in their ability to identify /r/ and /l/ from the pretest to the post-test [pretest: 65%, post-test: 77%, $F(1,18) = 92.99, p < 0.01$.] Individually, 18 of 19 subjects were more accurate during the post-test than during the pretest. Fourteen of the subjects showed an improvement of 8% or more. Accuracy varied widely as a function of phonetic environment [$F(3,54) = 37.13, p < 0.01$.] /r/l’s and /l/l’s in final singleton position
FIG. 2. The top panel shows subjects' accuracy during training as a function of week of training. The lower panel shows response latencies.

were identified more accurately than /t/'s and /l/'s in initial singleton position and initial consonant clusters ($p<0.05$). Target phonemes in initial singleton position were identified more accurately than phonemes in initial consonant clusters ($p<0.05$).

B. Training

Separate ANOVAs were conducted on subjects' mean accuracy and response latency scores from each day of training. Week of training, talker, and phonetic environment were treated as within-subjects variables.

The main effects for week of training on response accuracy and latency demonstrate the effectiveness of the training procedures. As shown in Fig. 2, subjects' responses became significantly more accurate and faster during training ($F_{pc}(2,36)=31.67$, $p<0.01$; $F_{rt}(2,36)=23.57$, $p<0.01$). Increases in accuracy were localized between weeks 1 and 2 of training, although response latencies decreased significantly during all three weeks of training. All subjects showed at least a small increase in identification accuracy during training. The smallest increase was 3%, while the largest increase was 21%. Fourteen of the nineteen subjects improved by 8%–16% over the course of the 3-week training interval. Consistent decreases in response latencies between 180 and 1930 ms were also obtained. Only one subject failed to show a decrease in latency during training.

Figure 3 shows the effects of talker on response accuracy and latency. The effects of talker variability obtained earlier by Logan et al. (1991) and Lively et al. (1993) were replicated in the present experiment ($F_{pc}(4,72)=32.41$, $p<0.01$; $F_{rt}(4,72)=3.77$, $p<0.01$). Tukey's HSD tests revealed that subjects responded more accurately to talker 4 than to any other talker used in training, except talker 5. Subjects also responded more accurately to talker 5 than to talker 1 or talker 2. Responses to stimulus tokens produced by talker 4 and talker 5 were significantly faster than responses to items produced by talker 1.

A main effect for phonetic environment was also observed in the accuracy and latency analyses ($F_{pc}(4,72)=153.60$, $p<0.01$; $F_{rt}(4,72)=22.22$, $p<0.01$). As shown in Fig. 4, subjects' responses to targets in final singleton position were faster and more accurate than to targets in all other positions. /t/'s and /l/'s in final consonant clusters were identified more slowly and accurately than /t/'s and /l/'s in initial consonant clusters and intervocalic position. Finally, targets in initial singleton position were responded to more accurately than targets in initial consonant clusters. However, responses were faster to targets in initial consonant clusters than to phonemes in initial singleton position.

In addition to the main effects for week, talker, and phonetic environment, several interactions were also significant in the analyses of the accuracy and latency data. First, an interaction between talker and week was observed in the accuracy scores ($F(8,144)=4.46$, $p<0.01$). These findings are displayed in Fig. 5. Performance was significantly higher during week 3 of training than during week 1 for all talkers. However, significant increases were also obtained between weeks 1 and 2 for talkers 1, 2, and 3. In terms of differences among talkers as a function of week of training, during week 1, responses to words produced by talker 4 were significantly more accurate than to words produced by any of the remaining training talkers. In addition, tokens produced by talkers 3 and 5 were identified more accurately than tokens produced by talker 1 and 2. During week 2 of training, accuracy was
FIG. 4. The top panel shows accuracy during training as a function of phonetic environment. The lower panel shows response latencies.

higher to items produced by talker 4 than to any other talker. Finally, during week 3 of training, words produced by talker 4 were identified significantly more accurately than words produced by talkers 1 and 2. None of the remaining differences among talkers reached significance.

Second, a significant interaction between week of training and phonetic environment was also observed in the accuracy scores \( F_{pc}(16,288) = 8.22, p < 0.01 \). These data are displayed in Fig. 6. Accuracy increased in all phonetic environments from week 1 to week 2. However, significant increases were obtained only for /r/'s and /l/'s in initial singleton, initial consonant clusters, and intervocalic positions from week 2 to week 3.

Third, interactions between talker and phonetic environment were observed in both the accuracy and latency analyses \( F_{pc}(16,288) = 8.22, p > 0.01; \ F_{rt}(16,288) = 2.64, p < 0.01 \). The top panel of Fig. 7 shows accuracy as a function of phonetic environment and talker, while the bottom panel displays the corresponding response times. In general, talker 4 was responded to more accurately than all other talkers when /r/ and /l/ occurred in initial singleton, initial consonant clusters, and intervocalic positions. No significant differences were observed among any of the talkers for targets in final consonant clusters and final singleton position. Talker 4 was also responded to faster than talker 1 when /r/ and /l/ occurred in initial singleton, initial consonant clusters, intervocalic, and final consonant cluster positions. Responses to talker 5 were also faster than to talker 1 when targets occurred in final consonant clusters and final singleton position.

Finally, a three-way interaction among week, talker, and phonetic environment was obtained in the response time data \( F(32,576) = 1.76, p < 0.01 \). Responses to talker 1 tended to be slowest during week 1 of training for /r/’s and

FIG. 5. The interaction of talker and week in the accuracy data during the training phase.

FIG. 6. The interaction of phonetic environment and week in the accuracy data during the training phase.

FIG. 7. The top panel shows the interaction of talker with phonetic environment during training in the accuracy data. The lower panel shows a similar interaction in the response time data.
/l/’s in final consonant clusters and final singleton position. By week 3, however, no significant differences were observed among any talkers for targets in final consonant clusters and final singleton position.

Overall, subjects’ performance improved over the course of training. Accuracy increased while response times decreased. Performance varied both as a function of talker and phonetic environment. Accuracy was highest when subjects listened to one of the female talkers (talker 4). Listeners also identified /r/ and /l/ in word final singleton position most accurately. These findings replicate the major results obtained by Logan et al. (1991) during the training phase of their study.

C. Tests of generalization

Separate ANOVAs were conducted on the mean accuracy scores and response latencies collected during the tests of generalization. Talker and phonetic environment were treated as within-subjects variables in each analysis. A main effect for talker was obtained in the accuracy analyses \[F_{(1,18)}=12.51, p<0.01\]. These results are shown in Fig. 8. Responses to items produced by the familiar talker were significantly more accurate than responses to tokens produced by the unfamiliar talker (82% vs 77%, respectively). The main effect for talker did not approach significance in the analysis of the response time data \[F_{(1,18)}<1\].

Main effects for phonetic environment were also observed in both the accuracy and latency analyses \[F_{pc}(3,54)=48.03, p<0.01; F_{pr}(3,54)=9.05, p<0.01\]. Targets in final consonant clusters and final singleton position were identified more accurately than targets in initial singleton position and initial consonant clusters. In addition, /r/’s and /l/’s in final singleton position were identified more accurately than /r/’s and /l/’s in final consonant clusters. Targets in initial singleton and final singleton positions were identified faster than targets in initial consonant clusters and final consonant clusters.

Because we observed significant differences in accuracy as a function of talker during the tests of generalization, it is important to determine if these results are due to differences in intelligibility or whether they are due to listeners encoding talker-specific information during training (Nygaard et al., 1994). We tested these two possibilities by having 14 additional untrained Japanese listeners perform the two tests of generalization. These subjects were also monolingual native speakers of Japanese living in Kyoto who ranged in age from 24 to 37 years old. The same two-alternative forced-choice identification procedure was used and the order of presentation was counterbalanced across subjects. Mean accuracy and latency scores from each subject were submitted to separate ANOVAs. Talker and phonetic environment were within-subjects variables in each analysis. No main effect for talker was obtained in either the analysis of the accuracy data or the latency data [old talker: 71%, new talker: 70%, \(F_{pc}(1,13)<1\); old talker: 2971 ms, new talker: 2746 ms, \(F_{pr}(1,13)<1\)]. The interaction of talker with phonetic environment was not significant in either analysis \[F_{pc}(3,39)=1.32, p<0.3; F_{pr}(3,39)<1\]. Thus, these results, obtained with a control group of untrained listeners, rule out any baseline differences in intelligibility as the source of the differences in performance between the talkers in the tests of generalization and support the proposal that listeners have encoded talker-specific information during training.

D. Three-month tests

Three months after the conclusion of training, 16 of the original 19 subjects returned to the laboratory and performed the post-test and two tests of generalization again. A separate ANOVA was conducted on the accuracy data from these subjects to compare performance on the pretest and post-test and to assess retention after 3 months. Test and phonetic environment were within-subjects variables. Mean accuracy scores are presented as a function of test and phonetic environment for these subjects in Fig. 9. A significant main effect for test was obtained \[F(2,30)=53.93, p<0.01\]. Subjects’ accuracy increases significantly from the pretest to the post-test, but did not decrease significantly from the post-test to the 3-month follow-up. All subjects’ accuracy on the 3-month follow-up test was above pretest levels of performance and 12 subjects were at least 8% above their pretest levels. The main effect for phonetic environment was also significant \[F(3,45)=38.14, p<0.01\]. /r/’s and /l/’s in final singleton position were identified more accurately than targets in
any other environment. In addition, targets in initial position were identified more accurately than targets in initial consonant clusters.

Several additional ANOVAs were conducted on the mean accuracy and latency scores collected from the 16 subjects who participated in the original test, the follow-up tests of generalization and the follow-up tests of generalization given 3 months after the conclusion of training. Time of test, talker, and phonetic environment were within-subjects variables. Mean accuracy scores are plotted as a function of each of these variables in Fig. 10. Original test scores for these 16 subjects are displayed in the left panel, while 3-month follow-up scores are displayed in the right panel.

Several results are noteworthy: First, the main effect for time of test was not significant in the analysis of the accuracy data or the response time data \( F_{pc}(1,15)=1.60, p<0.2; F_{r}(1,15)<1 \). Mean accuracy for the original tests of generalization was 79.4%, while mean accuracy for the generalization tests given 3 months later was 77.9%. A main effect for talker was obtained in the analysis of the accuracy data \( F(1,15)=11.80, p<0.01 \). Subjects were more accurate in identifying /t/’s and /l/’s produced by a familiar talker than by an unfamiliar talker (81.0% vs 76.3%, respectively). Separate ANOVAs conducted on the data from the original tests of generalization and the follow-up tests given 3 months replicated this pattern \( F_{\text{orig}}(1,15)=9.08, p<0.01; F_{3\text{-month}}(1,15)=10.04, p<0.01 \). Finally, main effects for phonetic environment were also obtained in the analysis of the accuracy and latency data \( F_{pc}(3,45)=37.83, p<0.01; F_{r}(3,45)=5.40, p<0.01 \). Targets in final singleton position were identified more accurately than /t/’s and /l/’s in any other phonetic environment. Words containing /t/’s and /l/’s in final consonant clusters were also identified more accurately than words with /t/’s and /l/’s in initial singleton position or initial consonant clusters. Responses to phonemes in initial and final singleton position were significantly faster than responses to targets in initial consonant clusters and final consonant clusters.

### E. Six-month tests

Six months after the conclusion of training, only eight subjects were able to return to the laboratory again to participate in the post-test and the tests of generalization. These subjects were a subset of the 16 who returned for the 3-month tests. Separate ANOVAs were conducted on the pretest–post-test data and the generalization data in order to assess changes in performance over time.

An ANOVA was conducted on mean pretest–post-test follow-up data from each subject. Time of test and phonetic environment were within-subjects variables. A main effect was observed for time of test \( F(3,21)=6.04, p<0.01 \). Accuracy on the original posttest and the posttest given 3 months after the conclusion of training was significantly higher than accuracy on the pretest. After 6 months, accuracy was still 4.5% greater than pretest levels. Fisher’s LSD test indicated that this difference was neither significantly greater than pretest levels of performance nor significantly less than post-test levels of performance. These results are displayed in Fig. 11. In terms of individual subjects, six subjects were more accurate on the follow-up test given after 6 months than on the pretest. A main effect for phonetic environment was also observed \( F(3,21)=19.60, p<0.01 \). Subjects were more accurate at identifying /t/ and /l/ when they occurred in final singleton position than in any other phonetic environment.

Additional ANOVAs were conducted on mean accuracy and latency scores from the eight subjects who participated in the original tests of generalization and the two follow-up tests. Time of test, talker, and phonetic environment were within-subjects variables. Mean accuracy scores are plotted as a function of these variables in Fig. 12. Original generalization scores are shown in the left panel, 3-month scores are displayed in the middle panel, and 6-month scores are presented in the right panel.

The main effect for time of test was not significant in the analysis of the accuracy data or the response times \( F_{pc}(2,14)<1; F_{r}(2,14)<1 \). Performance for these eight subjects did not decrease significantly during the 6 months after the conclusion of training. This replicates the finding observed after 3 months without training.

The overall ANOVA revealed a main effect for talker in the accuracy data \( F(1,7)=7.32, p<0.05 \). Words produced by the familiar talker were identified more accurately than tokens produced by the unfamiliar talker. Separate ANOVAs were conducted on the accuracy data collected at the end of training, during the 3-month follow-up, and...
These new perceptual categories must be applicable to /r/’s and /l/’s in final consonant clusters. In addition, targets in /r/’s and /l/’s in final singleton position and final consonant clusters were identified significantly more accurately than phonemes in any other environment. Furthermore, the categories must also be applicable to many different talkers and must be highly discriminating even under degraded listening conditions. The goal of the present investigation was to examine the effectiveness of a high-variability identification training procedure in helping monolingual speakers of Japanese to acquire and retain the English /r/-/l/ contrast.

Second, listeners retained information about the new phonetic contrast for a period of at least 6 months. Performance on the tests of generalization did not decrease significantly over the 6-month interval during which subjects received no further training or exposure to /r/ and /l/ and post-test performance remained 4.5% above baseline accuracy established during the pretest. These results were initially somewhat surprising to us, given that subjects were living in a monolingual Japanese-speaking environment and were not exposed to much spoken English during this time. The present findings demonstrate that our high-variability identification training procedure was effective in changing the long-term representations of these perceptual categories. However, knowledge gained during training was not completely retained over time, as shown by the decrease in accuracy on the post-test after 6 months without additional training (see also Werker and Tees, 1984).

In addition to acquiring and retaining information about the new phonetic categories, listeners also become attuned to the voices used during the training phase (Goto, 1971). Initially, large differences in accuracy were observed among the five training talkers. However, subjects’ identification accuracy increased significantly during the training phase when responding to each of the talkers. By the end of training, performance was almost equivalent among all talkers. Only talker 4 was responded to more accurately than talker 1 and talker 2. Taken together, the present findings show that listeners not only acquire information about the acoustico-phonetic cues for phonetic categorization of the novel items, but they also acquire information about the “indexical” or “personal” characteristics of the talker’s voice during perceptual learning (Laver, 1980; Laver and Trudgill, 1979; Nygaard et al., 1994).

The results from the tests of generalization indicate that talker-specific information acquired during training was used to facilitate the identification of new words spoken by a familiar talker, relative to the identification of new words produced by an unfamiliar talker. During the first tests of generalization, mean response accuracy was 77% for tokens from the familiar talker versus 82% for the familiar talker. The present results, et al. observed a more modest gain of 5%-7% from the pretest to the post-test and during training. In the present investigation, subjects’ accuracy increased significantly during each week of training for the contrasts that occurred in the three most difficult phonetic environments (initial singleton, initial consonant clusters, and intervocalic positions). Mean levels of performance in the Logan et al. study were comparable to those reported here. These findings demonstrate that the present training procedure is effective in modifying listeners’ phonetic perception and that these methods can be used with monolingual subjects. The magnitude of the training effect appears to be modulated by the amount of exposure subjects have to the contrast in the natural language-learning environment (see MacKain et al., 1982).

Second, listeners retained information about the new phonetic contrast for a period of at least 6 months. Performance on the tests of generalization did not decrease significantly over the 6-month interval during which subjects received no further training or exposure to /r/ and /l/ and post-test performance remained 4.5% above baseline accuracy established during the pretest. These results were initially somewhat surprising to us, given that subjects were living in a monolingual Japanese-speaking environment and were not exposed to much spoken English during this time. The present findings demonstrate that our high-variability identification training procedure was effective in changing the long-term representations of these perceptual categories. However, knowledge gained during training was not completely retained over time, as shown by the decrease in accuracy on the post-test after 6 months without additional training (see also Werker and Tees, 1984).

In addition to acquiring and retaining information about the new phonetic categories, listeners also become attuned to the voices used during the training phase (Goto, 1971). Initially, large differences in accuracy were observed among the five training talkers. However, subjects’ identification accuracy increased significantly during the training phase when responding to each of the talkers. By the end of training, performance was almost equivalent among all talkers. Only talker 4 was responded to more accurately than talker 1 and talker 2. Taken together, the present findings show that listeners not only acquire information about the acoustico-phonetic cues for phonetic categorization of the novel items, but they also acquire information about the “indexical” or “personal” characteristics of the talker’s voice during perceptual learning (Laver, 1980; Laver and Trudgill, 1979; Nygaard et al., 1994).

The results from the tests of generalization indicate that talker-specific information acquired during training was used to facilitate the identification of new words spoken by a familiar talker, relative to the identification of new words produced by an unfamiliar talker. During the first tests of generalization, mean response accuracy was 77% for tokens from the familiar talker versus 82% for the familiar talker. Furthermore, the results of the follow-up tests of generalization suggest that talker-specific details were retained over time: After 6 months without training, subjects were still more accurate at identifying /l/ and /r/ produced by a familiar talker than by an unfamiliar talker. The present results,

![FIG. 12. The left panel shows accuracy scores during the first tests of generalization for eight subjects. The middle panel shows accuracy scores from the same subjects during the 3-month follow-up tests of generalization. The right panel shows accuracy scores during the 6-month follow-up tests of generalization.](image-url)
Several issues concerning the acquisition and retention of new phonetic categories can be addressed by considering recent proposals about the role of selective attention in categorization and perceptual learning (see Goggin et al., 1991).

Although our results indicate that listeners retained knowledge about both the new phonetic categories and the voices used in training, it is necessary to qualify these observations. When subjects were retested 3 and 6 months after the conclusion of training, they were given the same tests that they had previously received. Thus they listened to the pretest-post-test stimuli for the fourth time during the 6-month post-test and heard the stimuli from the tests of generalization for the third time. It is possible that subjects learned something about the specific tests themselves, even in the absence of feedback, and were therefore responding on the basis of stimulus-specific knowledge, rather than more abstract knowledge about the new phonetic contrast (Jacoby and Brooks, 1984).

Several observations about the results of the present experiment tend to discount this possibility. First, consider the methodology of the tests. Listeners were given feedback only during the training phase of the experiment and they would have no way to judge the accuracy of their responses from trial to trial during the pretest, post-test, or tests of generalization. Second, subjects who only received the pretest and post-test as a control condition actually showed a nonsignificant decrease in identification accuracy. This result would not be anticipated if listeners had encoded stimulus-specific information about the test items. Third, if listeners had memorized individual stimulus items during the tests, performance should not have decreased during the post-test given 6 months after the conclusion of training. In future studies, new test items should be used whenever possible. However, it is worth emphasizing here that the words used in the pretest-post-test, training, and tests of generalization virtually exhaust all of the minimal pairs of words in English containing /r/ and /l/.

Taken together, the results of the present experiment suggest that the high-variability identification procedure is effective in modifying non-native listeners' phonetic perception. More importantly, however, this perceptual information was retained over time for at least a 6-month period. The results from this experiment raise two broad theoretical questions: First, what is the nature of the perceptual mechanisms that are responsible for this change in phonetic perception? Second, what factors contribute to listener's long-term retention of the new categories, given that exposure to the contrast outside of the laboratory is minimal?

Several issues concerning the acquisition and retention of new phonetic categories can be addressed by considering recent proposals about the role of selective attention in categorization and perceptual learning (see: Jusczyk, 1989, 1993, 1994; Nosofsky, 1986, 1987). According to Nosofsky, selective attention “stretches” and “shrinks” the listener's perceptual space during category acquisition. Representations are stretched along contrastive psychological dimensions so that items from different categories are made less similar to each other. Similarly, representations are shrunk along noncontrastive dimensions so that items from the same category are made more similar to each other.

Jusczyk (1993, 1994) has recently extended this basic framework to address specific issues of phonetic category acquisition in infants. He has proposed that acoustic dimensions are extracted from the incoming signal by a bank of auditory processing filters (Sawusch, 1986) and that these perceptually relevant dimensions are then weighed automatically in terms of their importance in determining linguistic contrasts (see also Kruschke, 1992). These “attention weights” are then used to generate a precompiled interpretative scheme that can be applied automatically to incoming fluent speech (Jusczyk, 1989, 1993; Klatt, 1979). A similar process may occur when Japanese listeners are trained to identify English /r/ and /l/ using the high-variability identification procedures. Over the course of training, selective attention weights are changed to favor the new phonetic categories, which then causes a modification of listeners' phonological spaces or filters (Flege, 1989, 1990; Terbeek, 1977).

In addition to accounting for the acquisition of new phonetic contrasts, an explanation must also be provided for the results obtained on the retention tests of the present investigation. To accommodate these results, it is important to consider the nature of adult listeners' phonological systems. Within the framework of Jusczyk's model, adult listeners have well-developed selective attention weights that serve to maximize contrasts in their native language. As training progresses, we assume selective attention weights are modified to incorporate the new phonetic contrast (Kruschke, 1992). Simultaneously, however, the weights remain table enough so that contrasts in the native language are not disrupted. When training ends, the newly established attention weights may decay slowly toward their initial states.

Two aspects of the linguistic environment suggest this possibility. First, the listeners in the present experiment were monolingual adults who already had well-established phonological systems capable of perceiving the contrasts of the native language. In contrast, infants who are in the process of acquiring their native language would not be expected to have a stable set of attention weights. Rather, their phonological systems are dynamically adapting to sound patterns in their native language environment (Aslin and Pisoni, 1980). Only after approximately 12 months of age would infants be expected to converge on a fixed set of attention weights (Werker, 1989; see, however Kuhl et al., 1992).

Second, because our subjects were living in a monolingual Japanese-speaking environment, little exposure to the English /r/–/l/ contrast would be expected. Thus, these listeners would have little experience or feedback (either explicit or implicit) in perceiving the /r/–/l/ contrast. Because feedback is unavailable after the end of training, selective attention weights would have little impetus to remain stable or increase. Indeed, the lack of feedback may lead to a decay of the weights. When subjects are tested after 3 months and then 6 months later without training, they may try to employ the same interpretative scheme they had used during testing at the end of training. However, because attention weights decay over time, only a corrupted set of weights can be ap-
plied to the later test items. Thus, decreases in performance would be expected over time without additional training and feedback on the new contrast.

Two basic assumptions underlie this selective attention-based account of category acquisition and retention. First, we assume that selective attention weights were changed during training to favor the acquisition of a new phonetic contrast. Second, we assume that the new weights decay slowly over time because little input or feedback from the environment was available to keep them stable. This account makes a testable set of predictions for future research. If subjects were trained during the 6-month interval on a new contrast that required a different weighting of the same stimulus dimensions, interference would be anticipated at the time of retest. The magnitude of the interference should be modulated by the degree to which the selective attention weights were modified. These changes would be determined by the similarity of the two contrasts on which subjects were trained (Best, 1994; Best and Strange, 1992).

IV. CONCLUSIONS

In summary, we have replicated our previous findings using a larger group of monolingual subjects and therefore, we are confident about our earlier conclusions about the effects of laboratory training on the acquisition of new phonetic contrasts (Lively et al., 1993; Logan et al., 1991). First, the high-variability identification training procedure provides an effective means for quickly modifying adult non-native listeners' phonetic perception. Monolingual native speakers of Japanese can learn to identify English /r/ and /l/. Identification accuracy increased 11% during 3 weeks of training. Second, listeners retained some information about the new categories over a 6-month interval, without any further training. Performance on the post-test and the tests of generalization did not decrease significantly over a 3-month retention interval. At 6 months, accuracy on the post-test was still 4.5% above pretest levels. Third, listeners demonstrated talker-specific generalization. Identification accuracy was higher when listeners heard new words produced by a familiar talker than when they heard new words produced by an unfamiliar talker. To account for the pattern of these results, we suggest that a selective attention mechanism differentiates items along contrastive perceptual dimensions. Over the course of training, this mechanism stretches and shrinks, the underlying psychological space in order to make the contrastive phonemes more dissimilar from each other. Taken together, the present results indicate listeners acquire and retain information about both the new phonetic contrast and the fine perceptual details related to a talker's voice during the process of perceptual learning.

ACKNOWLEDGMENTS

This work was supported, in part, by NIDCD Research Training Grant No. DC-00012-14 and NIDCD Research Grant No. DC-00111-16 to Indiana University in Bloomington, IN. The authors wish to thank John Logan for his helpful suggestions and discussions on this work and Rie Kawakami for her assistance in collecting the data. Send correspondence to David B. Pisoni, Speech Research Laboratory, Department of Psychology, Indiana University, Bloomington, IN 47401.

1The similarity of the non-native contrast to phonetic distinctions found in the native language as well as the phonetic contrasts in the native language may also contribute to the difficulty of different phonetic environments (Best, 1994; Best and Strange, 1992; Feige, 1989,1990; Feige and Wang, 1989; Mann, 1986; Polka, 1991,1992). Japanese has an /r/ that is similar to English /d/ or /l/. It is produced either as a stop consonant or as a flap, depending on the vowel environment (Price, 1981; Yamada and Tohkura, 1992). In terms of phonetic contrasts, Japanese does not generally allow consonant clusters. Thus, in learning to perceive English /d/ and /l/ Japanese listeners have two disadvantages: first, they are being asked to discriminate between sounds that are not contrastive in their native language and are not similar to any known contrast in their language. Second, the /r/'s and /l/'s in initial consonant clusters occur in an unfamiliar phonotactic construction.

2These data were reported earlier by Logan et al. (1991).

3A main effect for phonetic environment was also observed for subjects in the control condition \[F(3,66) = 58.95, \ p < 0.01\]. /r/ 's and /l/ 's in final position were identified most accurately, while /r/ 's and /l/ 's in initial consonant clusters were identified least accurately.

4The pretest-post-test procedure was under computer control for the 3-month and 6-month follow-up tests. On each trial of the follow-up test, subjects saw each member of a minimal pair presented on a CRT monitor and responded by pressing a button that corresponded to the word that they heard over their headphones.

5Lively et al. (1993) reported a similar interaction in their second experiment. In that experiment listeners were trained using the high-variability identification paradigm with tokens from only a single talker. Accuracy increased from week 1 to week 2 for /r/ 's and /l/ 's in an initial singleton and intervocalic positions and initial consonant clusters. Significant increases were also observed from week 2 to week 3 for /r/ 's and /l/ 's in initial consonant clusters.


Healy, E., and Sheldon, E. (1986). "Duration and context effects on the


