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Introduction

I Suppose that you are to bet on a coin flip repeatedly.

I The last ten outcomes are {HHHTHHHHHH}.

I What would be your next choice?



Introduction

I H or T with equal probability if the coin is statistically fair.

I It might indicate that the coin has a bias – H is the logical
choice.

I T , because it is just about time – you are the believer in the
law of small numbers, the gambler’s fallacy.



Introduction

I Loosely put, the law of large numbers says that a large
random sample from a population will have a distribution that
resembles that of the overall population.

I Many people seems to believe in what can be referred to as
the law of small numbers: they tend to exaggerate how likely
it is that a small sample resembles the parent population.

I Technically, this can be modeled as: a person believes that
signals are drawn without replacement from an urn of N
signals, whereas in reality they are i.i.d.



Introduction

I The inference based on the law of small numbers leads
directly to the gambler’s fallacy.

I The gambler’s fallacy is a tendency to believe that the second
draw of a signal is negatively correlated with the first draw.

I Fewer people bet on a number that recently won in lottery play.

I This type of inference process might have substantial
economic consequences.



The Model

I Consider a situation where each of a finite number of possible
rates, θ ∈ [0, 1], at which an infinite sequence of i.i.d. signals,
st , is generated.

I Each signal st takes on a value of either a or b, where
prob(st = a) = θ.

I Let Θ denote the set of rates that occur with positive
probability, where θ occurs with prior probability π(θ) > 0.

I Given θ, signals are generated by an i.i.d. process.



The Model

I The model describes a person who begins with correct prior
beliefs about π and is fully Bayesian.

I To capture the belief in the law of small numbers, there is a
positive integer N such that for each rate θ, the person
believes that signals are drawn without replacement from an
urn of size N.

I The urn consists of exactly θN a signals and (1− θ)N signals.

I When he observes long sequences f signals, the person
believes that this urn is renewed after every two draws.



The Model

I When N is large, the person believes the signals to be close to
uncorrelated.

I His inference and predictions become that of a Bayesian as
N → ∞.

I To avoid tedious repetition of the phrase “a person who
believes in the law of small numbers,” this person will be
referred to “Freddy.”



The Model

I Some assumptions and notations:

I Freddy’s prior beliefs always put positive weight on some rate
whose urn contains at least two of both signals.

I Formally, for all θ ∈ Θ, θN is an integer and that there exists
θ ∈ Θ such that min{θN , (1− θ)N} ≥ 2.

I For given priors π, let πN
t (ht) represent an N-Freddy’s

posterior beliefs after the history of signals ht .
I Bayesian beliefs are π∞

t (ht) := limN→∞ πN
t (ht).



The Model

Lemma
Consider N and θ such that θN is an integer and π(θ) = 1. For all
even t ≥ 2 and histories ht−2,

πN
t (st = a | st−1 = b, ht−2) = θN/(N − 1) > θ and

πN
t (st = a | st−1 = a, ht−2) = (θN − 1)/(N − 1) < θ. For all odd t

and histories ht−2,

πN
t (st = a | st−1 = a, ht−2) = πN

t (st = a | st−1 = b, ht−2) = θ.

I The gambler’s fallacy is a nearly tautological implication of
the model.



Overinference

I The most interesting implications of the law of small numbers
come when Freddy is uncertain about the true rate, and
makes inference from the signals.

I Suppose that an observer believes that there is an equal
chance a fund manager can be any of three types, bad,
average, or good, who outperforms other mutual funds 1/4,
1/2 or 3/4 of the time, respectively.

I What does he infer from two successful years in a row by a
particular fund?



Overinference

I A Bayesian thinks such a sequence occurs with (1/4)2 = 1/16
for bad, (2/4)2 = 4/16 for average, and (3/4)2 = 9/16 for
good.

I An N = 4-Freddy believes that the probabilities are
1/4 · 0/3 = 0/12, 2/4 · 1/3 = 2/12 for average, and
3/4 · 2/3 = 6/12 for good.

I For each rate, Freddy assigns a lower probability to a streak of
two a’s than a Bayesian.

I More importantly, Freddy’s beliefs are skewed toward believing
that the fund is good: while a Bayesian believes that the
probability is 18/28, Freddy believes that it is 21/28.



Overinference

Proposition

Let h
y
t , y ∈ {a, b}, be a sequence of t y signals. For all t > 1 and

θ, θ̂ ∈ Θ such that θ > θ̂, πN
t (θ | hat )/π

N
t (θ̂ | hat ) and

πN
t (θ̂ | hbt )/π

N
t (θ | hbt ) are both strictly decreasing in N.

I Following an extreme sequence of signals, Freddy’s beliefs are
skewed toward those rates where the signals are more likely.

I Freddy’s predictions in odd periods πN
t (st+1 = a | hat ) and

πN
t (st+1 = b | hbt ), when the gambler’s fallacy does not kick

in, are both decreasing in N.



Overinference

Proposition

Let H
1/2
t be the set of all t-sequences with exactly the same

number of a’s and b’s. For all even t and all ht ∈ H
1/2
t , and for all

θ, θ̂ ∈ Θ such that either θ > θ̂ ≥ 1/2 or θ ≤ θ̂ < 1/2,
πN
t (θ | ht)/π

N
t (θ̂ | ht) is weakly increasing in N.

I H
1/2
t represents a special class of sequences.

I The result that Freddy exaggerate the likelihood that the true
rate resembles the proportion of signals he has received does
not hold generally.



Overinference

Proposition

For all symmetric π, rates θ > 1/2 such that π(θ) > 0, and
histories ht yielding more a signals than b signals,

πN
t (θ | ht)/π

N
t (1− θ | ht) is decreasing in N.

I Given any symmetric prior distribution, whenever the majority
of signals are a’s, Freddy will exaggerate the relative likelihood
that the rate is θ rather than 1− θ for any θ > 0.5.



Inference from long sequences

I Earlier results show that Freddy overinfers that

I the rate is extreme from an extreme sequence of signals,
I the rate is close to 1/2 from a 50/50 sequence of signals.

I When Freddy has observed just two signals, these are the only
types of sequences he can observe.

I But longer sequences typically do not fall into either of these
categories.



Inference from long sequences

I Consider again an observer who thinks a fund manager might
be any of three types, bad, average, or good, outperforming
other funds 1/4, 1/2 or 3/4 of the time.

I Suppose that the manager being observed outperforms others
3/4 of the time.

I If Freddy knew only this frequency statistic, he would reach
the obvious conclusion that the analyst is good.

I What if he observes {aaaaaabb}, six successes followed by two
failures?



Inference from long sequences

I Despite the fact that 3/4 of the signals are a’s, an
N = 4-Freddy perceives this sequence as surely coming from
θ = 1/2.

I This is because he thinks a streak of two straight b’s is
impossible when θ = 3/4, when these signals are drawn from
an urn with 3 a’s and 1 b.

I In this inference process, good analysts are not unsuccessful
two years in a row.

I He concludes that the only type of analyst who can have both
two unsuccessful years and two successful years are average
ones.

I Freddy does not expect to see streaks of signals that are not
representative of the overall frequency in a sequence.



Inference from long sequences

I One can argue that it would be more realistic to assume that
Freddy will eventually figure out that his theory of negative
autocorrelation is wrong.

I There are three related reasons why this does not render the
model irrelevant.

I The quasi-Bayesian approach is meant as a model of a
boundedly rational person for whom the reasoning needed to
correct the error is as difficult as that needed to correct the
error in the first place.

I The model is simplified to keep it tractable, but in reality,
identifying the mistake is likely to be much more complicated.

I Empirically people do not correct this error.



Discussion and conclusion

I The model helps see how several different phenomena logically
derive from the same underlying judgemental bias.

I It also ties together the scale of these phenomena: the
strength of the gambler’s fallacy determines the degree of
overinference, and etc.

I This tight structure makes the model precise and refutable.

I To calibrate well, however, one needs a more general model
which admits more parameters: the current model only has
one parameter which is the size of the urn.



Discussion and conclusion

I The most obvious extension is modifying the artificial
distinction between even and odd periods.

I To apply the law of small numbers more widely, it is also
important to be able to apply it to continuous-variable models.

I It is less clear how to apply the law of small numbers to such
environments since little systematic evidence has been
gathered on the gambler’s fallacy and related biases outside
the context of binary variables.

I Developing a model of “hot-hand fallacy” is important: the
fallacy could be a manifestation of the law of small numbers,
but it sometimes make opposite predictions as the gambler’s
fallacy – 2010 RES paper with Vayanos.


