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Overview

• Aim: provide insight into the statistical and conceptual 
underpinnings of gene-set analysis

• See also: De Leeuw, Neale, Heskes & Posthuma. The statistical 
properties of gene-set analysis. Nat. Rev. Genet. (accepted)

• Structure of the presentation

• The two types of gene-set analysis

• Interpreting the results

• Statistical power
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Input data

• Genotype data + phenotype

• Or SNP p-values

• Mapping of SNPs to genes

• Based on transcription area of gene 

• Usually just protein-coding genes

• Gene sets

• Any group of genes that share a property of interest

• Known pathways, functional annotation, expressed in specific tissue 
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Intermediate data

• Gene-level data matrix

• Rows are genes

• Test the relation between two variables

• Indicator variable encoding the gene set

• Association with the phenotype, estimated 
from genotype data / SNP p-values

• This is at the heart of all gene-set analysis

• Applies to SNP-set implementations of 
gene-set analysis as well
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Gene ID Gene is in 

gene set

Association 

with phenotype

1 1 1.32

2 1 -0.76

3 1 0.48

4 1 1.12

5 1 -0.02

6 0 -1.04

7 0 0.86

8 0 -1.27

9 0 0.41

10 0 0.11



Research questions

• What do we want the data to tell us?

1. Are the genes in the gene set associated with the phenotype?

• Usually not very informative by itself

2. If so, is this because of the biological property that defines the gene set?

• The typical aim of a gene-set analysis: provides biological context for, and 
insight into, our genetic data and the phenotype

• Coincides with the distinction between two types of gene-set analysis

• Self-contained analysis: tests if any genes in the gene set are associated 
with the phenotype

• Competitive analysis: tests if genes in the gene set are more strongly 
associated with the phenotype than other genes
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Accounting for heritability

• Some proportion of genes is associated with the phenotype

• Any arbitrary gene set is likely to contain some of those genes, by chance

• This will be detected by self-contained analysis (given sufficient power)

• Self-contained significant result thus does not denote biological relevance

• Competitive analysis corrects for this baseline rate of association

• Analogy to medical research

• Self-contained analysis ≈ treatment-only analysis

• Can tell you if (some of) the patients got better

• Competitive analysis ≈ treatment-control analysis

• Can tell you if the treatment works

• (assuming no further confounding factors)
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Accounting for heritability

Simulated polygenic phenotypes, varying heritability and sample size 

Analysed for 1170 Reactome gene sets

Showing mean number of significant gene sets after Bonferroni correction 7



Accounting for heritability

• Self-contained gene set analysis is ill-suited to provide biological 
insight into our phenotype and our genetic associations

• Tests only the genes, not the property that defines the gene set

• Competitive gene-set analysis can provide such insight

• Though there are a number of pitfalls
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Bridging the gap

• What we want to know

• Are the genes in the gene set associated with the phenotype 
because of the biological property that defines the gene set?

• What we get from a competitive analysis

• The genes in the gene set are more strongly associated with the 
phenotype than other genes

• Possible explanations for the observed difference in association

• Type 1 error: the difference is the product of sampling variance

• Gene-level error: those genes are not really associated

• Confounding: the genes are associated for some other reason

• Result: having that particular biological property indeed increases 
the chance of association with the phenotype
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Gene-level error

• Are the genes really (that strongly) associated?

• Population stratification

• Can be solved with standard corrections

• Poorly imputed SNPs (and general SNP QC)

• Stringent filtering

• Outliers / outlier subsets

• Gene-set association driven by only a small subset of genes 

• No simple solution, but inspecting (QQ-plots of) gene p-values of 
genes in the gene set is helpful

• LD-based ‘leaking’ of gene associations
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Gene-level error

• LD-based ‘leaking’ of gene associations

• Causal gene A, outside gene set

• Non-causal gene B in strong LD with A, inside gene set

• Gene B will likely show association with phenotype when estimated

• Goes both ways, but leaking into the gene set is most problematic

• Largely solved by estimating gene-gene correlations

• Akin to analysis of family data
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Confounding

• Are the gene associations really because of the biological property 
that defines the gene set?

• Two types of confounding

• Biological confounding: the biological property overlaps / is 
correlated with another, causal biological property

• Methodological confounding: confounding effect does not exist at 
biological level, but is induced by choices in data collection, 
computation of the gene association, etc. 

• General solution: 

• Conditional gene-set analysis

• Requires availability of confounder

• Requires conditional gene-set
analysis tool
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Gene is in 
gene set

Association with 
phenotype

Gene is in 
other 

gene set



Confounding

• Biological confounding

• General case: gene set overlaps with another, causal, gene set to a 
sufficiently large degree

• Wrong level of specificity: gene set being tested is sub/superset of 
(meaningfully related) causal gene set

• Eg. causal gene set is “brain-expressed genes”, testing “synaptic genes”

• Or vice versa: ‘synaptic’ is causal, ‘brain’ becomes significant as well

• For neurological/psychiatric phenotypes, we should probably 
always check against something like “brain-expressed genes”

• Gene type: when using more than just protein-coding genes in the 
analysis, systematic differences between types of genes can similarly 
cause confounding
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Confounding

• Methodological confounding

• Dependence on basic gene properties (no. of SNPs, within-gene LD)

• Common problem with many methods, often strongly exacerbated by 
choice of mathematical form of gene association

• Eg. top SNP p-value, creates strong correlation with gene size (in 
no. of SNPs); creates bias if gene set contains many large genes

• Simulation results: well-behaved methods are MAGMA (De Leeuw et al. 
2015), INRICH (Lee et al. 2011)
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Confounding

• Methodological confounding

• Confounding by differential power

• Power to detect gene associations systematically varies across genes, 
and power in gene-set genes happens to be above average

• Can be due to power of gene association, but also choice of data

• Eg. if we have only rare variants, little power to detect 
associations due to common variants

• Example: mean association in hypothetical gene set

• Using rare variants only: above average (significant)

• Using common variants only: below average (not significant)

• Using both: average (not significant)

• Thus, no real involvement of gene set in phenotype, but would 
conclude otherwise if using only rare variant data
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Bridging the gap

• Are the genes in the gene set associated with the phenotype 
because of the biological property that defines the gene set?

• For this we need

• Significant result from competitive analysis

• Using reliable estimates of gene association

• Correcting for LD between genes

• Checks to protect against outlier effects

• Conditional analysis to rule out plausible confounders

• And preferably, converging evidence from other data sources
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Statistical power

• Power for competitive gene-set analysis depends on many parameters

• Very difficult to give accurate power estimate

• Major determinants of power are easier to determine

• Effect size (as gene-set specific heritability)

• Background heritability (overall heritability minus effect size)

• Sample size of GWAS data

• The influence of the method used is relatively modest

• Results in individual analysis will still tend to differ
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Statistical power

• Power is lower if heritability is higher

• At a given effect size

• Competitive analysis tests gene-set 
effect relative to background h2

• Relative size of effect thus decreases

• In practice, depends on how effect size 
changes with heritability

• Same number of sets, with larger effect 

• More power

• More sets, same effect size per set

• Less power
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Statistical power
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Increasing sample size improves power only to a limited extent

Improvement is worse at higher heritability

In practice, will also depend on heterogeneity between cohorts and how results are 
meta-analysed



Statistical power

• Gene-level data matrix

• Data points are genes, not people

• Increasing sample size does not increase the 
number of data points

• Improves accuracy of gene associations

• Akin to removing measurement uncertainty

• ‘Sampling variance’ stays the same

• ‘Sampling variance’ is higher at higher h2

• Smaller proportion due to gene association 
uncertainty, so less room for improvement
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Gene ID Gene is in 

gene set

Association 

with phenotype

1 1 1.32

2 1 -0.76

3 1 0.48

4 1 1.12

5 1 -0.02

6 0 -1.04

7 0 0.86

8 0 -1.27

9 0 0.41

10 0 0.11

NOTE: it is technically not sampling variance since the genes are not sampled, but statistically it fills the same role



Conclusion

• Self-contained analysis has very limited utility

• Always use competitive gene-set analysis

• Unless you are completely certain self-contained analysis can answer 
your research question

• Competitive analysis is the starting point of interpretation, not the end

• Additional checks and analyses are needed to draw solid conclusion

• Statistical power may not behave the way you expect
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Future directions

• How to do more with gene-set analysis?

• More extensive gene annotation

• More genetic data, and doing more with that data

• Better gene sets, and other sources of biological information

• Many existing gene sets are noisy and incomplete

• Many other sources of biological information

• Beyond basic gene-set analysis

• Gene-set analysis is a basic bivariate test on gene-level data

• Much room for improvement and extension of this model

• Eg. gene network analysis fits in the same framework
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