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Abstract
A new false discovery rate controlling procedure is proposed for multiple hypotheses testing.
The procedure makes use of resampling-based p-value adjustment, and is designed to cope with
correlated test statistics. Some properties of the proposed procedure are investigated theoretically,
and further properties are investigated using a simulation study. According to the results of the
simulation study, the new procedure o ers false discovery rate control and greater power. The
motivation for developing this resampling-based procedure was an actual problem in meteorology,
in which almost 2000 hypotheses are tested simultaneously using highly correlated test statistics.
When applied to this problem the increase in power was evident. The same procedure can be
used in many other large problems of multiple testing, for example multiple endpoints. The
procedure is also extended to serve as a general diagnostic tool in model selection. c 1999
Elsevier Science B.V. All rights reserved.
MSC: 62J15; 62G09; 62G10; 62H11; 62H15
Keywords: Model selection; Multiple comparisons; Meteorology; Multiple endpoints

1. Introduction
The common approach in simultaneous testing of multiple hypotheses is to construct
a multiple comparison procedure (MCP) (Hochberg and Tamhane, 1987) that controls
the probability of making one or more type I error – the family wise error-rate (FWE).
In Benjamini and Hochberg (1995) the authors introduce another measure for the erroneous rejection of a number of true null hypotheses, namely the false discovery rate
(FDR). The FDR is the expected proportion of true null hypotheses which are erroneously rejected, out of the total number of hypotheses rejected. When some of the
tested hypotheses are in fact false, FDR control is less strict than FWE control, therefore
∗
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FDR-controlling MCPs are potentially more powerful. While there are situations in
which FWE control is needed, in other cases FDR control is sucient.
The correlation map is a data analytic tool used in meteorology, which is a case
in point. For example, the correlation between mean January pressure and January
precipitation in Israel over some 40 years, is estimated at 1977 grid points over the
northern hemisphere, and drawn on a map with the aid of iso-correlation lines (Manes,
1994). On this map, correlation centers are identi ed, and their orientation and location
are analyzed to provide synopticians with the insight needed to construct forecasting
schemes. If we treat the correlation map as (partially) a problem of testing independence at 1977 locations we immediately encounter the major diculty. No control of
multiplicity at all, which is the ongoing practice, would result in many spurious correlation centers. But since the multiplicity problem is large, we should be careful about
loss of power.
If such centers are identi ed we can bear a few erroneous ones, as long as they are
a small proportion of those identi ed. If all we face is noise we need full protection.
Thus FDR control o ers the appropriate mode of protection. Moreover, using data
on an even ner grid is highly disadvantageous if we take the traditional approach
to multiplicity control, although it is obviously advantageous from a meteorological
point of view. A ner grid increases the number of true and non-true null hypotheses
approximately by the same proportion. Because the FDR is the proportion of true null
hypotheses rejected among the rejected, FDR controlling MCPs should approximately
retain their power as resolution increases.
The major problem we still face is that the test statistics are highly correlated. So far,
all FDR controlling procedures were designed in the realm of independent test statistics.
Most were shown to control the FDR even in cases of dependency (Benjamini et al.,
1995; Benjamini and Yekutieli, 1997), but they were not designed to make use of
the dependency structure in order to gain more power when possible. Here we design
new FDR controlling procedures for general dependent test statistics by developing a
resampling approach along the line of Westfall and Young (1993) for FWE control.
This new procedure is not speci c to the meteorological problem, and can be modi ed
to tackle many problems where dependency is suspected to be high, yet of unknown
structure. An important example of such a problem is multiple endpoints in clinical
trials, reviewed in this issue by Wassmer et al. (1997).
Combining FDR control and resampling is not a straightforward matter. When designing resampling-based p-value adjustments, Westfall and Young relied on the fact
that the probability of making any type I error depends on the distribution of the true
null hypotheses only, and treating more than necessary as true is always conservative
in terms of FWE. This is not generally true for FDR control: the FDR depends on the
distribution of both the true and false null hypotheses, and failing to reject a false null
hypothesis can make the FDR larger.
The approach taken here is as following: we limit ourselves to a family of “generic”
MCPs, which rejects an hypothesis if its p-value is less than p. For each p we estimate
the FDR of the generic MCP, the FDR local estimators. As a “Global” q level FDR
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controlling MCP we suggest the most powerful of the generic MCPs whos FDR local
estimate is less than q. The resulting MCP is adaptive, since the FDR local estimators
are based on the set of observed p-values. It is also a step-up procedure, since the
speci c generic MCP is chosen in a step-up fashion. Unlike the stepwise resampling
procedures suggested by Westfall and Young (1993) and Troendle (1995), in which the
entire resampling simulation is repeated in a step-up fashion, the resampling simulation
in our proposed method is performed only once on the entire set of hypotheses.
In Section 2 the framework for de ning the MCPs is laid, FWE and FDR controlling
MCPs, and the relationship between p-value adjustments and local estimators are discussed. In Section 3, the p-value resampling approach is reviewed. In Section 4, two
types of FDR local estimators are introduced, a local estimator based on Benjamini and
Hochberg’s FDR controlling MCP, and two resampling-based FDR local estimators.
In Section 5, the use of FDR local estimators for inference is presented, and the advantages of the local point of view are discussed, especially using the suggested “local
estimates plot”. Sections 2, 3 and the beginning of Section 5 (with its references to
Section 4) suce in order to understand the main features of the new procedure and
apply it in practice. The results of applying the new MCPs to a correlation map are
presented in Section 6, and the use of the p-value adjustment plot is demonstrated.
In that example the new MCPs proved to be most powerful, and revealed some new
patterns. A simulation study was used to show the global FDR control of the suggested
MCP. It was also used to show that the newly proposed procedures are more powerful
than the existing MCP. Results of the simulation study are presented in Section 7,
proofs of the propositions are given in Section 8.

2. Multiple comparison procedures
The family of m hypotheses which are tested simultaneously includes m0 true null
hypotheses and m1 false ones. For each hypothesis Hi a test statistic is available, with
the corresponding p-value Pi . Denote by {H01 ; : : : ; H0m0 } the hypotheses for which
the null hypothesis is true, and by {H11 ; : : : ; H1m1 } the false ones. The corresponding
vectors of p-values are P0 and P1 . If the test statistics are continuous, P0i ∼ U[0; 1].
The marginal distribution of each P1i is unknown, but if the tests are unbiased, it is
stochastically smaller than the distribution of P0i . Let R denote the number of hypotheses rejected by a MCP, V the number of true null hypotheses rejected erroneously, and
S the number of false hypotheses rejected. Of these three random variables, only R can
be observed. The set of observed p-values p = (p0 ; p1 ), and r(=v + s), computed in
a multiple hypotheses-testing problem, are single realizations of the random variables
de ned.
In terms of these de nitions, the expected number of erroneous rejection, also called
the per family error-rate (PFE), is EP V (p). The family wise error-rate (FWE), is the
probability of rejecting at least one true null hypotheses, FWE = Pr P {V ¿1} (and is
always smaller than the PFE.) Let H0c denote the complete null hypothesis, which is
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the intersection of all true null hypotheses (i.e. m0 = m). A MCP o ering FWE control
under the complete null hypothesis is said to have weak FWE control. A MCP o ering
FWE control for any combination of true and non-true null hypotheses o ers strong
FWE control.
The false discovery rate (FDR) introduced in Benjamini and Hochberg (1995) is a
di erent measure of the type I error rate of a MCP. It is the expected proportion of
erroneously rejected hypotheses, among the rejected ones. Let Q denote

V=R if R ¿ 0;
Q=
(1)
0
otherwise:
Then the FDR is de ned as Qe = EP (Q). As shown in Benjamini and Hochberg (1995)
the FDR of a MCP is always smaller or equal to the FWE, where equality holds if all
null hypotheses are true. Thus control of the FDR implies control of the FWE in the
weak sense.
In the same way that an -level test for a single hypothesis can be de ned as “reject
whenever the p-value 6 ” so can a generic MCP be de ned for simultaneous testing
as following: For each p ∈ [0; 1], reject Hi0 if pi 6p. Let R(p); V (p) and S(p) denote
the R; V and S, of the generic MCP. The PFE of such a procedure is EP V (p) = m0 · p.
Since rejecting any true null hypotheses by a generic MCP is equivalent to rejecting the
hypothesis corresponding to the minimal observed p-value of all true null hypotheses,
the FWE of this procedure is Pr P0 {mini p0i 6p}. Obviously, the larger p in a generic
MCP the larger become the two error rates, yet larger is the power as well.
The Bonferroni procedure is the generic MCP with p= =m. For any joint distribution
of the p-values, the Bonferroni procedure has FWE 6 . Consider now a generic MCP
under other distributional assumptions:
Example 2.1 (Westfall and Young; 1993; p. 55). If all test statistics corresponding
to true null hypotheses are equivalent, all P0i ’s are identical, so regardless of m0 ;
mini P0i ∼ P01 . The generic MCP, with p = , would have FWE = .
Thus knowing how P0 is distributed, more powerful MCPs can be constructed.
Resampling-based MCPs, introduced in Westfall and Young (1993), use p-value resampling to simulate the distribution of P0 and thereby utilize the dependency structure
of the data to construct more powerful MCPs. It is our goal to follow a similar path
while controlling the FDR. Alas as we shall see below, this is no trivial task, since the
proportion of error Q depends not only on the falsely rejected but also on the number
of correctly rejected hypotheses.
2.1. p-value adjustments
Instead of describing the Bonferroni procedure as a generic MCP with level =m, we
can adjust each p(i) by multiplying it by m. Then, a hypothesis will be rejected by the
Bonferroni procedure if its adjusted p-value is less then . Generally this is a di erent
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way of phrasing the results of a MCP. The term p-value adjustment (adjusted p-value)
is used quite loosely in the literature; see Shafer and Olkin (1983), Heyse and Rom
(1988), Westfall and Young (1989), and Dunnet and Tamhane (1992). Wright (1992)
presents a nice summary with many example and further references for the p-value
adjustment. We have found the need to distinguish between the p-value adjustment
and the p-value correction, a di erence sometimes masked in single-step procedures.
De nition 2.2. For any MCP M, the FWE p-value adjustment piM of an hypothesis
Hi is the size of the strictest level of the test M still rejecting Hi while controlling the
FWE given the observed p-values, i.e.
p̃M
i = inf { | Hi is rejected at FWE = }:
The p-value adjustment can be de ned for more complex MCPs as well, as the next
example shows.
Example 2.3. Holm’s step-down procedure makes use of the ordered p-values p(1) 6
· · · 6p(m) . For i = 1; 2; : : : ; m the ordered p-value p(i) is compared to the critical value
=(m + 1 − i). The null hypotheses corresponding to p(k) is rejected in a size test
if for i = 1; 2; : : : ; k; p(i) 6 =(m + 1 − i). Therefore the p-value adjustment based on
Holm’s MCP is
p̃Holm
(k) = max{p(i) · (m + 1 − i)}:
i6k

(2)

Use of p-value adjustments for multiple-hypotheses testing has the convenience of
reporting the results of a single test using p-values, because the level of the test does
not have to be determined in advance. If, for example, p̃Holm
(k) = 0:0105, Holm’s MCP
0
with = 0:01 would not have rejected H(k)
.
Reporting the p-value adjustments would reveal that if the FWE control is slightly
0
can be rejected.
relaxed H(k)
In a similar fashion an FDR adjustment is de ned.
De nition 2.4. For any MCP M, the FDR p-value adjustment of an hypothesis Hi is
the size of the strictest level of the test M still rejecting Hi while controlling the FDR,
i.e.
p̃M
i = inf { | Hi is rejected at FDR = }:
By applying the above formulation, the FDR controlling MCP introduced in
Benjamini and Hochberg (1995) can be rephrased into a FDR p-value adjustment.
Benjamini and Hochberg’s MCP is as follows: compare each ordered p-value p(i)
0
0
with · i=m. Let k = max{i: p(i) 6 · i=m}, if such k exists reject H(1)
; : : : ; H(k)
. A q
0
sized MCP rejects an hypotheses H(i) if for some k; k = i; : : : ; m; p(k) · m=k6 , thus
we de ne the BH FDR p-value adjustment as
BH
(p(i) ) = min{p(k) · m=k}:
Qadj
i6k

(3)
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2.2. p-value corrections
The FWE correction of a p-value is the adjustment of the generic MCP at this value.
Thus the FWE correction of p is de ned,
p̃ = Pr {min P0 6p}:
P0

(4)

The FWE correction p̃ can be de ned for any p ∈ [0; 1]. The FWE correction of 0 is
0, that of 1 is 1, and in between p̃ is increasing in p. Heyse and Rom (1988) refer
to such a correction at the observed minimal p-value as the “adjustment”. The generic
MCP with critical p-value p such that p̃ = , has FWE by de nition. Usually the
distribution of P0 is unknown, so the FWE correction cannot be computed, but must
be estimated. Let p̃est (P) be a estimate of the FWE correction, such that for each p
and for all P; p̃est (P)¿p̃. Let p̂ =sup{p: p̃est 6 }. The MCP based on p̃est is: reject
Hi0 if pi 6p̂ . This MCP is more conservative than the generic MCP with FWE = ,
thus o ers FWE control.
Again, the concept of p-value correction can be extended to FDR control. Let

V (p)=R(p) if R(p) ¿ 0;
Q(p) =
0
otherwise:
The FDR correction of p; Qe (p) is de ned:
Qe (p) = EP Q(p):

(5)

For a given p-value p; Qe (p) is a function of (S(p); V (p)). Unlike the FWE
p-value correction Qe (p) is not necessarily increasing in p, although it always satis es
Qe (0) = 0 and Qe (1) = m0 =m. Under the complete null hypothesis Qe (p) equals the
FWE correction p̃.
Using De nition 2.2 the MCPs which are de ned in terms of critical values, can
be rephrased into a p-value adjustment. As shown, if conservative estimators of the
p-value correction are available, a new FWE controlling MCP can be de ned based
on the set of estimates. Westfall and Young’s single-step MCP, which is called a
“resampling-based p-value adjustment” is an example of such a procedure. This scheme
is discussed in the next section, where it is shown that Westfall and Young’s p-value
adjustment is a conservative estimator of the FWE correction, and therefore their MCP
controls the FWE.
Following the example of Westfall and Young we wish to introduce the resampling
approach to the new problem of FDR control. We present a new class of MCPs based
on conservative estimators of the FDR correction called FDR local estimators. Two
resampling based local estimators are presented, which are conservative and retain
good power when true null hypotheses are highly correlated. These two are compared
to a local estimator based on the BH MCP which is easy to compute but can be
downward biased if s(p) = 0 and overly conservative if the test statistics corresponding
to the set of true null hypotheses are highly correlated.

D. Yekutieli, Y. Benjamini / Journal of Statistical Planning and Inference 82 (1999) 171–196 177

3. p-value resampling
The construction of powerful MCPs requires knowledge of the distribution of P0 .
p-value resampling is a method to approximate the distribution of P0 using data gathered in a single experiment. Since the number and identity of the true null hypotheses
is not known, p-value resampling is conducted under the complete null hypothesis, i.e.
under the assumption that all the hypotheses are in fact true.
The basic setup for p-value resampling: Let Y denote a data set gathered to test an
ensemble of hypotheses.
1. Compute p = P(Y).
2. Model the data according to the complete null hypothesis, with a systematic and a
random component, Y = Y(CY ; Y ).
3. Estimate the distribution of the random component Y .
∗
, with replacement, from
4. Simulate the random component Y , by drawing sample Y
the empirical distribution estimated in step 3.
∗
).
5. Construct a simulated data set Y∗ = Y(CY ; Y
∗
∗
6. Compute p = P(Y ).
7. Repeat steps 4 – 6 to get large samples from the simulated distribution P ∗ .
The resampling procedure makes use of these simulated sets of p-values. For the
sake of the theoretical discussion we shall further denote the two components of
P ∗ = (P0∗ ; P1∗ ), according to the subsets of true and non-true null hypotheses. Since
resampling is conducted under the complete null hypotheses the distribution of the
resample-based p-value vector corresponding to non-true null hypotheses P1∗ is di erent from its real distribution P1 . The marginal distribution of all Pi∗ is U[0; 1] as is
the marginal distribution of all P0i . The property we seek is that the joint distributions
of P0∗ and P0 are identical. This property called subset pivotality is achieved if the
distribution of P0 is una ected by the truth or falsehood of the remaining null hypotheses. Like the assumption of independence it is mostly a property of the design, and is
dicult to assess from the data at hand. The formal de nition is given in Westfall and
Young (1993, p. 42).
De nition 3.1. The distribution of P has the subset pivotality property if the joint
T
distribution of the sub-vector {Pi ; i ∈ K} is identical under the restriction i∈K H0i
and H0C , for all subsets K of true null hypotheses.
Note that resampling involves sampling empirical distributions, thus subset pivotality
can only be achieved asymptotically as sample size of the original data approaches
in nity; nevertheless throughout this work we assume subset pivotality exists.
In order to derive the theoretical FDR properties of the resampling MCP we shall
make use of the additional condition that S(p) and V (p) are independent, which in turn
follows if P0 and P1 are assumed to be independent for any combination of true and
false hypotheses. The conditions of subset pivotality and independence are di erent:
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Usually independence of P0 and P1 implies subset pivotality, while the correlation
map below is an opposite example where subset pivotality holds yet independence
does not. It should be emphasized that the independence condition does not require the
independence within P0 or P1 .
∗
∗
6p}; V1∗ (p) = #{i | P1i
6p}. Since the identity
For each p, denote, V0∗ (p) = #{i | P0i
of the true null hypotheses is not known the only observable variable is R∗ (p) =
V0∗ (p)+V1∗ (p). The resample-based FWE single-step adjustment (Westfall and Young,
1993) can be viewed as an estimator of the FWE correction, computed by substituting
P0 in De nition 2.4 by P ∗ .
p̃WF = Pr∗ {min P ∗ 6p}:

(6)

P

Assuming subset pivotality, the resampling-based FWE p-value adjustment de ned in
De nition 2.4 is greater than the FWE p-value correction:
Pr{min P0 6p}6Pr{min P0∗ 6p ∨ min P1∗ 6p} = Pr{min P ∗ 6p}:
4. FDR local estimators
FDR local estimators are estimators of the FDR correction. The rst is based on
the FDR controlling MCP in Benjamini and Hochberg (1995). The BH FDR local
estimator is de ned as

m · p=r(p) if r(p)¿1;
BH
(7)
Qest (p) =
0
otherwise:
Let R−1 (p) denote the reciprocal of R(p), taking the value 0 if R(p) is 0. The expected
value of the BH local estimator is then m · p · ER−1 (p) hence greater than EV (p) ·
ER−1 (p), the FDR correction is E(V (p) · R−1 (p)) therefore the bias of the BH local
estimator as an estimator of the FDR correction is greater than −Cov(V (p); R−1 (p)).
In general, V (p) and R(p) are positively correlated, making V (p) and R−1 (p) negBH
atively correlated and Qest
(p) an upward biased estimator of Qe (p). But note that if
−1
R(p) equals 0 both R (p) and V (p) equal their minimal value 0, thus if R(p) is
stochastically small (for example extremely small p), R−1 (p) and V (p) might become
positively correlated.
Let us now examine the BH FDR local estimator when the test statistics corresponding to the true null hypotheses are highly correlated. The most extreme case is
the design of Example 2.1, the distribution of V (p) and S(p) are independent and all
true null hypotheses are equivalent, furthermore let us assume that S(p) has a single
value.
Example 4.1.
V (p) =



0
m0

with probability 1 − p
with probability p

and

S(p) ≡ s(p):
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If s(p) = 0; Qe (p) = p, while the BH FDR estimator
BH
Qest
(p) = mp2 =m0 = p2 (1 + m0 =m1 ):

If s(p) ¿ 0; Qe (p) = m0 p=(m0 + s), and
mp
mp
mp
BH
+p
¿
:
(p) = (1 − p)
Qest
s
m0 + s m0 + s
BH
And moreover for small p; Qest
(p) ≈ mp=s.

While total dependence is seldom encountered, it is apparent that if P0 is highly
BH
intercorrelated, Qest
(p) might become either downward biased or grossly upward
biased, depending on an unobservable random variable S(p).
4.1. Resampling-based FDR local estimators
Using the resampling approach for FDR estimates introduces a new complexity since
the estimated correction directly depends on the distribution of P1 through S(p). To
solve the problem the conditional FDR correction given S(p) = s(p), is estimated
instead of the FDR correction. The conditional FDR p-value correction denoted QV |s (p),
is de ned as
QV |s (p) = EV (p)|S(p)=s(p) Q(p):

(8)

Resampling-based estimators mimic expression (8), the expectation is computed using
the resample-based distribution R∗ instead of the V |s, and s(p), the conditioned upon
realization of S(p), is replaced by an estimate ŝ(p) based on r(p),
R∗
:
R∗ + ŝ
Independence of V (p) and S(p) is needed because p-value resampling approximates
the marginal distribution of V (p), but not the conditional distribution of V (p) given
S(p) = s(p). Under independence of the two the conditional and marginal distributions
of V (p) are identical.
Two resampling-based estimators are introduced di ering in their treatment of s(p):
point estimator and an upper limit. Obviously, in order to be conservative, we seek a
downward biased estimator of s(p).
The rst estimator is r(p) − mp, which is obviously downward biased given S(p) =
s(p),
Q̂V = ER∗

E{r(p) − mp}6s(p) + Ev(p) − m0 p = s(p):
We further need r ∗ (p), the 1 − quantile of R∗ (p) (we use = 0:05 in the simulations and in the correlation map example). Using the estimator of s(p) we de ne the
resampling-based FDR local estimator,
(
R∗ (p)
if r(p) − r ∗ (p)¿p · m;
ER∗ R∗ (p)+r(p)−p·m
∗
(9)
Q (p) =
otherwise:
Pr R∗ {R∗ (p)¿1}
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The second estimator is r(p) − r ∗ (p), assuming subset pivotality conditioning on
S(p) = s(p):
Pr{r(p) − r ∗ (p)6s(p)} = Pr{V (p)6r ∗ (p)}6Pr{R∗ (p)6r ∗ (p)}¿1 − :
The resampling-based 1 − FDR upper limit is de ned as
(
R∗ (x)
if r(x) − r ∗ (x) ¿ 0;
ER∗ R∗ (x)+r(x)−r
∗ (x)
∗
Q (p) = sup
x∈[0;p]
otherwise:
Pr R∗ {R∗ (x)¿1}

(10)

The condition in the de nition of each of the FDR estimators is aimed towards the
complete null hypotheses, in which S ≡ 0 and both resample-based FDR estimators
should equal the resample-based single-step FWE p-value adjustment.
For small the 1 − quantile of the distribution of R∗ , r ∗ (p), is generally greater
than its expectation m·p, so the resampling-based upper limit usually exceeds the point
estimator.
The following propositions discuss some of the properties of these estimators and
corrections. Throughout this discussion it is assumed that the distributions of S(p) and
V (p) are independent, and subset pivotality exists. Proofs of the propositions are given
in the appendix.
Proposition 4.2. If the distribution of V (p) and S(p) are independent; then conditioning on S(p) = s(p); Q∗ (p) exceeds QV |s (p) with probability 1 − .
Since Q∗ (p) is positive and V (p) and S(p) are independent, for all values of
s(p); EV |s Q∗ (p)¿(1 − ) · QV |s (p), and therefore,
EV;S Q∗ (p)¿(1 − ) · Qe (p):
Proposition 4.3. If the distribution of V (p) and S(p) are independent and s(p)
satis es; s(p)¿p · m; then EV (p)|S(p)=s(p) Q∗ (p)¿QV |s (p).
Note that the condition of the proposition is on s(p), an unobservable random variable. If the condition is not met, i.e. s(p) ¡ m · p; then
Proposition 4.4. If the distribution of S(p) and V (p) are independent; and s(p) ¡
p·m; then conditioning on S(p)=s(p); Q∗ (p) exceeds QV |s (p) with probability 1− .
As was shown for Q∗ ; for all values of s(p); EV Q∗ (p)¿(1 − ) · QV |s , thus
EV;S Q∗ (p)¿(1 − ) · Qe (p):
Proposition 4.5. Under the complete null hypothesis;

=Qe (p)
with probability ¿1 − ;
Q∗ (p); Q∗ (p)
¡ Qe (p) with probability ¡ :
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p-value resampling is executed assuming all the hypotheses are true null hypotheses,
thus the greater the proportion of false null hypotheses the more R∗ (p) will exceed
V (p). As a result, as m1 increases the resample-based estimates increase relative to the
conditional correction. It seems that the most favorable situation for a given m0 and
m1 , is if the P1i ’s are highly correlated and least favorable if the P1i ’s are independent,
as the following example shows.
Assuming total dependence of all P0i ’s and P1i ’s respectively, while P0 and P1 are
independent, then the distribution of R∗ (p) is,

0
with probability (1 − p)2



m0 with probability p(1 − p)
R∗ (p) =

m
with probability p(1 − p)

 1
m
with probability p2
Assuming ŝ(p) ≡ s(p);
Q̂V = p(1 − p)

m1
m0
m
+ p(1 − p)
+ p2
≈p
m0 + s
m1 + s
m+s



m1
m0
+
m0 + s m1 + s


:

Recall that the conditional correction in this case is m0 p=(m0 + s) and the BH estimate
is mp=s.
Resampling-based FDR estimators are conservative estimators of the conditional FDR
correction. Their upward bias decreases as the proportion of true null hypotheses increases, and as the distribution of P0 is more positively correlated. Under the complete
null hypotheses, they equal the FDR correction with probability 1 − .
5. Use of local estimates in multiple-hypotheses testing
With an eye towards the user we now outline the multiple testing procedure.
1. Construct a p-value resampling scheme as described in Section 3.
2. Choose the set of p-values for inquiry. If the purpose is testing, it is enough to
consider the set of observed p-values p. Drawing the FDR local estimates plot, described at the end of this section, might require computing the FDR local estimators
on a grid of p-values.
3. For each p-value p, in the set of p-values speci ed in step 2, compute the resample
based distribution R∗ (p), using the vectors of resample based p-values P ∗ , generated
by the resampling scheme.
4. Find r ∗ (p), the 1 − quantile of R∗ (p)
5. Using the distribution approximated in step 3, compute either resample based local
estimators, which are the resample means of expressions (9) or (10).
6. Let Q̂ denote the FDR local estimator computed. Find,
kq = max{Q̂(p(k) )6q};
k

0
0
the size q MCP based on the FDR local estimator is: reject H(1)
; : : : ; H(k
.
q)
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If the local estimator is computed for the purpose of drawing a local estimates plot,
simply plot it alongside other FDR local estimators.
Let us now detail the diculties, and the properties of the proposed procedure.
Recall that FDR local estimators are functions of r(p), conditioning on S(p) = s(p)
FDR local estimators are functions of v(p). If the experiment is repeated the cuto
p-value for rejection would be di erent. The FDR of this MCP is EP Q(p(kq ) (P)). Note
that MCPs based on FDR local estimators are de ned in the same manner as MCPs
based on p-value adjustments are de ned, but because unlike MCPs based on p-value
adjustments the resample based MCPs are not equivalent to FDR controlling MCPs
they do not necessarily o er FDR control. Let pq satisfy, pq = sup{p | QV |s (p)6q}.
Recall that QV |s (p) is a function of P1 , thus pq is a function of P1 . The FDR of
this MCP is
EP Q(pq (P1 )) = EP1 EP0 |P1 Q(pq (P1 )) = EP1 QV |s (pq )6EP1 q6q:
As discussed in Section 3 given a conservative FWE local estimator, the MCP based
on the local estimator controls the FWE. This cannot be applied to FDR control because the FDR local estimators are not uniformally conservative but are conservative
in expectation or in probability. Thus, the resulting q sized MCP is not necessarily
more conservative than the q sized generic MCP. The following example shows that
a MCP can be more conservative than a generic MCP yet have greater FDR. This is
possible because, unlike V (p); Q(p) is not increasing in p.
Example 5.1. Two hypotheses are tested, a true null and a false null hypotheses. For
each p ∈ [0; 1] the p-value correction is
Qe (p) = 1 · Pr{P0 6p; P1 ¿ p} + 0:5 · Pr{P0 6p; P1 6p}:
Let Q̂ denote the FDR local estimator:

Qe (p); p6p0 ;
Q̂(p) =
1
p ¿ p0 :
Notice that Q̂(p) is a conservative local estimator. The FDR of the generic MCP is
by de nition Qe (p), the MCP based on Q̂ is equivalent to the generic MCP with one
exception: if p0 ¡ p1 6p the generic MCP rejects both null hypotheses, but the Q̂
MCP will only reject the true null hypothesis. Hence the FDR of this MCP is
Qe (p) + 0:5 · Pr{P0 6P1 6p}:
Note that in the example a distinction is made between the true and false null
hypotheses, and the MCP is designed to produce the maximal FDR. Though Q(p) is
not increasing in many examples its expectation Qe (p) is increasing. Thus in general
a more conservative MCP will have less FDR.
According to the following proposition the MCP based on the upper limit FDR
estimator is with probability 1 − more conservative than the MCP based on the FDR
conditional correction.
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Proposition 5.2. Denote; pqul = sup{p | Q∗ (p)6q}; pq = sup{p | QV |s (p)6q}. If the
distribution of S(p) and V (p) are independent then Pr{pqul ¿ pq }6 .
In the simulation study it is shown that the MCP based on the BH local estimator
controls the FDR, and in situations other than the complete null hypothesis, the MCPs
based on either of the resampling-based FDR local estimators o er FDR control. Under the complete null hypothesis the FDR slightly exceed the required level. This is
consistent with Proposition 4.5, which states that under the complete null hypotheses,
Q∗ (p) and Q∗ (p) equal Qe (p) with probability ¿1 − , but their expected value is
less than the FDR correction, and note also that:
Proposition 5.3. Under the complete null hypothesis the MCP based on Q∗ (p) o ers
+ q FWE control.
The problem with MCPs based on FDR local estimates is a selection bias. Note
that the criterion for choosing the cuto point is similar to nding the minima of
the FDR estimates. Local FDR control is shown for any given p-value, but given
the selection process the local FDR estimator at the rejection p-value is downward
biased, and may not retain the property of local FDR control. The MCP which uses
the resample-based FDR upper limit is less a ected by this bias, because its critical
value is with probability 1 − less than the critical value of the MCP based on the
conditional FDR correction. Because of this we should not discard procedurewise FDR
control as the legitimate goal for an MCP.
5.1. Local estimates plot
The ability to compute conservative estimates of the FDR correction, shifts the emphasis from the properties of the MCP to the property of a speci c cuto decision.
This allows the inspection of the implication of the choice of critical value to be made
on the error committed. This is best accomplished for all potential decision using the
local estimates plot.
The local estimates plot is a multivariate plot of both FDR and FWE local estimates,
which presents a complete picture of the expected type-1 error for each value of p.
Thus a testing procedure suited to the needs and limitations of the practitioner can then
be constructed. An example of use of the local estimates plot is made in the correlation
map example where the plot will be described in detail.
6. Applying MCPs to correlation maps
6.1. The problem
The Israeli Meteorological Service has routinely issued seasonal forecasts of precipitation since 1983. These forecasts were constructed by the Seasonal Forecast Research
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Group, see Manes et al. (1994). The successful forecasting e ort had always involved
modeling the association between anomalies in the pressure eld over the northern
hemisphere and precipitation in Israel.
Within the ongoing forecasting e ort, models and methods are ever changing. Recently interest grew in the forecasting of precipitation in individual months. The study
reported here is a part of this e ort.
The data consist of mean January pressure measured in 1977 points in the northern
hemisphere over 39 years from 1950 until 1988, and January precipitation in Israel during that period the correlation is evaluated between each of the 1977 pressure vectors
(geopotential height at 500 mb.) and the square root of the precipitation vector. The
set of geographic laid correlation coecients is referred to as the “correlation map”.
Previously, the analysis of this map involved only their graphical inspection with the
aid of isocorrelation lines, and de nition of “correlation centers”. The con guration,
magnitude, and orientation, of the correlation centers, provide synopticians with the insight needed to construct forecasting schemes. It is suspected that some of the structure
on the correlation map is the result of noise. We can try to identify the true signal
through testing. For each point i, the Pearson correlation coecient, ri , is a statistic to
test:
• H0i : Z500 at point i is uncorrelated to the precipitation.
• H1i : Z500 at point i is correlated to the precipitation.
Testing 1977 hypotheses simultaneously produces a serious multiple hypotheses testing problem. Ignoring this problem and conducting each test at level 0:05 would produce approximately 100 locations with apparent a ect on the precipitation in Israel
even if no such relationship exists.
MCPs based on four types of p-value adjustments were used: Westfall and Young’s
single-step p-value adjustment (WY), BH FDR p-value adjustment (BH), the
resampling-based FDR point estimator (RES) and the resampling-based FDR upper
limit (UP-RES). The four MCPs were applied twice, with signi cance levels 0:05 and
0:10. Further analysis was conducted using the newly suggested local estimates plot.
6.1.1. Resampling scheme
Resampling was conducted under the complete null hypothesis, i.e., pressure eld
is uncorrelated to precipitation in Israel. The pressure eld was kept constant over the
∗
was sampled with replacement from the origresampling, the precipitation vector yprec
inal precipitation vector. The set of p-values p∗ corresponding to the 1977 correlation
∗
is a realization of P ∗ .
coecients between each of the 1977 pressure vectors and yprec
The analysis is done while conditioning on the entire pressure matrix. Although
conditional inference can yield largely di erent results than the unconditional one (see
Benjamini and Fuchs, 1990), we settled for the conditional inference since the computational e ort is considerably smaller. According to a simulation conducted to examine
the validity of the conditional inference in this case, conditional inference is similar to
the unconditional inference.
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6.2. Results
Fig. 1 is the local estimates plot of the 60 most signi cant p-values. The critical
value of r and the number of rejections are listed in Table 1.
All MCPs discover that pressure in grid points near Israel a ect precipitation in
Israel. Of the 0:05 MCPs only the RES MCP points at an additional correlation region
located near Hawaii. Of the 0:1 MCPs the RES, UP-RES and BH MCPs discover
the correlation region above Hawaii, but the RES MCP identi es yet an additional
correlation center located in northern Italy, as can be seen in Fig. 2 (see Yekutieli
(1996) for more details on the example).

Fig. 1. The X -coordinate is the absolute value of the correlation coecient. Ordinates are the four p-value
estimates, Westfall–Young’s (p̃WF ), resampling-based estimate (Q∗ ), resampling-based 1 – 0.05 upper limit
∗ ) and Benjamini–Hochberg’s FDR estimate (Q BH ). The + signs are (x = |r |; y = 0:05 ∨ 0:1).
(Q0:05
(k)
est
Table 1
MCP

0:05 level

0:1 level

r

#

r

#

WY
BH
UP-RES
RES

0.573
0.562
0.537
0.516

9
12
16
22

0.562
0.502
0.503
0.457

12
28
28
53
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Fig. 2. Location of 60 grid point with maximal |r|: plus sign: |r|¿0:524; star: 0:524 ¿ |r|¿0:5; circle:
0:5 ¿ |r|¿0:457; cross: 0:457 ¿ |r|¿0:448:

The correlation map can also be e ectively analyzed using the local estimates plot.
The local estimate plot is a scatter plot of the type-I local estimates versus the
p-value (or an increasing function of the p-value). In this example, the X -axis of the
plot is the absolute value of the correlation coecient, |r|. The MCP based on the
FDR local estimate can be constructed by adding the line, y = q. The maximal p at
which this line crosses the FDR local estimate is p̂q . But the best use of the local
estimates plot is as a graphical diagnostics tool.
All local estimates (either FDR or FWE estimates) are on a single scale, the FWE or
FDR of the generic MCP. This enables comparison between local estimates for di erent
values of p, or computed using di erent techniques of estimation. Selection bias a
problem of FDR local estimators can be overcome by comparing the resample-based
FDR local estimate and upper limit.
The local estimates plot allows the practitioner to decide which hypotheses to reject
on a scale relevant to the correlation map setting, in this case the absolute value of
the correlation coecient, while warning him of errors in terms of FDR and FWE. If
for example the practitioner decides to reject any hypotheses with |r| greater than 0:5,
according to Fig. 1, 28 hypotheses would be rejected, the error in terms of FDR would
be approximately 0:05 (RES at 0:5) and at most 0:08 (UP-RES at 0:5), the error in
terms of FWE 0:22 (WY at 0:5).
Back to the original purpose it makes sense to combine the pressures in each of the
clusters to a single variable, resulting in 2–3 potentially useful variables to join other
available forecasting variables in developing the forecasting model.
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7. Simulation study
In the previous sections we showed that FDR local estimates are conservative estimators of the FDR correction if the vectors of p-value corresponding to true and
non-true null hypotheses are independent. In order to show that the MCPs based on
the FDR local estimates control the FDR, we revert to a simulation study.
The performance of the three MCPs is compared in terms of FDR control and
power. They are also compared to a fourth MCP based on the FDR p-value correction
Qe (REAL), which can be computed in a simulation study, but obviously cannot be
computed when facing a real problem.
The simulation study comprises of two sets of simulations, one in which the ratios
of true to false hypotheses varied, and a second set of simulations focusing on the
complete null hypothesis.
The performance of the procedures was studied in the following normal shift problem, Y ∼ N(; ), test H0i : i =0 vs. H1i : i ¡ 0. Each test statistic of Hj is the mean
 y ·j ). The number
of n=40 observations y ·j , and so the p-value is, pi =Pr Y ∼N(0;1=n) (Y6
of hypotheses m was xed at 40, while ve di erent values of m0 were used: 0, 20, 30,
√
35, and 40. The m1 = 40 − m0 false hypotheses are set at j = −(d + j=m1 )= n, where
16j6m1 . The shift d parameter controls the distance between the true and non-true
null hypotheses, d = 0; 1; 2. For all i Var Yi = 1. Cov(Yi ; Yj ) = 0 for 16i6m0 ¡ j6m.
Cov(Yi ; Yj ) = 0:5 for m0 ¡ i ¡ j6m. Cov(Yi ; Yj ) = 0 for 16i ¡ j6m0 . Three values
of 0 are used: 0, 0.5, 0.941.
Each sample is followed by resamplings and a computational tradeo has to be
made between the number of samples drawn for the simulation and the number of
resamplings from each sample.
In the rst set of simulations where the proportion of false hypotheses varied, the
number of samplings was 200. In the second set of simulations, each simulation consisted of a 1000 samplings. The increased precision, resulting from the larger sample
size in the second set of simulations, was needed as estimated FDR was close to the
desired level.
Resampling scheme is done as following, let i ∗ = {i1∗ ; : : : ; im∗ } denote a sample with
replacement from {1; : : : ; m}. Compute,
y ∗·j =

Pn

∗
k=1 yik ; j
;
n

sP
s·j∗ =

n
∗
k=1 (yik ; j

− y ∗·; j )2
:
n−1

√
The statistic is, tj∗ =(y ∗·j − y ·; j )=s·j∗ = n, the p-value, pj∗ =Pr T∼tn−1 (T6tj∗ ) suggested by
Westfall and Young (1993). The number of resamplings in the rst set of simulations
was varied according to 0 : for 0 = 0 400 resamplings, for 0 = 0:5; 600 resamplings,
and for 0 = 0:941; 800 resamplings. In the second set of simulations the number of
resamplings was 1000.
Finally in order to apply the REAL MCP, Qe , has to be computed. A set of 4000
samplings was conducted in order to estimate Qe (p).
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7.1. Computations
The four MCPs were applied at two levels, 0.05 and 0.1. For each sample, each
MCP M and two levels of FDR control, sM and vM were computed. The power of
an MCP can be described by the simulation mean of sM . The FDR QM;q , of an MCP
is the simulation mean of
(
vM
if vM ¿1;
q M = vM + s M
0
if vM = 0:
In addition the standard error of both the power and FDR are computed. FDR control
can also be shown if the FDR of an MCP is less than the FDR of the REAL MCP.
For that purpose the standard error of the di erence in FDR is computed.
7.2. FDR control
The primary goal of the simulation study was to determine whether the suggested
MCPs o er FDR control.
Fig. 3 is a graphical presentation of the simulation-based FDR values of the four
MCPs (at level q = 0:05).
In all the plots Q is approximately q. As the percentage of null hypotheses increases
FDR values of the BH RES and UP-RES MCPs approach q. For 87.5% and 100% true
null hypotheses (rows 3 & 4), C and B exceed q, but by less than a standard error.
The second set of simulations, mentioned before, was conducted to investigate FDR
control under the complete null hypothesis. It consisted of three simulations, all under
the complete null hypothesis. In each simulation sampling and resampling number was
set to 1000. 0 was set to 0, 0.5 and 0.941. Fig. 4 is a graphical summary of the
results. From Fig. 4 it seems that under the complete null hypotheses the FDR of the
RES MCP exceeds q. In the q = 0:05 MCP the FDR of the RES MCP is ≈ 0:06. In
the q = 0:1 MCP for 0 = 0 the FDR is 0.12, but for 0 = 0:5 and 0.941 the FDR is
slightly less than 0.1. When compared to the REAL MCP, the FDR of the RES MCP
exceeds the FDR of the REAL MCP three out of six times by ≈ 0:01. The FDR of
the UP-RES MCP exceeds q four out of six times but seem to be less than the FDR
of the REAL MCP. We suspect that if sample size was still larger it might have been
discovered that the FDR of the UP-RES MCP also exceeds q.
All three MCPs seem to control the FDR when true null hypotheses percentage is
less than 100%. Under the complete null hypothesis, the FDR of the RES MCP seems
to exceed q by 0.01, the FDR of the UP-RES MCP might also be greater than q, this
is also consistent with Proposition 4.5.
7.3. Power of MCPs
S, the number of non-true null hypotheses rejected, is a measure of the power of a
MCP.

Fig. 3. It consists of 13 subplots and presents the results of the simulations in which the percentage of true null hypotheses was greater than 0.
Simulations in each column of plots have the same deviation parameter d, and in each row have the same percentage of true null hypotheses. The
simulations within each plot are for the three values of 0 . The letters drawn in each subplot are the computed FDR values: Q-the REAL MCP,
R-RES MCP, B-BH MCP and C-UP-RES MCP. The two horizontal lines above and below a letter, are estimates of the simulation standard
error. The horizontal line is drawn at FDR = 0:05.
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Fig. 4. In the rst row of plots the FDR of the 4 MCPs are drawn, the second row is the FDR of the RES
BH and con MCPs subtracted by the FDR of the real MCP. In the rst column q = 0:05, in the second
column q = 0:1. In each of the plots, the right sub-plot 0 = 0, in the middle sub-plot 0 = 0:5 and in the
left sub-plot 0 = 0:941:

Fig. 5 is a graphical summary of the average S values computed in the simulations
for q = 0:05 MCPs.
Obviously, the eciency as measured by the average proportion of hypotheses correctly rejected increases as the deviation parameter increases. As percentage of true
null hypotheses increases eciency of all MCPs decreases. The reason for this is that
as number of true null hypotheses increases, risk of rejecting true null hypotheses increases thus the p-value adjustment is greater and as a result if a constant FDR rate
is maintained the power decreases.
As the percentage of true null hypotheses increases the power of the RES BH and
UP-RES MCPs increases relative to the power of the REAL MCP. When computing
the Qe , the basis for the REAL MCP, the number of true null hypotheses m0 is known.
But when computing Q∗ , Q∗ and QBH it is assumed that all hypotheses are true null
hypotheses. In the BH MCP this means replacing m0 by m. In the RES and UP-RES
MCPs, R∗ (p) is generated instead of V0∗ (p). As the percentage of true null hypotheses increases m0 approaches m, and the distribution of R∗ (p) approaches distribution
of V (p), so the RES BH and UP-RES MCPs perform better relative to the REAL
MCP. As X -correlation increases the eciency of the REAL, RES and UP-RES MCPs
increases.
For percentages of true null hypotheses greater than 50%, deviation parameters 0
and sometimes 1, X -correlation 0.5 but especially 0, the RES MCP is more powerful
than the REAL MCP. It was shown that in general if m0 ¡ m then Qe (p)6EP Q∗ (p),
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Fig. 5. Consists of 5 plots, a plot for each percentage of true null hypotheses. Each plot is made of sub-plots
for each value of 0 . The set of letters connected by a line are the proportion of rejected non-true null
hypotheses (s=m1 ) by each MCP. In the upper set the deviation parameter is 2, in the middle set 1 and
then 0.

thus the REAL MCP should be more powerful than the RES and MCP. Yet in cases
in which the REAL MCP is weak, the RES MCP seems to be more powerful. A
possible explanation is this: as s(p) increase QV |s decreases, allowing a MCP based
on the conditional FDR correction to reject more false hypotheses than the REAL
MCP. In situations in which the REAL MCP lacks power only hypotheses with very
small p-values are rejected thus the values of V (p) used in the testing are small.
Under such conditions the value of S(p) has a substantial a ect on the conditional
FDR correction, and its deviation from Qe (p). Recall that the resampling-based estimators estimate the conditional FDR correction. Therefore under such conditions
similarity to the conditional MCP overcomes the inherent inferiority due to resampling the entire set of variables and the RES MCP is more powerful than the
REAL MCP.
Fig. 6 shows a power comparison between the RES and BH MCPs. The RES MCP
is uniformly superior to the BH MCP, especially for small deviation values and large
0 . Relative eciency of RES MCP increases as the deviation parameter decreases,
percentage of true null hypotheses and X -correlation increases.

Fig. 6. The height of each bar is the S of the RES MCP divided by the S of the BH MCP. The columns in each gure are
arranged according to the percentage of true null hypotheses, rows according to the deviation parameter. Each plot is a bar plot
consisting of three pairs of bars, a pair for each value of 0 . In each pair of bars the right bar corresponds to the q = 0:1 MCP
the left bar to the q = 0:05 MCP.
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8. Proofs of propositions
Proof of Proposition 4.2. As de ned, Q∗ (p)¿ER∗ R∗ (p)=(R∗ (p) + r(p) − r ∗ (p)).
Therefore,
)
(
R∗
V
∗
¿EV
Pr{Q (p)¿QV (p)}¿Pr ER∗ ∗
R + r − r∗
V +s
(Assuming subset pivotality distribution of V (p) and V0∗ (p) are identical)
(
)
V0∗
V0∗
¿Pr EV0∗ ∗
¿EV0∗ ∗
V0 + r − r ∗
V0 + s
¿Pr{r − r ∗ 6s} = Pr{s + v − r ∗ 6s}
=Pr{v6r ∗ } = Pr{V0∗ 6r ∗ }
¿Pr{R∗ (p)6r ∗ (p)}¿1 − :
Proof of Proposition 4.3. If S(p) and V (p) are independent, the distribution of
V (p) | S(p) = s(p) and V (p) are identical and assuming subset pivotality, the distribution of V0∗ (p) and V (p) are identical thus


V (p)
V0∗ (p)
QV |s (p) = EV (p)
= EV (p) ER∗ (p)
:
s(p) + V0 (p)
s(p) + V0∗ (p)
Recall that Q∗ (p) is de ned as

R∗ (p)
E ∗
R
∗
∗
Q (p) =
R (p) + r(p) − p · m
 Pr ∗ {R∗ (p)¿1}
R

if r(p) − r ∗ (p)¿m · p;
otherwise:

If s(p)¿pm; then r(p) = s(p) + v(p)¿p · m, and since R∗ (p)¿V0∗ (p);
Q∗ (p)¿ER∗ (p)

R∗ (p)
V0∗ (p)
∗ (p)
¿E
:
R
R∗ (p) + r(p) − p · m
V0∗ (p) + r(p) − p · m

In expectation on the distribution of V (p),


V0∗ (p)
:
EV (p) Q∗ (p)¿EV (p) ER∗ (p) ∗
V0 (p) + V (p) + s(p) − p · m
Thus to prove the proposition it is sucient to show that (dropping the “p”)


V0∗
V0∗
−
¿0:
EV ER∗
V0∗ + V + s − p · m s + V0∗



V0∗
V0∗
−
V0∗ + V + s − p · m s + V0∗

 ∗
sV0 + (V0∗ )2 − (V0∗ )2 − VV0∗ − sV0∗ + pmV0∗
=EV ER∗
(V0∗ + V + s − pm)(s + V0∗ )


V0∗ (pm − V )
=EV ER∗
(s + V0∗ )(s + V + V0∗ − p · m)

EV ER∗
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=EV (pm − V )ER∗

V0∗
(s + V0∗ )(s + V + V0∗ − p · m)



(denote, Pv = P(V = v); ’(V ) = EV0∗ ;V1∗ V0∗ =(s + V0∗ )(s + V + V0∗ − p · m); since s¿p · m’
is positive)
=EV (p · m − V )’(V ) =

m0
X

(p · m − v)Pv ’(v)

v=0
[p·m]

X

=

m0
X

(p · m − v)Pv ’(v) +

v=0

(p · m − v)Pv ’(v)

v=[p·m]+1

(because the left summation consists of positive expressions, right summation of negative expressions, and ’(0)¿ · · · ¿’(m0 ))
[p·m]

¿

X

m0
X

(p · m − v)Pv ’([p · m]) +

v=0

(

=’([p · m])

(p · m − v)Pv ’([p · m]):

v=[p·m]+1
m0
X

Pv · p · m −

m0
X

v=0

)

Pv v

= ’([p · m]) · {p · m − EV V }

v=0

=’([p · m]) · p · (m − m0 )¿0:
Proof of Proposition 4.4. If S(p) and V (p) are independent, the distribution of
V (p) | S(p) = s(p) and V (p) are identical; therefore,
Pr {r(p) − r ∗ (p) ¡ p · m} = Pr {V (p) + s(p) − r ∗ (p) ¡ p · m}
V

R|s=s

¿ Pr {V (p) − r ∗ (p)60}
V

= Pr {V (p)6r ∗ (p)}
V

(assuming subset pivotality)
= Pr∗ {V0∗ (p)6r ∗ (p)}¿Pr{R∗ (p)6r ∗ (p)}¿1 − :
R

Recall that Q∗ (p) was de ned as
(
∗

Q (p) =

∗

R (p)
ER∗ R∗ (p)+r(p)−p·m
∗
Pr R∗ {R (p)¿1}

if r(p) − r ∗ (p)¿p · m;
otherwise:

Therefore under the conditions of the proposition, Q∗ (p) = Pr R∗ (R∗ (p)¿1) with probability 1 − . And because, Pr R∗ (p) {R∗ (p)¿1}¿QV (p);
Pr {Q∗ (p)¿QV (p)}¿1 − :

V (p)
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Proof of Proposition 4.5. Under the complete null hypothesis the FWE equals the
FDR and assuming subset pivotality the distribution of R∗ (p) and R(p) are identical,
thus
Pr{r(p) − r ∗ 60} = Pr{R∗ (p)6r ∗ }¿1 −
and
Pr{R∗ (p)¿1} = Qe (p):
To complete the proof recall that, Q∗ (p) and Q∗ (p) equal Pr{R∗ (p)¿1}; if r(p) −
r ∗ ¡ pm and r(p) − r ∗ 60 accordingly.
Proof of Proposition 5.2. As de ned Q∗ (pqul ) and QV |s (pq ) equal q. Since Q∗ (p) is
increasing in p, if pqul ¿ pq then QV |s (pq ) = Q∗ (pqul )¿Q∗ (pq ). Thus, using the result
proven in Proposition 8:4,
Pr{pqul ¿ pq }6Pr{Q∗ (pqul ) ¿ QV |s (pqul )}6 :
Proof of Proposition 5.3. Denote pqul = supp {Q∗ (p)6q}; pqul is a function of P, the
FWE of the MCP based on Q∗ is Pr P {V (pqul (P))¿1}. Denote pq =supp {Pr(V (p)¿1)
6q}, recall that under the complete null hypotheses S ≡ 0, thus the conditional FDR
correction equals the FWE correction, since V (p) is increasing in p; pqul 6pq implies
Pr{V (pqul )¿1}6Pr{V (pq )¿1} = q;
and according to Proposition 7:6,
Pr {pqul (P)¿pq }6
P

therefore,
Pr {V (pqul (P))¿1} = Pr {pqul (P)6pq ∧ pqul (P)¿1}
P

P

+ Pr {pqul (P) ¿ pq ∧ V (pqul (P))¿1}
P

6 Pr {V (pqul )¿1|pqul 6pq } + Pr {pqul (P) ¿ pq }
P

P

6q+ :
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