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ABSTRACT

Next generation sequencing is widely used to link
genetic variants to diseases, and it has massively ac-
celerated the diagnosis and characterization of rare
genetic diseases. After initial bioinformatic data pro-
cessing, the interactive analysis of genome, exome,
and panel sequencing data typically starts from lists
of genetic variants in VCF format. Medical geneti-
cists filter and annotate these lists to identify variants
that may be relevant for the disease under investi-
gation, or to select variants that are reported in a
clinical diagnostics setting. We developed VCF.Filter
to facilitate the search for disease-linked variants,
providing a standalone Java program with a user-
friendly interface for interactive variant filtering and
annotation. VCF.Filter allows the user to define a
broad range of filtering criteria through a graphi-
cal interface. Common workflows such as trio anal-
ysis and cohort-based filtering are pre-configured,
and more complex analyses can be performed us-
ing VCF.Filter’s support for custom annotations and
filtering criteria. All filtering is documented in the
results file, thus providing traceability of the inter-
active variant prioritization. VCF.Filter is an open
source tool that is freely and openly available at
http://vcffilter.rarediseases.at.

INTRODUCTION

Next generation sequencing facilitates the discovery of
disease-linked genetic variants, and it is widely used for ge-
netic diagnostics in routine clinical practice. The variant call
format (VCF) has become the community standard for re-

porting genetic variant data from medical genetics research
and diagnostics (1). VCF files describe each variant as a de-
viation from the indicated reference genome assembly. Stan-
dard columns include the variant’s location in the reference
genome, the bases that deviate from the reference, and the
statistical confidence with which the variant was called. Ad-
ditional annotations can be stored for each variant as key-
value pairs in the INFO column, for example based on pub-
lic databases such as dbSNP (2), ClinVar (3) and ExAC (4),
or calculated using variant annotation tools such as SnpEff
(5), ANNOVAR (6) and MutationTaster (7). Frequently
used custom annotations include variant allele frequencies
in healthy and diseased individuals as well as predictions of
the deleterious impact of genetic variants, which can help
decide whether or not a given variant may be pathogenic
(8).

Medical geneticists use variant annotations to filter and
prioritize the genetic variants observed in a patient, often
taking additional data from other family members and from
relevant cohorts into account. Although VCF files are text
files that can in principle be viewed in a text editor or spread-
sheet software, the VCF format defines a complex header
and an internal data structure that requires dedicated tools
for accurate and efficient variant filtering. Furthermore,
VCF files can be quite large (millions of lines and hundreds
of megabytes per sample when working with whole genome
sequencing data), placing them beyond the limits of cur-
rentspreadsheet software including Microsoft Excel. There
is thus a need for dedicated software tools that assist med-
ical geneticists with VCF filtering and annotation, ideally
under a user-friendly and efficient graphical interface.

We are currently aware of two non-commercial software
tools that specialize on genetic variant filtering and pri-
oritization using custom annotations, namely VCF-Miner
(9) and BrowseVCF (10). Both tools have limitations when
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Figure 1. VCF.Filter overview and workflow for interactive prioritization of genetic variants. VCF.filter takes a VCF file as input, implements several
filtering and analysis methods, and produces a filtered VCF file as output. The user can optionally provide additional input files for customized filtering,
such as lists of genomic regions to include or exclude, and a table of allele frequencies in a reference cohort. VCF.Filter also produces a visualization of
genetic variants using the Hilbert curve and tables of cohort allele frequencies for variant filtering.

working with families or cohorts that comprise a large num-
ber of samples. Additional tools exist for filtering VCF files
based on a pre-defined set of annotations, including GEM-
INI (11), gNOME (12) or BiERapp (13), but these software
packages are less flexible in the filtering rules and prioriti-
zation workflows provided. Finally, multiple command line
tools provide VCF variant filtering (1,11,14–16), which is
useful for automated workflows but less suitable for interac-
tive analysis. A list of free academic software tools for VCF
data filtering as well as some of their commercial alterna-
tives is included in Supplementary Data S1.

We developed VCF.Filter as an easy-to-use, standalone,
graphical software tool that is freely and openly available
under the GNU GPL v3 open source license. VCF.Filter
provides broad support for the VCF format (including the
recently released VCF version 4.2), custom annotations,
large VCF files, and flexible analysis types. VCF.Filter takes
indexed VCF files as input and allows the user to interac-
tively define, run, and save filter chains of any complexity
using default and custom variant annotations. The output
is a customizable list of fields in tab-separated value for-
mat that can be viewed, copied (e.g. to a spreadsheet), or
saved as text files. Results can also be written directly to a
new VCF file. VCF.Filter has been developed in close col-
laboration with medical geneticists and extensively tested.
It is now routinely used for filtering VCF files obtained by
bioinformatic processing pipelines built on the widely used
GATK software (17).

Software input

VCF.Filter is a standalone application written in the Java
programming language. It supports three types of input files
(Figure 1). VCF files are the main input, providing sample-
specific lists of genetic variants that are to be filtered. In ad-
dition, the user can also provide lists of genomic regions
to help with the filtering, for example to focus the analy-
sis on defined candidate genes (in clinical diagnostics), on
homozygous regions (in consanguineous patients), or to ex-
clude regions that are either irrelevant for the specific ques-
tion or prone to false positive variant calls.

VCF.Filter accepts VCF files as indexed, non-indexed,
compressed, and uncompressed files. Indexed and com-
pressed VCF files are the preferred input of VCF.Filter be-
cause of their compactness and efficient computational ac-
cess for filtering. Non-indexed VCF files can be indexed by
VCF.Filter to prepare them for filtering. VCF files can con-
tain a single sample or multiple samples, although single-
sample VCF files are required for pedigree filtering. There
is no size limit on VCF files, and files in the range of several
gigabytes can be processed with VCF.Filter.

Lists of genomic regions can be used for inclusion (pass)
and exclusion (non-pass) filtering. For example, parts of
the genome that are identical by descent are often used in
pedigree filtering of consanguineous families with a reces-
sive mode of inheritance. This approach restricts the search
space to those regions of the genome that most likely con-
tain the disease-causing allele in a homozygous state. Such
regions can be identified using genotyping microarray data
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analyzed with HomozygosityMapper or PLINK (18,19), or
they can be inferred directly from sequencing data (20).
Lists of genes that represent certain pathways or known
disease-causing genes are further examples for using the list
filtering functionality of VCF.Filter. The tool supports re-
gion lists in .bed format and in PLINK’s .hom format (19).

Disease-causing genetic variants tend to be rare in a given
population, and data on population allele frequencies is of-
ten used to exclude genetic variants that are most likely not
disease-causing given large allele frequencies in the general
population. Public resources such as 1000 Genomes (with
2,054 whole genomes) (21,22) and the Exome Aggregation
Consortium (with 60,706 exomes) (23) provide extensive
data on allele frequencies that are publicly available. More-
over, because the distribution of variants differs between
countries and cohorts, it is advantageous to use custom al-
lele frequency data for the studied population in addition
to public databases, in order to discard variants linked to
ethnicity or systematic errors. VCF.Filter can use––and also
help generate––such cohort-specific tables of allele frequen-
cies.

Variant filtering

VCF.Filter allows the user to design arbitrarily complex
filtering rules (‘filter chains’) using a graphical interface
and to apply them to any VCF file. For custom annota-
tions in the VCF file, which can for example include clin-
ical variant annotations or predictions of the deleterious
impact, VCF.Filter interrogates the VCF header lines to
read the ID, the Number, the Type, and the Description
attributes that are reported for each annotation. Based on
these values, VCF.Filter creates a dynamic filtering ele-
ment on the graphical user interface that allows the user
to define filtering rules for each annotation interactively.
From a technical perspective, the Number and the Type at-
tributes enable the Filter instance to apply the correct data
types and operators, and to distinguish reference and al-
ternative alleles. VCF.Filter can handle any combination
of Number and Type attributes (https://samtools.github.io/
hts-specs/VCFv4.2.pdf), thereby supporting complex filter-
ing based on any custom annotations. During the filtering
process, the VCF parser creates an instance of the ‘Vari-
antContext’ class for each line in the VCF file. These in-
stances are passed to the filter chain, and only variants
that pass all filters are reported in the output. Parsing and
manipulation of VCF data by VCF.Filter builds on two
software packages developed by the Broad Institute, ht-
sjdk (https://github.com/samtools/htsjdk) and Picard (http:
//broadinstitute.github.io/picard), which ensures full com-
patibility with variant call data produced by GATK-based
pipelines (17).

The ‘Filter variants’ module is provided on the first tab
of the VCF.Filter interface (Figure 2). Multiple VCF files
can be loaded simultaneously and filtered for genetic vari-
ants that pass the defined filter chain, for example filtering
for chromosome, position, and variant quality. Lists of ge-
nomic regions for inclusion (pass) and exclusion (non-pass)
can be added to the analysis, and a table with cohort allele
frequencies can also be included to filter out common ge-
netic variants. In a typical application, the user loads one

or more VCF files corresponding to patients with a rare ge-
netic disease and then defines filters for tissue-specific ex-
pression patterns, predicted impact of the variant on protein
function, and CADD score. The user also defines an upper
limit on the cohort allele frequencies and perhaps restricts
the results to variants located in regions of homozygosity.
The output of the filtering is shown in the results area of
VCF.Filter, from where it can be copied or saved, or it can
be written directly to a VCF file. The chosen filter settings
are documented in the VCF header to ensure traceability
and reproducibility. If a visual representation of the filter-
ing result is desired, an image of a Hilbert curve (24) can
be generated where the variants are represented as colored
dots organized according to their location in the genome.

The ‘Filter variants’ module is also used to generate ta-
bles of cohort allele frequencies based on a set of VCF files
representing the cohort. Here, all VCF files of the cohort are
loaded, and any desired filter chains are defined. VCF.Filter
then counts the number of occurrences of each variant in
the cohort that passes the filter chain and writes the cohort
allele frequencies to the results area for visualization and
saving.

The family analysis module of VCF.Filter (second tab on
the graphical interface) facilitates variant filtering on pedi-
grees to identify genetic variants that segregate with a dis-
ease according to a defined mode of inheritance. The mod-
ule requires that VCF files of affected and unaffected indi-
viduals are loaded separately. Where possible, parent–child
relationships are defined, and the sex of affected individu-
als is indicated. When data from unaffected family members
are not available, a cohort of healthy individuals may be
used as controls. Filter chains, region inclusion/exclusion
lists, and cohort allele frequencies can be loaded prior to
starting the analysis. VCF.Filter can help select genetic vari-
ants according to the following modes of inheritance: dom-
inant, recessive, compound heterozygous, X-linked, and de
novo variants.

Dominant candidate variants are identified as variants that
are present in all affected individuals in heterozygous or
homozygous state, while being absent from all unaffected
individuals.

Recessive candidate variants are reported when the candi-
date variant is present in homozygous state in all affected
individuals and heterozygous or absent in all unaffected
individuals.

Compound heterozygous candidate variants are reported
when all affected individuals carry two different alleles
mapping to the same gene while this is not the case for
unaffected individuals and neither of the two alleles are in
homozygous state in unaffected parents.

X-linked candidate variants are identified as those variants
that are present in all affected males, heterozygous in their
mothers and absent from all unaffected males.

De novo variants are reported when the child’s genotype is
inconsistent with the genotype of the parents, the variant
is present in all affected individuals, and it is absent from
all unaffected individuals. This variant set tends to include
many sequencing errors and requires particularly careful
filtering.

https://samtools.github.io/hts-specs/VCFv4.2.pdf
https://github.com/samtools/htsjdk
http://broadinstitute.github.io/picard
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Figure 2. Analysis example using the ‘Filter variants’ module of VCF.Filter. Once a VCF file has been loaded into VCF.Filter, the user can interactively
define filtering rules, for example to identify disease-linked variants. Filtering can be based on annotations in the VCF file (e.g. variant type, location, or
variant effect predictions). In addition, the user can upload a table of variant allele frequencies in a suitable reference cohort and filter potentially disease-
linked variants by cohort allele frequencies. Furthermore, lists of genomic regions for inclusion (pass) and exclusion (non-pass) can be configured to restrict
the analysis to certain genomic regions and/or to specifically exclude other regions. This screenshot shows an example with filtering on one standard VCF
field (CHROM) and on three custom VCF annotations. The output is written to the text area in the bottom part of the user interface and can also be saved
to a VCF file.

Unaffected carriers and incomplete penetrance are not
considered in these analyses and will lead to loss of candi-
date variants. Where possible, child genotypes are tested for
compatibility with parent genotypes, and inconsistent vari-
ants will be reported only when they fit the definition of a
de novo variant.

Finally, the variant search module of VCF.Filter (third
tab of the graphical interface) helps the user to find VCF
files carrying a variant of interest, for example to assess
if patients are present in a local cohort that carry a vari-
ant reported in a publication or by a collaborator. To start
a search, all VCF files of the cohort are loaded, and the
variant(s) of interest are provided in ExAC format (e.g. 14-
106203380-C-T) or as a .bed file. When the search is started,
the presence of the variant(s) in each VCF file of the co-
hort is checked with the help of the index file. If a variant is
found, it is reported once for each VCF file it was found in.

Example analysis

To illustrate the analysis modes of VCF.Filter on a concrete
example, we analyzed a whole genome sequenced trio (25)
provided by the Genome in a Bottle Consortium (26). We
chose this generic example for two reasons: first, although
we routinely filter patient data, these data are subject to pri-
vacy restrictions and cannot be shared as raw, personally
identifying, genetic variant information. Second, the whole
genome sequence data reported for this trio illustrate the
capability of VCF.Filter to analyze very large VCF files.

The analyzed trio represents a family of Ashkenazi origin
and the data can be downloaded from ftp://ftp-trace.ncbi.
nlm.nih.gov/giab/ftp/release/AshkenazimTrio/ using the
identifiers HG002 NA24385 son, HG003 NA24149 father
and HG004 NA24143 mother. We used the version 3.3.2
high-confidence SNP, small indel and homozygous refer-
ence calls. For each individual, a compressed indexed VCF
file is provided, which contains 3–4 million variants on
Chromosome 1–22. Variants on sex chromosomes are not
listed. The variants are annotated with 16 different custom
fields pertaining mainly to technical details regarding
the sequencing on different platforms and the number
of datasets that have been used. The full list of URLs
to the data and the annotation fields used are shown in
Supplementary Data S1.

We focused on those variants that have been interro-
gated in depth (platforms > 2, datasets > 4) to minimize
the amount of experimental noise in the data. Filtering
the file HG002 NA24385 son with these criteria returned
3,000,500 genetic variants that were written to an indexed
VCF file in 73 seconds. For a more detailed analysis, we
selected 90,039 filtered genetic variants located on Chro-
mosome 22 (Supplementary Data S1). We then applied
VCF.Filter’s family analysis, pursuing three alternative sce-
narios:

son affected––mother and father unaffected
son and father affected––mother unaffected
son and mother affected––father unaffected

ftp://ftp-trace.ncbi.nlm.nih.gov/giab/ftp/release/AshkenazimTrio/
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Since there is no clinical information, here the term ‘af-
fected’ may refer to some unspecified monogenic phenotype
shared between individuals that is absent from ‘unaffected’
individuals.

The results for the search of recessive, dominant, and de
novo variants of high quality (platforms > 2, datasets > 4)
located on Chromosome 22 are reported in Supplementary
Data S1 (pedigree summary sheet). For each scenario, the
analysis took less than 1 minute to complete on a laptop
computer running Windows 7 Professional SP1 (64 bit) with
four CPUs (Intel Core i7-5600U CPU@2.60Ghz) and 16
gigabytes of RAM.

The results confirmed that different sets of variants are
returned depending on which individuals are defined as
affected. In particular, when both parents are unaffected,
zero dominant variants are found because at least one par-
ent would have to be a carrier (incomplete penetrance is
not considered by VCF.Filter). When one parent is affected
along with the child, significantly fewer recessive variants
are reported because recessive variants are required to be
homozygous for all affected individuals, which is less likely
in two individuals than in one. Finally, the number of de
novo variants is relatively high notwithstanding the high
quality variant calls in this curated dataset, which can be
explained by sequencing errors and other technical issues
related to variant calling. The high number of false posi-
tives could likely be reduced by variant quality score recali-
bration on a large cohort and by using genotype refinement
approaches (27).

The results of all searches are reported in Supplemen-
tary Data S1. The output contains columns provided by
VCF.Filter for all analyses. For convenient comparison of
genotypes between children and parents, the genotypes of
all individuals are reported along with the observed depth
of sequencing coverage. The allele frequency of each genetic
variant in the cohort is also reported where available. Fur-
thermore, VCF.Filter makes it possible for the user to con-
figure hyperlinks that make it easy to look up additional
information for individual genetic variants, using databases
such as dbSNP (2) or ExAC (4). For each configured hyper-
link, an extra column is shown in the output.

DISCUSSION

VCF.Filter was developed in close collaboration with med-
ical geneticists working on rare diseases of the immune sys-
tem. The tool has been used to analyze 300 exomes and 500
gene panels sequenced at CeMM and the Ludwig Boltz-
mann Institute for Rare and Undiagnosed Diseases, and
20 whole genome datasets produced by the Genom Aus-
tria project (http://genomaustria.at/). Pathogenic variants
in several families have been identified with the help of
VCF.Filter and successfully validated, including cases that
had previously gone unsolved using other tools and manual
review.

The envisioned users of VCF.Filter are medical geneti-
cists and biologists who analyze genetic variant data in the
context of biomedical research and clinical diagnostics. Be-
cause VCF.Filter is a standalone tool, there is no upload
of sensitive genetic data to external websites. Furthermore,
VCF.Filter is open source, meaning that the user has full

knowledge and control about the way in which the data are
processed.

VCF.Filter can be customized in a number of ways to pro-
vide flexible support for complex analyses and user-specific
workflows. For example, VCF.Filter permits filtering vari-
ants based on custom annotations, which is a non-trivial
feature because it requires parsing of VCF headers and dy-
namic creation of adequate filtering modules and user inter-
face components. The support for custom annotations also
eliminates the need to preprocess and annotate VCF files in
a tool-specific way prior to variant filtering.

User-defined filter chains are interactively designed with
a graphical user interface. Filters can be saved and re-
loaded, allowing users to define and share standardized
analysis workflows. Furthermore, VCF.Filter allows the
user to configure variant-specific hyperlinks to external re-
sources, which facilitates the task of interactively annotat-
ing disease-linked variants based on multiple public and pri-
vate databases.

VCF.Filter can also be used to look up or filter variants in
a large set of VCF files, to convert a VCF file into a spread-
sheet compatible table format, to analyze variant frequency
across a potentially large cohort, or to prioritize variants
based on a pedigree. File size is not a limiting factor for
these analyses because the data are accessed using an index
file rather than loading the entire dataset into memory.

Comparing VCF.Filter to related software, its focus on
variant filtering is complementary to existing variant an-
notation tools such as SnpEff (5) and Ensembl Variant Ef-
fect Predictor (28). To use annotations from such tools in
VCF.Filter, the VCF files should be annotated with a suit-
able tool prior to loading them into VCF.Filter. The current
version of VCF.Filter does not calculate linkage parame-
ters, mutational burden tests or knowledge enrichment tests
as is done in tools like KEGGSeq (16) and gNOME (12).
Furthermore, it assumes complete penetrance and does not
calculate segregation scores based on error models for non-
consistent genotype calls as is done in MendelScan (29). For
family analysis, VCF.Filter takes advantage of the parent–
child relationships to perform genotype consistency tests,
while a more formal approach to prioritizing variants based
on pedigree information exists (30). VCF.Filter does not
currently provide dedicated support for somatic mutation
analysis in cancer, although custom filter chains could be
designed.

In summary, we have developed VCF.Filter as a user-
friendly and effective tool for VCF filtering and variant gene
prioritization in the context of medical genetics and rare dis-
eases research.

AVAILABILITY

VCF.Filter is freely and openly available at http://vcffilter.
rarediseases.at. This website provides a Java Web Start link
for direct launch of the tool, a downloadable software
archive for local installation, a detailed tutorial as well as
other technical information, and a link to the source code
hosted on Github.

SUPPLEMENTARY DATA

Supplementary Data are available at NAR Online.

http://genomaustria.at/
http://vcffilter.rarediseases.at
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