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Background 

 Increasing availability of digitised death certificates for 

the 19th and 20th centuries. 

 Significant potential: health, medical, genetic research 

 Significant methodological issues: 

 How to consistently code cause of death over the entire 

150 year period?  

 How to automate this process so that the majority of 

records do not need to be manually coded? 





Outline 

 Quick overview of Machine learning 

 Outline approach 

 Simple parsing of data using regular expressions. 

 Machine learning 

 Using the Apache Mahout framework. 

 Combination of these techniques. 
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Machine Learning Example 

Class Input 

[1] Debility Old age, 

debility 

[1] Debility Debility 

[2] Influenza Influenza 

[2] Influenza Influenza 

[2] Influenza Influenza, 

debility 

Input Predicted Class 

Debility [1] Debility 

 

Influenza [2] Influenza 

Old age [1] Debility 

Influenza, debility [2] Influenza 

Old age, debility 

 

[1] Debility 

Training Data Testing Data 



Combination & Ensemble Methods 

 Naïve Bayes, Complementary Naïve Bayes and Stochastic 

Gradient Descent (SGD) ML algorithms. 

 Classification with and without parser pre-processing. 

 Ensemble methods: combining the output from the 

individual classifiers: 

 Majority vote 

 Most confident classification 

 Confidence threshold 

 

 

 



Datasets 

 Kilmarnock: 23,700 records (8,300 unique causes of 

death), 1861-1901. Coded into 94 distinct classes. 

 Tasmania: 22,000 unique records, 1838-1899 (Gunn and 

Kippen, 2008). Coded into 36 distinct classes. 

 Massachusetts: 47,000 records (13,000 unique),1850-

1912 (Susan Leonard). Coded into 170 distinct classes. 

 



Datasets 

 4 datasets were used in the following experiments, 

abbreviated: 

 KM-F for the full Kilmarnock set;  

 KM-U for the unique Kilmarnock records;  

 TAS-U for the unique Tasmania set;  

 MASS-F for the full Massachusetts set. 

 



Results – Machine Learning Algorithms 

Classifier KM-U (5)  KM-F (5)  TAS-U (4)  MASS-F (3)  

SGD  22-68%  92-93%  74-85%  19-76%  

Naive Bayes  65-67%  89-90%  77-77%  82-82%  

Complementary 

Naive Bayes  
65-67%  89-90%  77-77%  82-82%  

 For each run on each data set, 80% of the records were 

randomly selected as the training set, and the 

remainder used for testing.  



Results – SGD and Pre-Processing 

Classifier KM-U (5)  KM-F (5)  TAS-U (4)  MASS-F (3)  

SGD  22-68%  92-93%  74-85%  19-76%  

SGD with pre-parsing  25-78%  88-93%  65-72%  20-78%  

Classification accuracy of SGD classifier operating on output from parser. 

 Reducing the amount of input data has a positive effect 

on some datasets and not others. 

 



Results – Best Confidence 

Classifier KM-U (5)  KM-F (5)  TAS-U (4)  MASS-F (3)  

SGD  22-68%  92-93%  74-85%  19-76%  

SGD with pre-parsing  25-78%  88-93%  65-72%  20-78%  

SGD with confidence-

decided pre-

processing  

26-81%  92-96%  79-88%  20-79%  

Classification accuracy of SGD with confidence-decided pre-processing. 

 Using the SGD classifier’s internal measure of 

confidence to select the most confident decision from 

the original and the pre-processed input.  

 Generally yields better results. 

 



Results – Majority Voting 

 

 

Technique 
KM-U 

(5)  
KM-F (5)  TAS-U (4)  MASS-F (3)  

Ensemble with majority 

voting  
30-72%  92-94%  77-85%  23-84%  

Classification accuracy using ensemble with majority voting.  

 Each classifier and SGD with pre-processing is run and 

the result stored. 

 The most popular classification is chosen. 

 



Results – Confidence Threshold 

Technique KM-U (5)   KM-F (5)  TAS-U (4)  MASS-F (3)  

Ensemble with majority 

voting  
30-72%  92-94%  77-85%  23-84%  

Ensemble with confidence-

decided selection  
72-84%  95-96%  87-93%  84-88%  

Classification accuracy using ensemble with confidence-decided selection. 

 Highest confidence classification from SGD and pre-

processed SGD classifiers chosen, unless the confidence 

is less than a given threshold, in which case a Bayesian 

classification is chosen. 



Conclusions 

Data set  Accuracy  Best classifier  Records/class  

KM-U  72-84%  

Ensemble with 

confidence-threshold 

selection  

 

 71  

KM-F  95-96%  

Ensemble with 

confidence-threshold 

selection  

 

 252  

TAS-U  87-93%  

Ensemble with 

confidence-threshold 

selection  

 

 611  

MASS-F  84-88%  

Ensemble with 

confidence-threshold 

selection  

 

 276  



Conclusions 

 The ensemble with confidence-decided selection gave 

the best performance for all data sets, taking both 

accuracy and consistency into account.  

 Different methods fit different record sets more 

effectively than others. 

 I appears possible to classify deaths with a relatively 

small training dataset – 3,000 cases for 100 classification 

C19th. 


