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THE BIG PICTURE Context for this 
work…

3



AN EVOLVING CLOUD

Early generation of cloud solutions: Web pages, advertising

New generation: mobile intelligence, vision, speech understanding

Question to ask: Does today’s cloud infrastructure fit new demand?
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TODAY: A VERY “LONG” PIPELINE

Data acquisition….    Global File System…  Hadoop jobs
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Machine learning typically 
lives here, at the back

GFS

Delay: milliseconds…         Seconds….                      Hours



NEW: MOVE ML TO THE EDGE OF THE CLOUD

Data acquisition….    Global File System…  Hadoop jobs

Machine learning typically 
lives here, at the back

GFS

Delay: milliseconds…         Seconds….                      Hours

ML was at 
the back

We move data
classification

and some
aspects of

learning here

Delay: milliseconds…



WHY CAN’T HPC TOOLS SOLVE THIS PROBLEM?

Today’s HPC platforms run as back-end batch systems.
 HPC systems don’t offer continuous stream processing
 Application data is read from files.  

This is a show-stopper!
… we don’t have time to store, than reread everything.
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WHAT ABOUT CLOUD-BASED BIG DATA TOOLS?

Today’s cloud platforms are online systems with a “soft-
state outer edge” – the first tier of the cloud.

The edge instantly responds to read-only requests, but 
often using stale data.  This is unsafe: wrong answers.

Back-end has the real data, but takes too long to react
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SMART MEMORY: DERECHO + CUSTOMIZATION

Basic idea is to merge the two models

Replace today’s cloud edge with ML technology to do instant 
classification and reaction to urgent data

Leave other ML tasks in the back end, to minimize “new code”
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AGENDA FOR REMAINDER OF TALK

Examples of applications that need a smart memory at the edge.

Derecho computing model.

How we built it over RDMA and non-volatile memory hardware

Performance we achieve.
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MOTIVATION: THE INTERNET OF THINGS

Smart power grid…

Smart highways to 
guide smart cars…

Smart homes

Huge market

Scale demands a 
cloud with special 
properties
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EXAMPLE: “SMART” POWER GRID

Today’s grid uses mostly 1980’s technology

Human-controlled… robust, but struggling with renewable energy.

Core idea: Machine learning could bring transformative flexibility
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IOT DIMENSION: 
MICROGENERATION+CONTROL
Solar panel on the rooftop

Battery in the wall

Heater or A/C unit that we can activate early or delay
 Think of “delayed power use” as a new form of 

power: “schedulable” demand!
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SMART METERS

In-house control center for all these fairly dumb devices

Knows what’s going on, regulates power consumption for heavy 
power-use devices like A/C, heater, etc.

Ideally, the “endpoint partner” for the more centralized cloud-based 
optimization that works to balance supply and demand
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GRIDCLOUD: MILE HIGH PERSPECTIVE
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The intelligence lives 
in the cloud: machine 
learning that watches 

the real-time data 
stream in and reacts.  

The external 
infrastructure is 

mostly dumb sensors 
and actuators



GRIDCLOUD… TOMORROW

Today, could monitor/control/archive the full USA in real-time 
(bulk grid), or a large community “distribution” network.

…. But our user community will eventually want to conduct studies 
on archived data, including “temporal forensic analysis”, and also 
watch for and react in real-time to various phenomena
 Such needs will arise in many IoT settings
 Far beyond what could be done today with GridCloud
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OTHER BIG IOT USE CASES
Autonomous drones “decide” to do 
detailed imaging of interesting sites
Subsurface “CAT scans” during fast-evolving
seismic events
Monitoring large regions during major 
weather events
Massive sensor deployments to track pollutants
Smart Highway



SMART HIGHWAY
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CONSISTENCY CONCERNS
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HDFS                               FFFS+SERVER TIME              FFFS+SENSOR TIME

Existing file systems (like HDFS on the left) make mistakes when 
handling real-time data.  But we can fix such problems (right).



GARBAGE IN, GARBAGE OUT

Machine learning systems are “tolerant” of noise

But noise still shapes quality of classification and reaction

Unneeded platform-introduced noise can defeat any algorithm!
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SMART SYSTEMS NEED CONSISTENCY!
One dimension concerns time
After an event occurs, it should be rapidly processed
Any application using the platform should see it soon

Another centers on coordination and causality 
Replicate for fault-tolerance and scale
Replicas should evolve through the same 

values, and data shouldn’t be lost
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WHAT DERECHO DOES Functionality, not 
implementation
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PROBLEM STATEMENT

Our premise: as cloud continues to expand and to engage with 
the Internet of Things, developers need new tools to make it easy 
to create “online” cloud services that will interact with things.

 Need high availability, real-time responsiveness

 Consistency, fault-tolerance, coordinate at multiple sites

 Clean integration with today’s machine-learning tools
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HARDWARE OPPORTUNITY

Our large-scale software library goal coincides with an exciting 
hardware development

RDMA: Network can do DMA transfers memory-to-memory at 
line speeds with no software involvement during the I/O

Non-volatile memory dramatically improves I/O for persistence
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DERECHO: OUR NEW RDMA LIBRARY

Open source, for Linux platforms.  Shatters performance records.

Simple API aimed at C++ programmers (but DLL can be 
imported and used from Java, C#, etc)

Pretends to be a file system for use by file-oriented applications
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A Derecho



CREATING SMART MEMORY SERVICES

Each smart memory is a specialized machine-learning tool that 
handles many forms of data classification “instantly”

Code is written in C++ and can store data in these special files, 
or hold it in memory (state machine replication model).

The infrastructure is blazingly fast compared to standard cloud.
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GROUP COMPUTING

This customized logic is structured into groups that are often 
further “sharded” for scalability, like a key-value store

The programmer extends a basic template with domain-specific 
logic to perform tasks like classifying incoming video
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WHERE DOES DATA ACTUALLY RESIDE?

In Derecho, applications consist of a collection of replicated 
objects.

Replicated objects are stateful (in-memory (volatile) or persisted)

They can be read or updated from C++ code (the smart-
memory approach), or treated as files (but with higher latency)
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… METHOD CALLS, CLASS DEFINITION
class Foo: Replicated<Foo> {

// Variables that define state of the Replicated<Foo> object

// … Methods:
void put(string s, double v){code...}
const double get(string s){code...}

};

auto outcome = fptr.p2p_send<Foo::put>(who, “John Doe”, 22.7); 
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VERSIONED STORAGE

class Foo: Replicated<Foo> {

Volatile<T> myObj_V(“FileName”); // Declares an in-memory variable
Persistent<T> myObj_P(“FileName”); // Declares a persistent variable

}

// Program-level access to versioned storage:
auto x = myObj; // Default: most current (myObj[NOW])
auto x = myObj[n]; // Fetches version n
auto x = myObj[-1]; // Returns the previous version 
auto x = myObj[time]; // Version that applied at specific time

myObj.Flush(); // Delays until prior updates commit (takes ~10us)
myObj.Truncate(n); // Discards versions 0..(n-1)
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X0 X1 X2 Xk Xk+1 Xk+2. . .

Committed

Now



SAME SERVICE VIEWED AS A FILE SYSTEM

Programs accessing data captured 
using Derecho via append-only files

Version vectors 
opened as files

Posix “snapshot” 
feature used for 

indexing



Cache Layer

Back-end Store

Multicasts 
used for cache 
invalidations, updates

Load balancer

External clients use standard RESTful RPC 
through a load balancer

… SMART MEMORIES CAN BE COMPLICATED!



A PROCESS JOINS A GROUP
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At first, P is just a normal program, with purely local private variables

P still has its own private variables, but now it is able to keep them aligned 
with track the versions at Q, R and S

P Q R

SP Q R SInitial state

g.Join(“SomeGroup”)
… Automatically transfers state (“sync” of S to P,Q,R)

Now S will receive new updates



A PROCESS RECEIVING A MULTICAST
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All members see the same “view” of the group, and see the 
multicasts in the identical order.  

SP Q R S



A PROCESS RECEIVING AN UPDATE
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In this case the multicast invokes a method that changes data.

SP Q R S

Foo(1, 2.5, “Josh Smith”);
Foo(1, 2.5, “Josh Smith”);

Foo(1, 2.5, “Josh Smith”);
Foo(1, 2.5, “Josh Smith”);

Bar(12345);Bar(12345);Bar(12345);Bar(12345);



CLIENT MAKES AN UPDATE REQUEST
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Client not in the group uses p2p send/query to issue requests.

SP Q R S

Foo(1, 2.5, “Josh Smith”);
Foo(1, 2.5, “Josh Smith”);

Foo(1, 2.5, “Josh Smith”);
Foo(1, 2.5, “Josh Smith”);

C

RequestFoo(1, 2.5, “Josh Smith”);



SP R S

Failure:  If a message was committed by any process, it commits 
at every process.  But some unstable recent updates might abort.

A PROCESS FAILS
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SP Q R S

X0 X1 X2 Xk Xk+1 Xk+2. . .

Committed

Now

Update Xk+1

Update Xk+2

Derecho “trims” disrupted 
updates, like Xk+2



A MULTI-QUERY
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All members compute, then send back a share of the result.  
Members subdivide the computational task (e.g. 1/4th each)

SP Q R S



A MULTI-QUERY

In fact we support two cases:

 Within a subgroup/shard (can leave side-effects, can see the
state left by the most recent state-machine updates)

 Add hoc target list: can query any list of processes at all

 With a target list, query specifies the time at which the query
is being done, hence might not see the most recent updates.
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CLIENT QUERY: STATE MACHINE CASE
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Client not in the group asks the group to do a query.  A proxy 
forwards the query, collects the result, and forwards it back.

SP Q R S

C

RequestBar(12345);



CLIENT QUERY: AD-HOC CASE
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Client constructs a target list, but also specifies the time

C

RequestBar(12345,  Time = 10:31.05.476);

Cache Layer



OTHER ASPECTS OF PROGRAMMING API

Extremely simple API focuses on

 Point to Point Send, RPC-style Query

 Multicast Send and Query

Yet we can cover all of these cases, and moreover, by working in 
C++ 14,  obtain super-efficient marshalling, polymorphism
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API SUMMARY: P2P SEND, P2P QUERY
Replicated<MemCacheD>& cache = g.get_subgroup<MemCacheD>(0);
auto outcome = cache.p2p_send<MemCacheD::put>(who, “John Doe”, 22.7); 
auto result = cache.p2p_query<MemCacheD::put>(who, “Holly Hunter”);

class MemCacheD {

Volatile<std::map<string,double>> quick_index;
Persistent<image::jpg> photo_archive;
void put(string s, double v){code...}
const double get(string s){code...}
auto register_functions(RPCManager& m, unique_ptr<MemCacheD>* this_ptr) {

return m.setup_rpc_class(this_ptr, &MemCacheD::put, &MemCacheD::get); }
enum class RPCTag { put, get };

};

Group<MemCacheD, CacheLayer ,…> g{sg_info, [MemCacheD factory], [CacheLayer factory] …};
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API SUMMARY: GROUP MULTICAST/QUERY

Group<MemCacheD, CacheLayer…> g(group_leader_ip, subgroup_info); 

Replicated<MemCacheD> cache = g.get_subgroup<MemCacheD>(0);

auto outcome = cache.ordered_send<MemCacheD::put>(“John Doe”, 22.7); 

auto results = cache.ordered_query<MemCacheD::get>(“John Doe”);

for(auto future : results) { code… }
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API SUMMARY: DEFINE SUBGROUP/SHARD

A “layout” method (not shown on these slides) maps membership 
of each view to generate subgroup and shard membership.

We provide some standard versions that can be customized, they 
are smart about issues like minimizing churn

The complicated picture we’ve used is generated by one of them
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… WHAT BELONGS IN THE SERVICE?

You put the urgent real-time tasks into the smart memory

 Such as video segmentation and classification

 Avoids saving immense amounts of uninteresting data 

But you can still save interesting data for later analysis in a more 
standard “back end” system coded on Spark or with HPC tools.
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CONSISTENCY: A PERVASIVE GUARANTEE

Every application has a consistent view of membership, and ranking, 
and sees joins/leaves/failures in the same order. 
Every member has identical data, either in memory or persisted
Members are automatically initialized when they first join.
Queries run on a form of temporally precise consistent snapshot

Yet the members of a group don’t need to act identically.  Tasks can 
be “subdivided” using ranking or other factors
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BUILDING DERECHO The C++ Library
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DERECHO = RDMA MULTICAST + CONTROL

Core idea:

1. Create a multicast using RDMA unicast to move the bytes.

2. Run the data stream asynchronously, out of band from the 
control layer.  But superimpose a control plane that watches the 
data and notifies the application when it is safe to deliver 
messages.

3. The notifications will be in identical order at all replicas.
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RDMA RELIABLE UNICAST

RDMA: Direct zero copy from source memory to destination memory

Can actually transfer data to a remote machine faster than a local 
machine can do local copying.

Like TCP, RDMA is reliable: if something goes wrong, the sender or 
receiver gets an exception.  This only happens if one end crashes

50

Source

Optical link

Dest

Unicast



RDMC: AN RDMA MULTICAST
Source

Dest
Dest

Dest
Dest

Multicast

Binomial Tree Binomial Pipeline Final Step
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SMALL MESSAGES

Relaying has overheads… not ideal if messages are small

So RDMC switches to a different protocol for small objects, 
using “one-sided” RDMA writes into ring buffers. 
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DERECHO: GAINS STRONG CONSISTENCY 
USING PROTOCOLS LAYERED OVER RDMC
We use a novel “monotonic logic” programming approach
 Coded using predicates that, once true, remain true
 Enables a highly asynchronous style of coding

Implemented in an RDMA-based “shared state table”: the SST

Details beyond our scope in today’s talk
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Suspected Proposal nCommit Acked nReceived Wedged

A F T F 4:   -B 3 4 5 3 0 T

B F F F 3      3 3 4 4 0 F

C F F F 3 3 3 5 4 0 F

A CB

BA C BA C
mA:1
mA:2
mA:3
mA:4
mA:5

mB:1

mB:2

mB:3
mB:4

Derecho group with members {A, B, C}
in which C is receive-only

V3 = { A, B, C } Current view, showing senders A and B
C is a “receive-only” member

B fails, resulting in an
uncertain state

IMPLEMENTATION: DERECHO = RDMC + SST
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DERECHO IS A MULTICAST AND PAXOS

As a multicast, moves data from DRAM to DRAM at insane speeds
 Reliable, totally ordered, can use the “view” to coordinate
 Data purely in Volatile<T>

As a storage solution, moves data to persisted storage on receipt
 In this mode has the same properties as Lamport’s Paxos protocol
 Data in Persistent<T>
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DERECHO:
SMALL MESSAGES
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Mellanox 100Gbps RDMA on ROCE (fast Ethernet)

100Gb/s = 12.5GB/s



Mellanox 100Gbps RDMA on ROCE (fast Ethernet)DERECHO:
LARGE MESSAGES 100Gb/s = 12.5GB/s

Raw RDMC multicast via Derecho API                     Derecho Atomic Multicast (Vertical Paxos)



RDMC MOSTLY SPENDS TIME “IN” HARDWARE
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Trace a single multicast through our system… Orange is time “waiting for action by 
software”.  Blue is “RDMA data movement”.



DERECHO: SCALING

LARGE GROUP OF SIZE N (2…128)       BROKEN INTO SHARDS OF SIZE 2 OR 3



VERSION-VECTORS WITH PERSISTED DATA

When configured to persist to SSD, the SSD itself is the bottleneck, or 
the “RamDisk” in volatile<T> mode.

We can deliver bytes far faster than SSD can soak them up, so 
performance looks flat, at the SSD DMA rate.

Note: In this mode, Derecho is the world’s fastest version of Paxos!
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VOLATILE<T>                       PERSISTENT<T>
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WAY FASTER THAN ANY PRIOR SYSTEM
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LibPaxos atomic multicast

LibPaxos Persisted to SSD

APUS: RDMA atomic multicast Derecho atomic multicast

Derecho Persisted to SSDZookeeper with in-memory files



WHY IS DERECHO SO FAST?  NOT JUST RDMA…

Two key reasons, and neither was simple:

 Capture data without blocking: all our protocols are focused
on maintaining steady flow.  Required a rethinking of Paxos.

 Query data “out of band” using temporal indices into version
vectors (or file-system snapshots).  Again, non-blocking

This led us towards a novel model with “receiver-side batching”.  
Expressed using our monotonic logic programming model.
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FEELS LIKE NAVIGATING A TORRENT

Keeps the data flowing.

“Steers” higher level properties without
pausing the underlying data flow.
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MONOTONICITY IS THE KEY TO DERECHO

 Precompute everything (such as message order)

 Continuous data flows, no locking or 2-phase commit

 Use SST to share “monotonic” data (like counters).  
Predicates are stable if once true, they remain true.
Predicates are monotonic if Φ(T) → ∀ T’ < T, Φ(T’).

 Leverage receiver deductions and batching
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FORMALIZING THE PROTOCOL

Our core protocol is a version of Paxos that can run in two modes

 As a multicast, with total ordering 

 Persisted to disk (stored in temporal version vectors)

We have a second data path used purely for queries

 Centers on “temporally-precise consistent snapshots”
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THINGS WE CAN PROVE

We have proofs that this protocol offers guarantees matching the 
Paxos guarantees (if durable), or vertical Paxos (if volatile).

There is a simple, correct, way to restart from total-failure.

Message deliveries occur after the minimum number of message 
passing events required for Uniform Agreement (Consensus).

Progress with the ◊P failure detection.

… establishing that Derecho is a constructive lower bound for UA
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STILL UNDERWAY

Collaborating with theorem proving team to model-check 
protocols, but this is a significant challenge.

WAN Derecho over SoftRoCE and SoftiWarp, 

Smart memory embeddings beyond the file system option.
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CONCLUSIONS Back to big picture
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WHAT HAVE WE LEARNED?

Internet of Things will need a new kind of smart memory
 Take machine learned model, but use it at the edge.
 Speed, ability to replicate big objects, fault-tolerance are the issues.

We can solve this problem: Derecho library breaks prior records.

You create customized smart applications in C++, but can access data as 
time-indexed file.  Facilitates quick integration with existing tools
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SMART MEMORIES CAN HIDE BEHIND FAMILIAR APIS
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API layer

Replication

O/S Platform

Hardware

File system: Ceph
or Zookeeper

Pub/Sub: 
OpenSplice

Management:
CM

Derecho-based Smart Memory

RDMC + SST

Docker + Mesos or Linux or QNX

RDMA, SSD or next generation NV memory
(SoftRoCE for backwards compatibility)

Key/Value
Store…

. . .



KEY TAKEAWAY?

The Internet of Things revolution is extremely promising, but 
developers will need to move machine learning to the edge

Huge amounts of data will need to be captured, persisted.  
Incredible demand for speed and real-time.  The cloud can do it!

Derecho bring a new generation of blazingly fast programming 
tools for people building services for this new world
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