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Age-dependent gain of alternative splice forms
and biased duplication explain the relation
between splicing and duplication
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We analyze here the relation between alternative splicing and gene duplication in light of recent genomic data, with
a focus on the human genome. We show that the previously reported negative correlation between level of alternative
splicing and family size no longer holds true. We clarify this pattern and show that it is sufficiently explained by two
factors. First, genes progressively gain new splice variants with time. The gain is consistent with a selectively relaxed
regime, until purifying selection slows it down as aging genes accumulate a large number of variants. Second, we show that
duplication does not lead to a loss of splice forms, but rather that genes with low levels of alternative splicing tend to
duplicate more frequently. This leads us to reconsider the role of alternative splicing in duplicate retention.

[Supplemental material is available for this article.]

Alternative splicing and gene duplication are thought to have major

roles in the evolution of genomes. Both phenomena are wide-

spread (Lynch and Conery 2000; Wang et al. 2008), and both

provide an increased diversity of protein sequence, structure, and

function (Graveley 2001; Chothia et al. 2003; Koonin and Wolf

2010). A negative correlation between these two processes has

been reported: Genes belonging to large families were found to

have fewer alternative splice forms than singletons or genes be-

longing to small families (Kopelman et al. 2005; Su et al. 2006;

Talavera et al. 2007). This observation suggests a ‘‘function-sharing

model,’’ in which the two mechanisms could be alternative ways to

generate new protein forms and would be used in evolution in an

interchangeable manner.

However, this interpretation is subject to controversy. First,

there are fundamental differences between the generation of new

duplicates or of new splice forms, as well as in their effects on

protein sequence and structure (Talavera et al. 2007). Second, a

mechanistic scenario accounting for this negative correlation is

still missing. Su et al. (2006) hypothesized that this pattern could

be explained by a loss of splice forms after duplication, but this

appears to stand in contradiction with the observation that older

duplicate genes experience more alternative splicing than recent

ones (Kopelman et al. 2005; Su et al. 2006). Here, we provide new

insight into this question and show how the age of a gene and its

evolutionary history influence its level of alternative splicing.

Results

A complex relation between duplication
and alternative splicing

Using the approach that identified the negative correlation, with

more recent data, a parabola curve is observed between the pro-

portion of genes undergoing alternative splicing and gene family

size (Fig. 1A; Supplemental Fig. S1). The parabola has a signifi-

cantly better fit than a simple linear model (P = 0.01; Supplemental

Fig. S2). Notably, singletons have significantly fewer splice forms

than genes of family size two (Fisher’s exact test, P = 3.8 3 10�14).

While there is a decrease in splicing in larger gene families, only

those with 10 or more members have lower alternative splicing

than singletons. This pattern is not specific to human: it holds in

mouse and in zebrafish (although the proportion of genes with

known alternative splicing is lower in zebrafish than in human

and mouse due to a lower EST coverage; Supplemental Figs. S3, S4).

These observations are not a simple consequence of meth-

odological choices: Using the mean number of splice forms per

gene, as in Su et al. (2006), yields similar results (Fig. 1B), as does

a different gene family prediction method (Ensembl protein fam-

ilies; Supplemental Fig. S5) or a different estimate of the number of

splice forms per gene (UCSC Genome Browser) (Supplemental Fig.

S6). Estimates of the number of splice forms could be biased by

expressed sequence tag (EST) coverage of highly expressed genes,

but controlling for EST counts does not change the results (Sup-

plemental Fig. S7), probably thanks to the deep coverage of human

ESTs (Brett et al. 2002; Kopelman et al. 2005; Su et al. 2006). Sim-

ilarly, controlling for the number of constitutive exons in genes,

the selective pressure acting on protein sequences (dN/dS ratio), or

maximum transcript length, did not alter the results (Supple-

mental Figs. S8–S10). And neither does removing very recent du-

plication events, which might include genome assembly errors

(Supplemental Fig. S11).

In light of our results, we note that singletons did not con-

sistently show the highest level of alternative splicing in previous

studies (Kopelman et al. 2005; Su et al. 2006; Jin et al. 2008). Thus,

these results question the hypothesis of equivalence between du-

plication and alternative splicing, since genes that never or rarely

duplicated do not undergo alternative splicing more often.

Age matters

It has been suggested that older duplicates undergo more alterna-

tive splicing than recent duplicates (Kopelman et al. 2005; Su et al.

2006; Shabalina et al. 2010). We dated duplication events using
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tree reconciliation from Ensembl Compara (Vilella et al. 2009),

which allows higher resolution than previously used methods. We

find a highly significant linear relation between the age of the most

recent duplication and the mean number of splice variants (Fig.

2A; note the logarithmic scale on the x-axis; see Supplemental Fig.

S12 for a linear-scale representation). The same trend is seen using

the proportion of genes undergoing alternative splicing (Supple-

mental Fig. S13). This linear model explains a remarkably high

portion of the variance of the data set (R2 = 90%).

These results could have been affected by the time points used

in this analysis, imposed by the divergence times of sequenced

species in Ensembl. We show that this is not the case since a non-

parametric Spearman’s rank correlation is also very significant (r =

0.80, P = 3 3 10�4). Additionally, the bony vertebrate time point

(Eutelostomi) displays a high number of duplicates, most probably

generated by two rounds of whole-genome duplication (Putnam

et al. 2008). Although this data point fits the general trend, the

large number of genes in this category could strongly influence the

weighted regression. Removing it from the data set did not affect

the results (r = 0.98, P = 9.8 3 10�9; data not shown). Since the

other duplicates were probably generated by other mechanisms

than whole genome duplication, this implies that there is no

strong effect of the type of duplication.

It is probable that old duplicates belong to different functional

gene classes from young duplicates. This can be a confounding ef-

fect if these different functional categories differ regarding alterna-

tive splicing. To control for this effect, we divided our data set into

top-level Gene Ontology Molecular Function categories, and we

analyzed if the same trend was seen in each category. In all cases, the

trend was similar to Figure 2A (Supplemental Fig. S14). For example,

catalytic activity, which has many old duplicates, and structural

molecule activity, which has many recent duplicates, show very

similar patterns. In only one case was it not significant (Supple-

mental Fig. S14D, transporter activity, P = 0.21). While this may

reflect a specificity of this class of genes, it is most probably due to

a lack of statistical power: Very few genes have duplicated outside

whole genome duplication in this category. Globally, it seems un-

likely that the trend seen in Figure 2A is due to a functional bias.

The methodology used here and in previous studies (Kopelman

et al. 2005; Su et al. 2006) does not estimate the age of each dupli-

cate copy strictly speaking, but rather the time since the most recent

event of duplication. If duplication is asymmetric, as in the case of

retrogenes, the new copy will be as young as this recent duplication

event, while the parent copy will be older. It should be noted that

asymmetric events have been estimated to generate a minority of

mammalian paralogs (Cusack and Wolfe 2007) and that retrogenes

are expected to have no introns, thus very little if any alternative

splicing. To evaluate the putative impact of asymmetric duplication

on our results, we measured the difference in isoform number be-

tween pairs of paralogs (Supplemental Fig. S15). If asymmetry has an

important impact, we expect young duplicates to differ strongly in

the number of isoforms. But we observe the smallest difference be-

tween young duplicates, which indicates a weak effect of asymmetry

at birth. Thus the average measure used here and in previous studies

(Kopelman et al. 2005; Su et al. 2006) appears to summarize ade-

quately the effect of duplication age on alternative splicing.

The results are consistent with the hypothesis that duplica-

tion is followed by a progressive acquisition of new splice forms.

The linear regression (Fig. 2A) estimates a rate of 2.6 3 10�3 new

splice forms per gene per million years, or one new splice form per

gene every 385 million years. Interestingly, this rate is very close to

the rate of exon gain estimated in the mouse lineage (2.7 3 10�3)

(Wang et al. 2005). A plateau seems nevertheless to be reached when

>80% of the genes undergo alternative splicing (Supplemental Fig.

S13), with a mean number of splice forms around six (Fig. 2A). Re-

cent duplicates show half this level, with a mean around 3 splice

forms per gene. Of note, a large spread of the distribution of number

of alternative splice variants is observed for all ages. This plateau

should not be understood as an absolute limit, but rather denotes

that the splice form acquisition process slows down for old genes

(see Supplemental Fig. S16 for a comparison of the distribution of

number of splice forms for young genes vs. old genes).

The increase in number of splice forms with evolutionary

time is not specific to duplicates. We have dated singleton genes by

the oldest node of their GeneTree (see Methods). We find a similar

trend regarding mean level of alternative splicing, but it is best

Figure 1. Relation between gene family size and production of alternatively spliced variants in human genes. (A) Fraction of genes containing more
than one splice variant (i.e., with alternative splicing). (B) Mean number of alternative spliced variants. Binning of family size was made as in Su et al.
(2006), but the relation is independent of binning: Similar results were obtained when binning was made as in Kopelman et al. (2005) (Supplemental Fig.
S1) or when no binning was made (Supplemental Fig. S2). The number of genes in each bin is indicated at the bottom of the bars.
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modeled as logarithmic (Fig. 2B; Supplemental Figs. S17, S18)

(r = 0.95, P = 1.8 3 10�8). This model is consistent with an age-

dependent rate of acquisition; older singletons acquire new splice

forms at a slower pace. The initial state of young genes is logically

low (around 1.5 splice forms per gene), with only few of them

undergoing splicing (;20%). It takes ;40 million yr before new

genes start to acquire alternative splice forms, while the process

seems more rapid with duplicates. Of note, the potential bias in-

duced by fast-evolving genes, whose age tends to be under-

estimated (Elhaik et al. 2006; Alba and Castresana 2007), goes

against the trend observed here, making our model a conservative

estimate. Besides, binning genes evolving at different rates (dN/dS)

yields the same pattern (Supplemental Fig. S19). The acquisition of

splice forms is thus not restricted to duplicate genes. Moreover, the

rate of acquisition seems to be higher in singletons: They reach

a similar plateau (mean level of around six splice forms per sin-

gleton, and 80% of genes undergoing alternative splicing) in

a shorter time compared to duplicates, whereas their initial state

was lower. For the relatively old genes that experienced the whole-

genome duplication events ancestral to vertebrates, we see no sig-

nificant difference in the level of alternative splicing between genes

that were kept in duplicate or not (Kruskal-Wallis test, P = 0.24;

Supplemental Fig. S20). This indicates that when the plateau is

reached, different evolutionary histories are no longer reflected in

the level of alternative splicing.

The trend of gain is not due to nonfunctional splice forms

It is debated if the annotated alternative splice forms are mostly

functional, or if they are mostly ‘‘transcriptional noise’’ (Keren

Figure 2. Relation between gene age and production of alternatively spliced variants in human. (A) Mean number of alternative spliced variants is
plotted against the age of the last gene duplication. The dashed line represents the mean level of alternative splicing of genes that did not experience
duplication (singletons). For better visualization, only age categories with more than 30 genes are shown. The gray background histogram represents the
number of genes in each category of age (right y-axis). Similar results were obtained when using the fraction of genes undergoing alternative splicing
(Supplemental Fig. S13). The x-axis is shown in log-scale. Estimates of divergence times in million years were obtained from the TimeTree database (see
Methods). Only the taxonomic name of the lineage is displayed. A weighted linear regression was adjusted on the data, with real scale and log-transformed
time. The best fitting model was kept, and the regression line, P-value, and r coefficients are displayed. (B) Mean number of alternative spliced variants is
plotted against age of singletons. Similar results were obtained when using the fraction of genes undergoing alternative splicing (Supplemental Fig. S17).
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et al. 2010). To control for the impact of nonfunctional transcripts,

we repeated the analysis with several strict quality criteria con-

cerning splicing annotation. We first conserved only transcripts of

our data set that have a protein product in Ensembl: the results

were unchanged (Supplemental Fig. S21).

Next, we extracted manually annotated splicing events from

SWISS-PROT (The UniProt Consortium 2010), adding the criterion

that all splicing events should be confirmed by at least two ob-

servations of a given form in the literature. A significant correla-

tion is found with the proportion of genes undergoing alternative

splicing (Supplemental Fig. S22). The correlation between age of

duplication and mean number of splice forms is also positive,

but not quite significant (P = 0.08), probably because of the small

quantity of splice events annotated with such stringent criteria.

Finally, we extracted from the H-DBAS database (Takeda et al.

2010) all human transcript forms that could be mapped to a mouse

cDNA. These evolutionarily conserved splice forms are likely to be

functional (Yeo et al. 2005). A significant trend is seen with the

proportion of genes having more than one conserved splice form

(Supplemental Fig. S23). It is marginally significant (P = 0.018) for

the mean number of conserved splice forms, again because of less

data.

We can thus conclude that our results are not due to spurious

annotations in genomic data.

Which genes preferentially acquire new splice forms?

To gain better insight into the process of progressive acquisition of

splice forms, we divided our data set of singletons into different

subcategories. After fitting linear models, comparing the re-

gression slopes shows that the acquisition of splice forms is faster

for genes with fewer constitutive exons (Supplemental Fig. S24A),

but slower for genes with shorter transcript length (although the

trend is weak) (Supplemental Fig. S24B). This apparent contradic-

tion might be due to the interplay between mechanistic causes

(more opportunities of variation in longer transcripts) and selec-

tive constraints (less purifying selection on genes with less con-

stitutive exons). The genes under strongest purifying selection on

the protein sequence have the lowest rate of splice form acquisi-

tion (Supplemental Fig. S24C). Considering EST counts, no rate

difference is seen between rates of acquisition for genes belonging

to different bins, although the absolute number of forms detected

is lower for genes with fewer ESTs (Supplemental Fig. S24D).

Finally, rates differ between splicing patterns. Exon/intron

isoform events have the highest rate of acquisition with age (Sup-

plemental Fig. S24E), followed by cassette exons and intron re-

tention events. Mutually exclusive exons have the slowest dynam-

ics, probably because they involve a complex combinatorial pattern.

Thus the gain of new isoforms might not be occurring mainly

through exon duplications, contrary to some suggestions in the

literature (for review, see Keren et al. 2010). This ranking, although

consistent with the reported proportions of the different events in

the genome (Kim et al. 2007; Wang et al. 2008), is to be interpreted

with caution, as the computational detection of these events

might suffer from potential biases and methodological limits; ex-

perimental validation would be needed to draw more secure con-

clusions.

The biases induced by duplication

To explain that genes belonging to large families tend to show

lower levels of alternative splicing, it has been suggested that a

rapid loss of alternative splicing might occur after gene duplication

(Su et al. 2006). First, this interpretation is questioned by the ob-

servation that very recently duplicated genes show a low level of

alternative splicing (Fig. 2A), including genes whose last duplica-

tion was after the split between human and chimpanzee (;6

million yr ago). Second, this conclusion was reached after com-

parison of levels of alternative splicing for human genes that du-

plicated since the divergence with mouse, versus genes that did

not. This methodology does not account for preduplication biases

(Studer and Robinson-Rechavi 2009).

To correct for such biases, we can approximate the ancestral

state before gene duplication by the level of alternative splicing of

an orthologous gene that diverged before the duplication. We

compared the number of isoforms between mouse genes, either

orthologous to a single human gene (one-to-one orthologs), or

orthologous to several human genes that duplicated after the hu-

man–mouse split (one-to-many orthologs). The number of splice

forms is significantly different between the two groups (Fig. 3A;

Wilcoxon test P = 0.00081), one-to-one orthologs having more

splice forms than one-to-many (61% of the genes undergo alter-

native splicing vs. 53%). This shows that genes with less alternative

splicing tend to duplicate more.

It is still possible that there is a loss of alternative splicing after

duplication. To control for the preduplication bias, we used the

ratio of the level of alternative splicing in a human gene to the level

in its mouse ortholog. We compared the distribution of this ratio

depending on whether the human gene duplicated or not since the

divergence with mouse. There is no significant shift of the distri-

butions of ratios between the two groups, indicating that no sys-

tematic loss is experienced by duplicate genes (Fig. 3B; Wilcoxon

test, P = 0.25). Thus, the lower number of splice variants of du-

plicates (Su et al. 2006) appears to reflect a preduplication bias.

These results are averages at the genome scale. Of note, be-

cause of the large variance in the distribution of the number of

splice forms, we still find that in 27% of the cases, duplicates ex-

perienced a loss of splice forms. But this is significantly less than

the proportion of genes that experienced a gain of splice forms

after duplication (49%; Fisher’s exact test, P = 0.00042), and not

significantly different from the proportion of loss for genes that

experienced no duplication in the human lineage (32%; Fisher’s

exact test, P = 0.12).

Finally, if the genes that duplicate more have lower levels of

alternative splicing, the trend reported for duplicates (Fig. 2A)

might be biased. To correct for this, we examined the ages of a co-

herent group of duplicate genes that experienced their last dupli-

cation at the same time, with age calculated as for singletons (origin

of the gene family). We observe a corrected trend, best modeled

with a logarithmic rather than a linear model (Supplemental Fig.

S25), very similar to singletons. Thus the dynamics of splice form

acquisition might not be different between duplicates and single-

tons, once biased duplication is taken into account.

Discussion
Our results show that the relation between alternative splicing and

gene duplication is more complex than previously reported, and

that the age of a gene is a crucial factor to consider in this analysis.

A progressive acquisition of splice forms is detected with evolu-

tionary time, and this trend is shared by duplicates and singletons.

The difference seen in the dynamics of acquisition in the two

groups (Fig. 2) is potentially spurious, explained by a higher prob-

ability of duplication of genes with lower levels of alternative
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splicing. Overall, the mean trend on all genes seems to be best

modeled as logarithmic, with a rate of splice form acquisition de-

creasing progressively over time (Fig. 2B; Supplemental Fig. S25).

For old genes, a plateau is reached, both for duplicates and sin-

gletons, after which genes do not gain any more splice forms on

average, or at a much slower rate. This slowdown might be due to

purifying selection on old genes with many isoforms. Indeed,

stronger purifying selection has been reported on old genes (Sup-

plemental Fig. S26; Alba and Castresana 2005, 2007; Wolf et al.

2009). This suggests that the acquisition of splice forms in younger

genes might be under relaxed selection and that purifying selec-

tion gets increasingly efficient at preventing the acquisition of new

splice variants as genes get older.

This is consistent with the slower accumulation of those al-

ternative splice forms that are most likely to be functional (Sup-

plemental Figs. S21–S23). The idea that young genes accumulate

splice forms nearly neutrally is also supported by evidence that the

transition from constitutive to alternative splicing might be

a neutral process (Lev-Maor et al. 2007), and more generally by the

observation that alternative splicing is a noisy phenomenon

(Artamonova and Gelfand 2007; Irimia et al. 2008). Near neutrality

is consistent with the observation of higher levels of alternative

splicing in vertebrates than in species with larger effective pop-

ulation sizes, such as yeast, nematodes, or fruit fly (Artamonova

and Gelfand 2007; Irimia et al. 2008; Keren et al. 2010). In the

latter, selection might be more efficient at slowing down the pro-

cess of new splice forms acquisition. Indeed, in Drosophila mela-

nogaster, the acquisition of new splice forms is slower and a plateau

is reached more rapidly, compared to vertebrates (Supplemental

Fig. S27; Su et al. 2006).

Considering that genes acquire new splice variants with

evolutionary time, it is possible to reinterpret the relation between

family size and alternative splicing (Fig. 1). The previously reported

negative correlation does not hold at the genome level, mainly

because singletons and genes from small families do not show the

highest level of alternative splicing. It is likely that these constitute

a very heterogeneous group, composed both of recent genes that

had time to accumulate neither splice variants nor duplicates, and

of old genes, with many splice variants, which never duplicated.

Consistently, if we control for this effect by considering groups of

genes of similar ages for the analysis, we generally recover a weak

negative correlation between family size and level of alternative

splicing (linear regression, from r = 0.79 and P = 7.5 3 10�7 for

‘‘Chordata’’ to r = 0.47 and P = 0.01 for the ‘‘Fungi/Metazoa’’ group;

among age classes with $1000 genes, only ‘‘Eutheria’’ is not sig-

nificant; fitting a parabola is never significant). Thus the global

relation between level of alternative splicing and family size is

confounded by the age of genes.

Finally, a preduplication bias is sufficient to explain the lower

number of splice forms of recent duplicates compared to single-

tons. Genes with a low level of alternative splicing are likely to

duplicate frequently, and genes with a higher level of splicing

duplicate less frequently. We do not detect any evidence for the

loss of isoforms suggested to result from duplication (Kopelman

et al. 2005; Su et al. 2006), invalidating subfunctionalization

through partitioning of splice variants as a major mechanism for

duplicate gene retention. Of note, retention through splice variant

neofunctionalization is not favored by our observations, since iso-

forms are gained at a rather slow pace, probably insufficient to ex-

plain duplicate retention on the short term (Innan and Kondrashov

2010).

In conclusion, it appears that the effects of gene duplication

on alternative splicing might be quite limited. It is rather the level

of alternative splicing of a gene that appears to influence its po-

tential to duplicate.

Methods

Identification of duplicate genes and families
Gene families were obtained from the Ensembl database release 57
(Hubbard et al. 2009). We used the Perl API and BioMart (Smedley
et al. 2009) to query the Ensembl Compara GeneTrees (Vilella et al.
2009) and scan for specific gene topologies. A precise description of

Figure 3. Relation between duplication and alternative splicing. (A) Histograms comparing the number of splice forms between mouse one-to-one
orthologs of human genes (no duplication in the human lineage; black) and mouse one-to-many orthologs of human genes (at least one duplication in the
human lineage; gray). (B) Histograms comparing the ratio of the number of splice forms between human genes and their mouse one-to-one orthologs (if
no duplication occurred in the human lineage; black) or their mouse one-to-many orthologs (if at least one duplication occurred in the human lineage;
gray). For the latter, the mean number of splice forms in human genes was used (see Methods).
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the methods used for these trees can be found at http://www.
ensembl.org/info/docs/compara/homology_method.html. We se-
lected sets of genes with or without duplications on specific
branches of the bilaterian phylogenetic tree. Duplications anno-
tated as ‘‘dubious’’ by Ensembl Compara were not considered. The
parsing of GeneTrees allowed us to retrieve the age of the most re-
cent retained duplication for every gene, including the genes that
duplicated at the time of the 2R whole-genome duplication but not
since, and to calculate family size and dN/dS ratios. We dated sin-
gleton genes by their first appearance in the phylogeny; this con-
sisted of retrieving the age of the oldest node of their GeneTree in
Ensembl. To study the asymmetry of the number of isoforms after
duplication (Supplemental Fig. S15), we restricted the analysis to
duplicate pairs for which no later duplication occurred, so that the
number of isoforms of the two duplicates could be compared easily.
These data are available as supporting information.

To identify one-to-one and one-to-many cases of orthology
between human and mouse genes, we used the Ensembl Perl API to
explore trees and detect duplication nodes since the human–
mouse split node. For genes that are singletons since that time, we
paid special attention that they did not undergo a scenario of du-
plication followed by a subsequent loss.

The pairwise dN and dS between Homo sapiens and Mus mus-
culus is calculated with codeml from the PAML package in the
Ensembl pipeline (model = 0, NSsites = 0) (Yang 1997). Ensembl
considers that dS values are saturated when they reach a threshold
that is 2 3median(dS). See http://www.ensembl.org/info/docs/
compara/homology_method.html for further details.

Independent estimates of family sizes were calculated using
Ensembl protein families. These family predictions are based on
the Tribe MCL clustering method, including all protein isoforms of
every coding gene that Ensembl predicts, but also all fungi/meta-
ozoa proteins present in SWISS-PROT and TrEMBL. See http://
www.ensembl.org/info/docs/compara/family.html for further de-
tails. For analyses using groups of family sizes, we used the same
binning as Su et al. (2006). But all results hold when using another
binning, for example, similar to Kopelman et al. (2005).

Number of isoforms

For human (H. sapiens), mouse (M. musculus), zebrafish (Danio
rerio), and fruit fly (D. melanogaster), we retrieved the number of
transcripts for all protein-coding genes from Ensembl 57 (Hubbard
et al. 2009). An independent estimation of the number of isoforms
per gene was obtained for human from the UCSC Genome Browser
(February 2009 assembly, GRCh37/hg19) (Rhead et al. 2010). We
used the ‘‘knownIsoforms’’ table, which displays the clustering
of UCSC transcripts (‘‘knownGenes’’). The mapping to Ensembl
genes was then made using the ‘‘knownToEnsembl’’ mapping of
UCSC known genes to Ensembl transcripts. Clusters that could be
mapped to a unique Ensembl gene were kept. Transcript counts
could be retrieved for 19,914 protein-coding Ensembl genes.

To retrieve alternative splice forms manually annotated in
SWISS-PROT (The UniProt Consortium 2010), we downloaded the
file of all human annotated entries from the Uniprot website (re-
lease 2010_04) (http://www.uniprot.org/uniprot/?query=organism%
3a%22Homo+sapiens+[9606]%22+AND+reviewed%3ayes&sort=
score&format=*). A Perl script was used to extract the number of
splice forms (CC lines, ‘‘ALTERNATIVE PRODUCTS:’’, ‘‘Event=
Alternative splicing’’). Splice forms with no experimental valida-
tion were discarded (‘‘Note=No experimental confirmation avail-
able’’). Only accessions with a one-to-one mapping to Ensembl
protein-coding genes were kept for the analysis. Systematic an-
notation of alternative splicing is currently not performed in
SWISS-PROT, but all intron–exon junctions of informed events are

manually checked (Marie-Claude Blatter, pers. comm.). This data
set is thus likely to contain mainly functional splicing events ref-
erenced in the literature.

To retrieve splice forms conserved with mouse, we used the
H-DBAS database release 4 (Takeda et al. 2010). A scheme explaining
the methodology used for assessing human–mouse conservation
can be found at http://jbirc.jbic.or.jp/h-dbas/document/scheme_
genomic_comparison.html.

From the file http://h-invitational.jp/download/h-dbas/
H-DBAS_version4.tar.gz, we extracted the HIX loci and their HIT
clusters that showed conservation with mouse (CDNA rows, col-
umn 26: Genomic conservation with mouse cDNA). Only HIX IDs
with a one-to-one mapping to Ensembl protein-coding genes were
kept for the analysis.

The measures of alternative splicing used throughout the
manuscript are the proportion of genes undergoing alternative
splicing and the mean number of splice forms per gene. These
measures are traditionally used in the literature (e.g., Kopelman
et al. 2005; Su et al. 2006; Talavera et al. 2007).

The comparisons of alternative splicing levels in human and
mouse were made using data from Ensembl 57. The use of ratios of
the number of splice forms in the two species can account for
differences in genome annotation quality. For genes that experi-
enced duplications since the human–mouse split, we used the ratio
of the mean number of splice forms in human genes divided by the
number of splice forms of the mouse ortholog.

Linear regressions

For the relation between alternative splicing and family size, a
weighted linear regression between alternative splicing measure
and family size was fit to the data, and an F-test was used to assess if
the slope was significantly different from zero. Weights were the
total number of genes for each increment of family size. We ad-
justed a parabola (polynomial model of order 2) in the same way
and used an ANOVA to estimate if the increase in fit to the data (r)
between the linear and parabola models was significant.

For the relation between gene age and production of alter-
natively spliced variants, a weighted linear regression was adjusted
on the data, with real scale and log-transformed time. Weights
were the total number of genes for each age category. The best
fitting model (best r value) was kept and displayed.

Gene Ontology

Mapping of genes to Gene Ontology (GO) functional categories
was downloaded from Ensembl release 57 (Hubbard et al. 2009).
We propagated the mapping to the top-level categories of the GO
slim ontology (a simplified version of the GO ontology), and we
only retained categories mapped to more than 500 genes, namely,
GO:0005488 (binding), GO:0003824 (catalytic activity), GO:0004871
(signal transducer activity), GO:0005198 (structural molecule activ-
ity), GO:0005215 (transporter activity), GO:0030234 (enzyme reg-
ulator activity), and GO:0030528 (transcription regulator activity).

EST counts

EST data were retrieved from Bgee release 7 (dataBase for Gene
Expression Evolution, http://bgee.unil.ch/), a database comparing
transcriptome data between species (Bastian et al. 2008), including
EST libraries from UniGene (Pontius et al. 2003). The mapping of
UniGene clusters on Ensembl genes is taken from Ensembl 57
(Hubbard et al. 2009), where a percentage of identity of 90% is set
as the minimum threshold to link an Ensembl gene with a Uni-
Gene cluster. Only EST libraries obtained under nonpathological

Roux and Robinson-Rechavi

362 Genome Research
www.genome.org



conditions, with no treatment (‘‘normal’’ gene expression), are
included in Bgee.

Transcript and splice form features

Transcript length and number of constitutive exons and alterna-
tive splicing events were retrieved from Ensembl 57 via BioMart
(Smedley et al. 2009). Alternative splicing events are classified with
different codes (A5SS, alternative 59 splice site; A3SS, alternative
39 splice site; II, intron isoform; EI, exon isoform; CE, cassette exon;
IR, intron retention; MXE, mutually exclusive exons). For the
analysis, A5SS, A3SS, EI, and II events were grouped together be-
cause they represent similar events and the overlap between these
categories was high. Other alternative splice forms (e.g., alternative
first exon, alternative last exon, alternative termination, alterna-
tive initiation) are not predicted in Ensembl because they require
experimental evidence (see, e.g., Wang et al. 2008).

Taxonomy

Molecular estimates of the age of taxonomic groups was obtained
from the database TimeTree (Hedges et al. 2006; http://www.
timetree.org, April 2010). When available the ‘‘TimeTree expert’’
result was used. Otherwise, the weighted average (nuclear + mi-
tochondrial) was used.

Tools

R was used for statistical analyses and plotting (http://www.
R-project.org/; R Development Core Team 2007).
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